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Towards Social-aware Ridesharing Group
Query Services

Yafei Li, Rui Chen, Lei Chen, Jianliang Xu

Abstract—With the deep penetration of smartphones and geo-locating devices, ridesharing is envisioned as a promising solution
to transportation-related problems in metropolitan cities, such as traffic congestion and air pollution. Despite the potential to
provide significant societal and environmental benefits, ridesharing has not so far been as popular as expected. Notable barriers
include social discomfort and safety concerns when traveling with strangers. To overcome these barriers, in this paper, we
propose a new type of Social-aware Ridesharing Group (SaRG) queries which retrieves a group of riders by taking into account
their social connections and spatial proximities. While SaRG queries are of practical usefulness, we prove that, however, the
SaRG query problem is NP-hard. Thus, we design an efficient algorithm with a set of powerful pruning techniques to tackle this
problem. We also present several incremental strategies to accelerate the search speed by reducing repeated computations.
Moreover, we propose a novel index tailored to our problem to further speed up query processing. Experimental results on real
datasets show that our proposed algorithms achieve desirable performance.

Index Terms—Location-based Services, Query Processing, Ridesharing, Group Queries, Social Acquaintance

F

1 INTRODUCTION

NOWADAYS, there is tremendous unused trans-
portation capacity worldwide in the form of un-

occupied seats in private cars. Not only would filling
some of these seats reduce smog, carbon emissions,
and fuel consumption, but it also could create oppor-
tunities for increasing local social capital. Ridesharing
is a natural and practical approach to make use of
these unoccupied seats and is envisioned as a promis-
ing solution to transportation-related problems (e.g.,
traffic congestion, air pollution) in metropolitan cities.
As reported in a recent study [8], the potential traffic
reduction in a city could be as high as 31-59% if users
are willing to share a ride with people whose travel
patterns are similar. Moreover, ridesharing can save
on traffic expense for both drivers and riders.

There have been some existing works on the
ridesharing problem from both industry and academi-
a with a focus on coordination of ridesharing trips
and schedules. Given a driver’s origin and destina-
tion, a ridesharing system returns the driver a set of
riders by considering the trip and schedule similarity.
Generally, current works can be categorized into three
types: i) static ridesharing [1], [3], [4], [19], [26], [28]
which refers to the scenario where the requests of
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Fig. 1. A framework of the social-aware ridesharing
system

drivers and riders are known in advance; ii) dynam-
ic ridesharing [13], [16], [22], [31] where riders and
drivers continuously enter and leave the system and
are matched up in real time or on a short notice; iii)
trust-conscious ridesharing [1], [8] which addresses the
trust issue in ridesharing. This paper is concerned
with trust-conscious ridesharing. Existing approaches
include the adoption of reputation-based systems and
profile checking by linking with social networks like
Facebook. However, these attempts cannot remove the
major barriers in current ridesharing systems such as
social discomfort and safety concerns when traveling
with strangers. For example, they do not allow drivers
to check whether their riders are trustable and may
lead to ridesharing groups full of strangers. Little
work studies ridesharing by taking social relations
into consideration. Although [8] considers ridesharing
with friends or friends of friends, this kind of trust-
conscious ridesharing is either too restricted or too
relaxed to be practical (to be elaborated in Section 2).
Thus, these existing solutions cannot be applied to the
social-aware ridesharing problem considered in this
paper.

In this paper, we propose a new type of ridesharing
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queries, called Social-aware Ridesharing Group (SaRG)
queries, which is based on trip matching and social
acquaintance. Broadly, as illustrated in Figure 1, our
proposed ridesharing system consists of three parties:
(i) riders (or passengers who want to participate in
ridesharing), (ii) drivers (or private car owners who
offer ridesharing), and (iii) ridesharing service provider
(RSP) (the server in charge of the arrangement of
ridesharing). The riders submit ride requests to the R-
SP, while the drivers send in ride offers. In other words,
a ride offer provided by a driver forms an SaRG query;
the riders who submitted ride requests form the data
space (or search space); the RSP arranges the best
ride matches of ridesharing by jointly considering trip
matching, social connections as well as the capacity of
a car. Designing efficient matching algorithms for the
RSP is the most important task to make the system
work effectively. Note that, in our problem, the RSP
hosts a set of active ride requests (expired request-
s might be dropped and re-submitted). Once there
comes a ride offer from a driver, the RSP will match the
most suitable riders to the driver. A ridesharing group
is composed of a driver and the most suitable riders.

In our ridesharing system, we adopt a simple yet
popular form of ridesharing called Slugging [19]. Slug-
ging assumes that the driver’s trip is fixed and that
the riders would walk to the origin location of the
driver’s trip, board at the departure time, alight at
the driver’s destination, and then walk to their own
destinations.1

v1

v2

v1

v2

v3
v3

 

Fig. 2. An example of Slugging

The consideration of social factors in ridesharing
brings several new research challenges. First, how to
capture and model social constraints for the purpose
of ridesharing is a fundamental issue. Second, the
social relationship may not be incremental in nature
(e.g., the acquaintance constraint among the users of
a ridesharing group may not hold after the removal
of one user). As such, the social-aware ridesharing
problem becomes more challenging. Indeed, as we
shall prove later, the SaRG query problem in this
paper is NP-hard, and therefore how to design an
efficient algorithm to retrieve the optimal answer to an
SaRG query is the focus of this paper. Our key insight
is that in practical settings an SaRG query possesses
some intrinsic properties (e.g., the number of seats in a
car is usually small; the riders who are far away from

1. Following the Slugging model, we implicitly assume that
riders can arrive at the driver’s origin location in time. Our solution
also allows riders to explicitly specify a maximum waiting time
duration. In this case, the server can simply filter out the users
whose time constraints do not match the query’s timestamp.

the trip origin cannot be candidates of a ridesharing
group), which make the problem tractable.

Our contributions lie in the following aspects:
1) We formulate a new type of Social-aware

Ridesharing Group (SaRG) queries to accommo-
date the real-world need of considering social
comfort and trust in ridesharing (Section 2). An
SaRG query retrieves a ridesharing group where
each rider’s trip is similar to that of the driv-
er, and each member of the ridesharing group
should be familiar with at least k other group
members. We also prove that the SaRG query
problem is NP-hard.

2) We propose an efficient algorithm named RSEx-
plorer and a set of efficient pruning techniques
to answer SaRG queries (Section 3). We also
devise several incremental strategies by reduc-
ing repeated computations to speed up query
processing (Section 4).

3) We also design a novel index structure, Social-
Info R-tree (SIR-tree), which integrates social in-
formation into R-tree, to further prune the search
space and then propose the SIRBased algorithm
that integrates the RSExplorer algorithm with the
SIR-tree structure (Section 4).

4) We conduct extensive experiments to evaluate
the query efficiency of our proposed algorithms.
The results show that our proposed algorithms
achieve desirable performance (Section 5).

The rest of this paper is organized as follows. The
SaRG query problem is formulated in Section 2. We
propose the baseline algorithm and a set of pruning
strategies for SaRG query processing in Section 3. In
Section 4, we present several incremental approaches
to substantially reduce repeated computations. The
SIR-tree index structure is presented in Section 4.4. Ex-
perimental results are reported in Section 5, followed
by the related work in Section 6 and the conclusion
and future work in Section 7.

2 PROBLEM FORMULATION

In this section, we present some preliminaries and
provide the problem statement, followed by an ex-
ample to illustrate the problem defined. Table 1 sum-
marizes the notations used throughout this paper.

As motivated by the social-aware ridesharing
framework in Figure 1, we define an SaRG query
over a set of riders D and a social network G=(V,E).
Each rider v∈D has a ridesharing trip request denoted
by tpv=(o, d) where o and d represent the origin and
destination of v’s trip, respectively. For the social
network G, each vertex v∈V is a user (either a driver
or a rider)2 and each edge e∈E denotes an acquainted
relation between two users it connects. Each driver u’s

2. Both drivers and riders are regular users of this network. Their
social relations can be learned by the subgraph of this network,
which contains the relevant users.
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TABLE 1
Summary of notations

Notation Definition
G = (V,E) a social network.
D the rider space in which each rider has a ride

request.
G[V ′] the subgraph of G containing only V ′.
u, ui, v, vi a user of G, u or ui represents a driver, v or vi

represents a rider.
tpv = (o, d) tpv indicates the rider v’s ridesharing trip where

o and d represent the origin and destination of v,
respectively.

tpu tpu is a driver u’s ridesharing trip.
qu an SaRG query of the driver u.
D(tpv, tpu) the travel cost of a rider v
Gk

s (u) a ridesharing group containing a driver u and a
set of s riders.

D(tpu, G
k
s (u)) the travel cost of a ridesharing group Gk

s (u).
SI an intermediate solution set where |SI| ≤ s.
SU the set of remaining riders.
Dlb(tpu, SI) the travel cost lower bound of any valid rideshar-

ing group derived from SI .
Lm

v a size-m rider list in which the seen riders are
sorted in ascending order by their travel costs.

CS the sorted list of seen riders.
Dlb(v,CS) the lower bound of the travel cost on the unseen

rider v in D − CS.
Dlb(Gk

s (u), Lm
v ) the lower bound of the travel cost on the unseen

ridesharing groups Gk
s (u) in Lm

v .
NBSI(v) the set of v’s neighbors in SI .
Dia(Gk

s (u)) the diameter of Gk
s (u).

Diaub(Gk
s (u)) the upper bound of Dia(Gk

s (u)).
A(v) the access index of the last user of user v’s neigh-

bor in Lm
v .

kSI(v) the core number of user v in the subgraph G[SI].
cmax(e) the maximum core number of the users rooted at

the entry e of the SIR-tree.
nb[e|x] the user set containing the users whose social

distances to all users rooted at e are ≤ x.

ride offer forms an SaRG query qu that will be intro-
duced later. Once the RSP receives an SaRG query qu
from a driver u, it will return u with the most suitable
riders from D by considering trip matching and social
acquaintance. Before giving the formal definition of an
SaRG query, we explain how to measure trip matching
between the riders and driver, and social acquaintance
among the members in a ridesharing group.

An SaRG query aims to find a ridesharing group
with a desired level of social acquaintance. To model
such social acquaintance, we assume the existence of a
social network graph in which users are connected if
they have acquaintance relationships (e.g., friends or
colleagues). Such a network might be derived from
call graphs based on telephone call detail records
(CDRs) or online social networks such as Facebook
and Twitter [8]. There are a number of social models
that can be employed to measure the social cohesive-
ness of a ridesharing group, such as star (friend) (one
central user has direct connections to all other users),
star (friend of friend) (one central user has direct
or through-a-friend connections to all other users),
and k-core (see Definition 1, each user has direct
connections with at least k other users).

Definition 1: (k-core) Given a graph G=(V,E), a k-
core is a connected subgraph SG=(SV, SE) (SV⊆V ,
SE⊆E) in which each vertex v∈SV has at least degree
k.

To compare these social models, we have conducted
an online survey (http://www.sojump.com/) with
216 volunteers to evaluate their acceptance levels for

TABLE 2
Survey results (216 participants)

Social Model Acceptable for Ridesharing
Star(friend) 95.43%
Star(friend of friend) 71.23%
1-core 92.24%

ridesharing (see Table 2 for the survey result). We
can observe that the acceptance level of the friend
of friend model is the lowest, because it may lead
to a ridesharing group in which all members are
still strangers to each other. In addition to users’
acceptance level, the feasibility of forming ridesharing
groups in real-life applications (i.e., whether the ser-
vice provider can find ridesharing groups for drivers
which satisfy the social model being used) is an
equally important factor in selecting an appropriate
social model. For this reason, we have also examined
the potential groups under different social models
for the users of New York City in two real datasets
(Brightlike and Gollawa [9]). Figure 3 gives the num-
bers of potential size-5 ridesharing groups. It can be
observed that while the star (friend) model achieves a
good acceptance level, it is too demanding to form a
good number of social groups. Combining these two
aspects, in this paper we take k-core as the primary
social model to address the social-aware ridesharing
problem.

0 20000 40000 60000 80000

Gollawa

Brightlike

Star (Friend)

Star (Friend of Friend)

1-Core

Fig. 3. Numbers of potential social groups of size 5

We next explain how to measure trip matching of
a ridesharing group. The primary cost of a rider
in Slugging is the travel cost between the rider’s
origin, destination and the driver’s origin, destination.
Therefore, we define the travel costs of a rider and a
ridesharing group as follows.

Definition 2: (Travel cost of a rider) Given the trip
tpu of a driver u’s ride offer, the travel cost of a rider
v is defined as:

D(tpv, tpu) = ||tpv.o, tpu.o||+ ||tpv.d, tpu.d||, (1)

where ||·, ·|| denotes the distance between two spa-
tial points.

For ease of description, we use Euclidean distance
in this paper. Our proposed solution can also be
easily extended to the case where the distance is
measured by ,for example, the road network distance,
as discussed later in Section 4.4.2.

A ridesharing group consists of a driver u and a size-s
set of riders, denoted by Gks(u), where s is the number
of available seats. Note that the size of a ridesharing
group is s+1.
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Definition 3: (Travel cost of a ridesharing group)
Given a driver u’s trip tpu, the travel cost of a
ridesharing group Gks(u) is

D(tpu, G
k
s (u)) =

∑
v∈Gk

s (u)

D(tpv, tpu). (2)

We call a ridesharing group Gks(u) a k-core group
if the subgraph G[Gks(u)] of the underlying social
network G is a k-core. Now we are ready to define
an SaRG query.

Definition 4: (SaRG query) Given a set of riders D
and a social network G=(V ,E), an SaRG query is
defined as a quadruple qu=(u,k,s,tpu), where qu.u is
the driver (query issuer), qu.k and qu.s are positive in-
tegers indicating the social acquaintance constraint in
terms of k-core and the number of available seats for
ridesharing respectively, and qu.tpu is the driver u’s
trip, which returns the ridesharing group Gks(u) with
the minimum travel cost among all k-core ridesharing
groups with size s+1 in G. A ridesharing group is valid
with respect to an SaRG query qu if it is a k-core group
and its size is s+1.

The returned ridesharing group should have the
smallest travel cost because naturally only riders
whose origin and destination are close to those of
the driver are willing to join the driver’s rideshar-
ing. Note that the minimum travel cost requirement
and the social constraint are equally important in
our problem. Our proposed solution does implicitly
support a preference over these two factors by setting
k to different values (e.g., setting k = 0 makes the
minimum travel cost the sole factor to consider).
Below we give an example to illustrate an answer to
an SaRG query.

o1
d1

o2

d2

o3

d3

o

d

v2

v1
v3

u

 

   

 1 1 

 2 1.5 

 2.5 3 

Social Level

Spatial Level

Fig. 4. An example of an SaRG query

Example 1: Consider a social network G=(V ,E),
a set of riders D={v1,v2,v3}, a the driver u, as
shown in Figure 4. The travel cost of a rid-
er vi (1≤i≤3) is listed in the right table of Fig-
ure 4. The SaRG query qu=(u,k,s,tpu) with k=2,
s=2, and tpu=(o,d) returns Gks(u)={u,v1,v3} because
{u,v1,v3} is the group with the minimum travel
cost D(tpu, {u, v1, v3})=(1+1)+(2.5+3)=7.5 among all
size-3 2-core ridesharing groups (the other group is
{u,v2,v3}).

We establish the hardness of the SaRG query prob-
lem in the theorem below.3

3. The proofs to all the theorems can be found in Appendix A of
the Supplementary Materials.

Theorem 1: The SaRG query problem is NP-hard.
In this paper, we tackle the problem of efficiently
processing SaRG queries in practical settings.
Discussion. In this paper, we focus on the most
fundamental problem formulation for social-aware
ridesharing group query services. There are sever-
al interesting variants worth discussion. First, riders
could have personalized preferences, for example, by
specifying a desired social acquaintance constraint
k′ and an expected travel cost c. Our solution can
easily accommodate this more complex ride request
model by performing a simple pre-filtering step. Upon
receiving a ride offer qu = (u, k, s, tpu), the service
provider first filters out the riders whose personal-
ized preferences cannot be met and then feeds the
remaining riders to our proposed algorithm. This can
be done without changing our algorithms, and the
returned group still satisfies the constraints in the
definition of SaRG query.

Second, the social relations we consider are un-
weighted. This design choice is best justified by the
fact that the friendships in many real-world online
social networks (e.g., Facebook and Twitter and Wei-
bo) are unweighted, and thus it is possible for these
companies to easily integrate our solution into their
services. However, weighted social relations could be
particularly useful in some applications. We consider
weighted social relations an intriguing direction for
future work.

3 ALGORITHM DESIGN

In this section, we present an algorithm named RSG-
Explorer and a set of pruning strategies to obtain the
optimal answer to an SaRG query.

3.1 RSGExplorer Algorithm
The general idea of RSGExplorer is that, given an
SaRG query qu=(u,k,s,tpu), we first retrieve the top-m
(m≥s) riders in D with the minimum travel cost, and
then invoke the branch and bound search to find the
current optimal answer Gks(u) in these top-m riders.
If the travel cost of Gks(u) is less than the travel cost
lower bound of the unseen ridesharing groups, Gks(u)
is returned as the final optimal answer. Otherwise, we
continue to retrieve the top-(m+1) rider and reinvoke
the branch and bound search to find the next optimal
answer. The above process repeats until the final
optimal answer is identified.

To retrieve the top-m riders with the minimum
travel cost, we build two spatial RTree indexes [15],
rtreeo and rtreed, to index the origins and destinations
of the riders in D, respectively. By adopting typical
kNN search in spatial databases [23] over the RTree
index, we can easily visit the riders in increasing
order of the distance between their origins (destina-
tions) and the driver’s origin (destination). Algorith-
m 1 shows the pseudo code of RSGExplorer. In the
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Algorithm 1 RSGExplorer(Driver u, Integer k, Integer
s, Trip tpu, SocialNetwork G, RTree rtreeo, RTree
rtreed)
1: Initialize priority queues Qo and Qd with entries (rtreeo.root, 0) and

(rtreed.root, 0), respectively;
2: Integer m← s;
3: Initialize the sorted rider lists CS and Lm

v as ∅;
4: Ridesharing group Gk

s (u)← φ;
5: Double cost←∞
6: Double Dlb(v, Lm

v )←∞;
7: Initialize the rider sets SI and SU as ∅;
8: while |CS| ≤ |D| do
9: v′ ← GetNextRider(Qo,rtreeo); // tpv′ .o is closest to tpu.o

10: v′′ ← GetNextRider(Qd,rtreed); // tpv′′ .d is closest to tpu.d
11: Insert rider v′ (v′′) into CS unless v′ ∈CS (v′′ ∈CS);
12: if |CS| ≥ m then
13: Dlb(v,CS)← ||tpv′ .o, tpu.o||+ ||tpv′′ .d, tpu.d||;
14: Rider vm ← the m-th rider in the rider list CS;
15: if D(tpvm , tpu) ≤ Dlb(v,CS) then
16: Insert the first m riders of CS into Lm

v ;
17: SI ← vm;
18: SU ← Lm

v − vm;
19: Gk

s (u)′ ← GetOptimalGroup(u,k,s,tpu,SI ,SU ,Gk
s (u),G);

20: if D(tpu, G
k
s (u)′) ≤ cost then

21: Gk
s (u)← Gk

s (u)′;
22: cost← D(tpu, G

k
s (u))

23: if cost ≤ Dlb(Gk
s (u), Lm

v ) then
24: Return Gk

s (u);
25: m=m+1;
26: Return ∅;

beginning, we initialize a set of variables (Lines 1–7),
whose meanings are explained in Table 1. The priority
queues Qo and Qd are initialized as (rtreeo.root,0)
and (rtreed.root,0), respectively. The elements of Qo

(Qd) are sorted in increasing order by the shortest
distances between their corresponding RTree entries
and the driver’s origin (destination). m and Dlb(v,CS)
are respectively initialized to s and∞, which are used
for finding the top-m riders with the minimum travel
cost. The optimal ridesharing group to return, Gks(u),
is initialized to ∅. Note that, the initial travel cost of an
empty Gks(u), cost, is set to ∞. Two sorted rider lists
CS and Lmv , in which the riders are sorted in ascending
order by their travel costs, are both initialized as ∅. In
addition, two rider sets SI and SU are also set to ∅
for the branch and bound search over Lmv in a later
stage.

After the initialization stage, we use the function
GetNextRider(·) (the typical kNN search mentioned
above) to find the next rider v′ (v′′) whose origin (desti-
nation) is closest to the driver’s origin (destination). We
compute the travel cost of v′ (v′′) and insert v′ (v′′) into
CS if v′ 6∈CS (v′′ 6∈CS) (Lines 9–11). Once the size of
CS becomes ≥ m, we calculate the travel cost lower
bound Dlb(v, L

m
v ) of the unseen riders according to

Theorem 2.
Theorem 2: Let v′ and v′′ be the riders newly found

by GetNextRider(·) in rtreeo and rtreed respective-
ly, and CS be the seen sorted rider list. The travel
cost lower bound of the unseen rider v 6∈ CS is
Dlb(v,CS)=||tpv′ .o, tpu.o||+||tpv′′ .d, tpu.d||.

If the travel cost of the m-th rider vm in CS is ≤
Dlb(v,CS), the top-m riders in D with the minimum
travel cost are found (Lines 13–15). Afterwards, we
insert the first m riders in CS into Lmv (Line 16). We
add vm into SI and Lmv -vm into SU in order to make

sure that vm is in the newly found group, which can
avoid duplicately enumerating the ridesharing groups
that appear in the previous iterations (Lines 17–18).
The intuition is that, all the ridesharing groups, which
consist of s+1 users from Lmv -vm (i.e., Lm−1

v ), have
been checked in previous branch and bound search
over the search space Lm−1

v . Thus we only need to
check the remaining ridesharing group consisting of
vm and the other s users from Lmv -vm.

We then invoke Algorithm 2 to find the current
optimal answer Gks(u)′ in Lmv (Line 19). If the travel
cost of Gks(u)′ is less than or equal to the travel cost
lower bound of the unseen ridesharing groups, Gks(u)′

is returned as the final optimal answer (Lines 20–24).
The correctness is guaranteed by Theorem 3.

Theorem 3: Let vi be the i-th rider in the current
sorted rider list Lmv . A lower bound of the travel cost
of unseen ridesharing group Gks(u) in Lmv is

Dlb(Gk
s (u), L

m
v ) = D(tpvm , tpu) +

s−1∑
j=1

D(tpvj , tpu). (3)

Algorithm 2 shows the pseudo code of GetOpti-
malGroup which attempts to find the most suitable
ridesharing group from Lmv . For a systematic enumer-
ation of all candidate ridesharing groups, we employ
the branch and bound search algorithm. In the branch
and bound search process, we keep track of two rider
sets SI and SU, which represent the intermediate solu-
tion set and the set of remaining riders, respectively.
This process can be organized into a tree structure,
as illustrated in Figure 5, in which an internal node
represents an SI and a leaf node represents a size-s
rider set. Given an internal node SI, we can derive
a lower travel cost bound Dlb(tpu, SI) of any valid
ridesharing group derived from SI and SU, which is
guaranteed by Theorem 4.

Theorem 4: Let v′ be the rider with the maximum
travel cost in SI . The travel cost lower bound of any
valid ridesharing group derived from SI and SU is

Dlb(tpu, SI) = (s− |SI|) ∗D(tpv′ , tpu) +
∑

v∈SI

D(tpv, tpu).

Based on this travel cost lower bound, any rideshar-
ing group derived from SI and SU with travel cost
≥ Dlb(tpu, SI) can be pruned from the search space
(Line 2). We iteratively add riders with the minimum
travel cost from SU to SI and check whether the
resultant group is valid (Lines 4–8). A property of k-
core is that if a vertex is not in the maximum k-core of
G, it cannot be in any k-core subgroup of G. Thus, if
the maximum k-core computed from G[u ∪ SI ′ ∪ SU ]
cannot cover all riders in u∪SI ′, no valid ridesharing
group can be derived from SI and SU (Lines 10–
12). Otherwise, we recursively call GetOptimalGroup
with the current values of the input arguments to
find the optimal answer Gks(u)′. If D(tpu, G

k
s(u)′) <

D(tpu, G
k
s(u)), we update the current optimal answer

Gks(u) with Gks(u)′ (Lines 14–17).
We establish the correctness of RSGExplorer below.
Theorem 5: RSGExplorer finds the correct answer to

an SaRG query.
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Fig. 5. Branch and bound search tree

Algorithm 2 GetOptimalGroup(Driver u, Integer k, In-
teger s, Trip tpu, RiderSet SI , RiderSet SU , SaRG
Gks(u), SocialNetwork G)
1: while |SI|+|SU |≥s do
2: if D(tpu, G

k
s (u)) ≤ Dlb(tpu, SI) then

3: Break;
4: Select the rider v with the minimum travel cost from SU ;
5: SI′←SI∪{v}, SU←SU -{v};
6: if |u∪SI′|=s+1 then
7: if G[u∪SI′] is a k-core then
8: Return u∪SI′;
9: else

10: Compute the maximum k-core group S from G[u ∪ SI′ ∪ SU ];
11: if u ∪ SI′ 6⊆ S then
12: Break;
13: else
14: SU ← S-SI′-u;
15: Gk

s (u)′ ← GetOptimalGroup(u,k,s,tpu,SI′,SU ,Gk
s (u),G);

16: if D(tpu, G
k
s (u)′) < D(tpu, G

k
s (u)) then

17: Gk
s (u)← Gk

s (u)′;
18: Return Gk

s (u);

As proved in Theorem 5, RSGExplorer correctly
finds the optimal answer. However, the enumerating
process is time consuming. Thus, we develop several
pruning strategies to prune the search space in order
to accelerate the search speed.

3.2 Quota Available Strategy

By definition of k-core, we know that the degree of
any vertex in the subgraph G[Gks(u)] should be at least
k. For the rider sets SI and SU, if the minimum vertex
degree of G[u ∪ SI] is ≤ s− |SI|, the quota left in any
valid ridesharing group containing u∪SI, adding any
rider in SU into SI cannot form a valid ridesharing
group. This intuition is formalized in Theorem 6.

Theorem 6: Let NBu∪SI(v) be the set of neighbors of
v in u∪SI . If min{|NBu∪SI(v)||v ∈ u∪SI}+s−|SI| <
k, no valid ridesharing group can be derived from the
current SI and SU.

In Theorem 6, we only consider the quota constraint
between the group size s+1 and the social constraint
k. In some cases, even if SI satisfies Theorem 6, riders
from SU still cannot be added into SI to form a valid
group, for example, when the riders in SI do not have
neighbors in SU. Hence, we design an access index (see
Definition 5) for efficiently detecting such cases (see
Theorem 7).

Definition 5: (Access index) Let idx(v) be the index
of user v ∈ Lmv . The index of u is set to idx(u) =
0. The access index of a user v ∈ u ∪ Lmv is A(v) =
max{idx(v′)|v′ ∈ NBu∪Lm

v
(v)}.

Continue with the example of SaRG query in Fig-
ure 6. Lmv = {v1, v2, v3, v4, v5, v6, v7} is the sorted user

v3 v4

u
v7v5

v6v2

v1

 

(a) A social network
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(b) The travel cost of rider
vi

Fig. 6. An example of SaRG query

list in which the users are sorted by their travel costs
in ascending order. The access indexes of the users in
u ∪ Lmv are given in Table 3.

TABLE 3
Access indexes of users in Figure 6

A(u) A(v1) A(v2) A(v3)
6 3 1 5

A(v4) A(v5) A(v6) A(v7)
7 6 5 4

Based on the definition of access index, we have the
following theorem.

Theorem 7: Let k(u∪SI) be the maximum core num-
ber of the subgraph G[u∪SI]. If max{idx(v)|v ∈ SI} ≥
min{A(v)|v ∈ u ∪ SI} and k(u ∪ SI) < k, no valid
ridesharing group can be derived from the current SI
and SU .

Theorem 7 tells that if u ∪ SI is not a k-core group
and there exists a user v ∈ u∪SI that has no neighbor
in SU, no valid ridesharing group can be derived from
current SI and SU. Example 2 illustrates a case of
Theorem 7.

Example 2: Consider a social network and a sort-
ed rider list Lmv ={v1,v2,v3,v4,v5,v6,v7} with the ac-
cess indexes shown in Table 3. Consider an SaRG
query qu={u,k,s,tpu} with k=3 and s=3, the cur-
rent SI={v1,v2,v3} and SU={v4,v5,v6,v7}. We have
max{idx(v)|v ∈ {v1, v2, v3}} = idx(v3) = 3 and k(u,
v1, v2, v3) = 0. From Table 3, we know min{A(v)|v ∈
{u, v1, v2, v3}} = A(v2) = 1. Based on Theorem 7,
because idx(v3) ≥ A(v2) and k(u, v1, v2, v3) < k, thus
we cannot derive a valid ridesharing group from the
current SI and SU .

3.3 Group Diameter Strategy

In this section, we propose another pruning technolo-
gy based on the concept of k-core group diameter. For
a given size-(s+1) k-core group, we first present the
definition of the group diameter, and then derive the
diameter upper bound of a size-(s+1) k-core group.
Based on the diameter upper bound, we introduce our
diameter based pruning method.

Definition 6: (Diameter) The diameter of a rideshar-
ing group Gks(u) in G is defined as the longest so-
cial distance (i.e., the longest shortest path length)



IEEE TRANSACTIONS ON SERVICES COMPUTING 7

between any two users in G[Gks(u)], denoted by
Dia(Gks(u)).

Let Diaub(G
k
s(u)) denote the upper bound of

Dia(Gks(u)). In this paper, we make use of the k-core
group diameter upper bound proposed in [25].

Theorem 8: For a valid ridesharing group Gks(u),

Diaub(G
k
s (u)) =


1 if s = k
2 if k < s < 2k + 1
3[ s+1

k+1 ] + r(s+ 1, k)− 3 if s ≥ 2k + 1
(4)

where r(s+ 1, k) =

{
0 if mod(s+ 1, k + 1) = 0
1 if mod(s+ 1, k + 1) = 1
2 if mod(s+ 1, k + 1) = 2

This diameter upper bound of Gks(u) indicates a
way to measure whether two users can co-exist in
Gks(u). Next we present Lemma 1 to prune the search
space by using the diameter upper bound of Gks(u).

Lemma 1: Consider an SaRG query qu = (u, k, s,
tpu). For each v ∈ SU , if the social distance between v
and any user v′ ∈ u∪ SI is larger than Diaub(G

k
s(u)),

v cannot be added into SI to form a valid ridesharing
group.

Example 3: Consider an SaRG query qu=(u,k,s,tpu)
with k=2 and s=2, the users’ social relations, and
the travel costs shown in Figure 6. According to
Theorem 8, we can get the diameter upper bound of
the query qu is 1. Assume that the current SI and
SU are ∅ and {v1,v2,v3,v4,v5,v6,v7} respectively. As
the driver u must be a member of valid ridesharing
group, thus the riders in SI whose social distances to
u are larger than 1 should be filtered out from SU . We
then get SU={v4,v6}. Obviously, the diameter based
pruning method can substantially shrink the search
space. We can quickly derive the optimal ridesharing
group Gks(u)={u,v4,v6}.

3.4 k̄-plex Based Strategy

In this section, we present a novel pruning technique
based on the concept of k̄-plex [5]. The advantage of
k̄-plex lies in its property that, if G′ is a k̄-plex, any
subgraph of G′ is also a k̄-plex. In contrast, k-core
does not share such a property. Fortunately, we can
easily transfer a k̄-plex to a k-core in order to enjoy
this property. To find an SaRG Gks(u), we convert it to
finding a k̄-plex of size s+1 where k̄=(s+1-k). Thus, if
we can identify a maximum k̄-plex in G′ whose size
is ≥ s + 1, there must exist a k-core with size s+1.
Otherwise, G′ does not contain a k-core with size s+1
(i.e., no valid ridesharing group can be found from
G′).

Definition 7: (k̄-plex) Given a graph G=(V,E), a k̄-
plex is a subgraph SG=(SV, SE) (SV⊆V , SE⊆E) in
which each vertex v∈SV has at least degree |SG|-k̄.

To estimate the maximum size of a k̄-plex, we adopt
the approach presented in [21] and calculate the size
upper bound Bp(G) of a maximum k̄-plex in a graph
G as follows

Bp(G) = mini=1,··· ,p{
1

i
B(C

i
1, · · · , C

i
m)}, (5)

Algorithm 3 GetOptimalGroupStar(Driver u, Integer k,
Integer s, Trip tpu, RiderSet SI , RiderSet SU , SaRG
Gks(u), SocialNetwork G)
1: while |SI|+ |SU | ≥ s do
2: if D(tpu, G

k
s (u)) ≤ Dlb(tpu, SI) then

3: Break;
4: Select the user v′ with minimum |NBSI∪u(v′)| from SI ∪ u;
5: if min{|NBu∪SI(v)||v ∈ u ∪ SI}+ s− |SI| < k then
6: Break;
7: if max{idx(v)|v ∈ SI} ≥ min{A(v)|v ∈ u∪SI} and k(u∪SI) <
k then

8: Break;
9: for each rider v ∈ SU do

10: if all social distances from v to SI ≤ Diaub(Gk
s (u)) then

11: Add v into SU ′;
12: Compute the group size upper bound Bp(G[u∪SI ∪SU)] of (s+1-

k)-plex in G[u ∪ SI ∪ SU ];
13: if Bp(G[u ∪ SI ∪ SU ]) < s+ 1 then
14: Break;
15: Select the rider v with minimum travel cost from SU ′;
16: SI′ ← SI ∪ {v}, SU ′ ← SU ′ − {v};
17: if |u ∪ SI′| = s+ 1 then
18: if G[u ∪ SI′] is a k-core then
19: Return u ∪ SI′;
20: else
21: Compute the maximum k-core S of the subgraphG[u∪SI′∪SU ];
22: if u ∪ SI′ 6⊆ S then
23: Break;
24: else
25: SU ← S − SI′ − u
26: Gk

s (u)′ ← GetOptimalGroupStar(u,k,s,tpu,SI′,SU ′,Gk
s (u),G);

27: if D(tpu, G
k
s (u)) > D(tpu, G

k
s (u)′) then

28: Gk
s (u)← Gk

s (u)′;
29: Return Gk

s (u);

and

B(C
i
1, · · · , C

i
m) =

mi∑
j=1

min{2k̄ − 2 + k̄ mod 2, k̄ + ai,j ,

∆(G[C
i
j ]) + k̄, |Ci

j |} (6)

where k̄=s+1-k, Ci1, · · · , Cim are co-k̄-plexes [18] in
which each vertex of V appears exactly i times, ai,j =
max{m : |{v ∈ V ∧ degG(v) ≥ m}| ≥ k̄ + m} for each
Cij , p is an integer parameter to limit the iterations
of computing, and degG(v) represents the vertex v’s
degree in G.

Lemma 2: Given an SaRG query qu = (u, k, s, tpu), if
the size upper bound of k̄-plex Bp(u∪SI∪SU) (k̄=(s+1)-
k) is less than s+1, no valid ridesharing group can be
derived from the current SI and SU.

The size upper bound of the maximum k̄-plex
is effective in pruning the search space. Example 4
illustrates a case of Lemma 2.

Example 4: Consider the users shown in
Figure 6(a). Assume that the current SI={v1,v2,v3}
and SU={v4,v5,v6,v7}. Given an SaRG query
qu={u,k,s,tpu} with k=4 and s=4, we can calculate
the size upper bound of a ((4+1)-4)-plex, which is 4.
Since the requested group size is 4+1=5 > 4, no valid
ridesharing group can be derived from the current SI
and SU.

In Algorithm 3, we integrate the three aforemen-
tioned types of pruning strategies into GetOptimal-
Group. We call this integrated algorithm GetOptimal-
GroupStar. The differences between GetOptimalGroup-
Star and GetOptimalGroup are in Lines 4–14 of Algo-
rithm 3. If there is not enough quota in SI to form
a k-core, the search process on the current SI and
SU will stop and backtrack to the last stage of SI
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(Lines 4–6). Otherwise, we will continue to verify if
max{idx(v)|v ∈ SI} ≥ min{A(v)|v ∈ u ∪ SI} and
k(u∪SI) < k. If yes, the search process on the current
SI and SU will be stopped (Lines 7–8). The correctness
is guaranteed by Theorem 6 and Theorem 7. Given the
current SI∪u, the users in SU, whose social distances
to all users in SI are less than the group diameter
upper bound Dub(G

k
s(u)) justified will be filtered out

from SU. This pruning strategy (justified by Lemma 1)
can substantially shrink the search space and reduce
the time cost (Lines 9–11). Afterwards, according to
Lemma 2, we calculate the group size upper bound
Bp(u∪SI∪SU ) of an ((s+1)-k)-plex in G[u∪SI∪SU ]. If
Bp(u∪SI∪SU )<s+1, no valid Gks(u) is found from the
current SI and SU (Lines 12–14).

4 OPTIMIZATIONS AND QUERY PROCESS-
ING

For the GetOptimalGroupStar algorithm, there is still
room to further improve its performance. First, in
each iteration, when a rider is added into or re-
moved from SI and SU, the core decomposition al-
gorithm is invoked to recompute ku∪SI′∪SU (v) where
v∈u∪SI ′∪SU (Line 21, Algorithm 3), which is a time-
consuming operation. In fact, as illustrated later there
is no need to recompute all the ku∪SI′∪SU (v). Second,
the conditions that some riders cannot co-exist in a
valid ridesharing group, which were checked in the
previous iterations, may still hold in the subsequent
iterations. By properly reusing the previous useful
information, it is possible to avoid many repeated
computations. In this section, we design several in-
cremental strategies (i.e., incremental computation of
core numbers, social diameter-based bounding and
neighbor-based bounding) to further reduce the run-
ning time. We also design SIR-tree which pre-indexes
some clustering social information into R-tree to ac-
celerate the search speed. Last but not the least, we
discuss how to extend our proposed algorithms to
support SaRG queries on road network context.

4.1 Incremental Computation of Core Numbers
In GetOptimalGroupStar, each time a rider is added
into or removed from SI and SU, the core decompo-
sition algorithm is invoked over the current SI and
SU. It means that we need to recompute the core
numbers of all riders in the current SI and SU. Such
operations are conducted frequently during the search
process, which increases the running time. Example 5
illustrates such a case.

Example 5: Consider the users in Figure 6(a).
Let G[V ] be a subgraph of G, which has been
decomposed in the previous iteration, where
V ={u,v1,v2,v3,v4,v5,v6}. The core numbers of these
vertices are: kV (u)=2, kV (v1)=1, kV (v2)=1, kV (v3)=1,
kV (v4)=2, kV (v5)=2, kV (v6)=2. Here, kV (v) denotes
the core number of v in G[V ]. When user v7 is added

into V , the core numbers of u, v1,v2,v3,v4,v5,v6 do not
change. Only the newly added user v7’s core number
needs to be computed, which is 1.

Here, we make use of Theorem 9 from [24] to shrink
the vertex space by indicating which vertices’ core
numbers may change. We also adopt the Traversal
Algorithm in [24] for the incremental core decompo-
sition when a user is added into or removed from the
current search space.

Theorem 9: Given a graph G=(V,E), if an edge (u, v)
is inserted (removed) and kV (u)≤kV (v), then only the
vertex w∈V , which has kV (w)=kV (u) and is reachable
from u via a path consisting of the vertices with core
number equal to kV (u), may have its core number
incremented (decremented).

Example 6: Continue with Example 5. Before the
user v7 is added, the core numbers of the vertices
in V ={u,v1,v2,v3,v4,v5,v6,v7} are: kV (u)=2, kV (v1)=1,
kV (v2)=1, kV (v3)=1, kV (v4)=2, kV (v5)=2, kV (v6)=2,
kV (v7)=0. After v7 is added, since we have an edge
(v4, v7) inserted and kV (v7)=0 ≤ kV (v4), according to
Theorem 9, only the vertices whose core number is 0
and which are reachable from v7 via a path consisting
of vertices with core number 0 may have their core
number changed. Since no user in V satisfies this
condition, only kV (v7) needs to increase by 1, leading
to kV (v7)=1. The time cost is reduced by avoiding
recomputing kV (vi) (1≤i≤6).

4.2 Social Diameter-based Bounding
The diameter-based pruning technique presented in
Section 3.3 indicates that some users cannot co-exist in
a ridesharing group due to the group diameter upper
bound. Suppose users v′ and v′′ cannot co-exist in
any Gks(u) found from the current search space S. If
several users are added into S to form a new search
space S′, any user group from S′ containing v′ and v′′

still cannot satisfy the group diameter upper bound.
Therefore, if such combinations of users calculated in
the previous iterations can be cached, we can prune
out all the user groups containing such combinations
directly. When the cache size is fixed, the SI with a
smaller size has a higher priority to be cached. This
is because the set of a smaller size usually appears
in a higher level of the branch and bound search tree
(see Figure 5), allowing to prune more combinations
which cannot co-exist in a valid ridesharing group.

Example 7: Continue with the example in Fig-
ure 6(a). Given an SaRG query qu=(u,k,s,tpu) with
k=2 and s=2, we can calculate the diameter upper
bound of a valid ridesharing group Gks(u), 1, based on
Lemma 1. Thus, any user set whose social diameter is
more than 1 cannot be the final result. Before adding
v7 into the search space, we have already known v2,v3

cannot co-exist in a valid group. Hence, we cache this
combination v2 and v3. In the next iteration, when
v7 is added into the search space, any user group
containing v2,v3 can be directly removed from the
solution space.
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4.3 Neighbor-based Bounding
Consider an intermediate rider set SI and a remaining
rider set SU for an SaRG query qu=(u,k,s,tpu) with
k=2 and s=3. Assume the current G[u∪SI] is a size-
3 2-core. To form a valid ridesharing group of size-
(3+1), one more rider v∈SU should be selected and
added into SI. According to the previous strategy, v
should be the rider in D with the minimum travel
cost. However, if v is not a neighbor of any member
in u∪SI , adding v into SI may not help form a valid
2-core ridesharing group. If the next added riders are
most similar to v, the time cost would increase.

To reduce such non-beneficial adding operations,
one possible way is to quickly find a travel cost lower
bound of the optimal ridesharing group derived from
current u ∪ SI and its members’ social neighbors in
SU to prune these non-beneficial operations. Here,
we design a greedy algorithm GreedyRSGSearch (Al-
gorithm 4) to find such a travel cost lower bound.
The general idea is to greedily retrieve an ((s+1)-k)-
plex containing u ∪ SI with size s+1. Then, the valid
ridesharing group, which is composed of the users
of the found ((s+1)-k)-plex, is updated as the current
optimal answer to prune the search space in future
iterations when its travel cost is the current lowest.

Algorithm 4 shows the pseudo code of GreedyRS-
GSearch. We first initialize rider v as the rider in SU
with the maximum travel cost, and the neighbor set
NBs of users in SI as ∅ (Lines 1–2). Thereafter, we
continue to add the rider v′ into SI until the size of
u∪SI ≥ (s+1). To select the rider v′, we first add all
the neighbors of the users in u∪SI that belong to SU
into NBs (Line 4), and then select the rider v′ ∈NBs
with the minimum travel cost that makes G[v′∪u∪SI]
an ((s+1)-k)-plex (Lines 5–8). If such a rider v′ exists,
we replace v by v′ and add it into SI. We repeat
the same process until the size of u ∪ SI is ≥ s+1.
Otherwise, we return the empty set. If we find an
((s+1)-k)-plex with size-(s+1), the current ridesharing
group u∪SI is returned, and the travel cost of the
group u∪SI provides the travel cost lower bound to
prune the search space in the subsequent iterations.
During the search process of GetOptimalGroupStar,
GreedyRSGSearch is invoked to find a valid ridesharing
group with a tight travel cost bound. If the returned
group is empty, which means that no tight travel cost
bound can be found, GetOptimalGroupStar continues
using the previously found travel cost lower bound
to prune the search space.

Note that GreedyRSGSearch needs to be invoked
only if the current G[u ∪ SI] is an ((s+1)-k)-plex.
The reason is that u∪SI has more chance to form
a valid ridesharing group when it is a ((s+1)-k)-plex.
Otherwise, the time cost would increase much.

Example 8: Consider the users’ social relations and
their travel costs in Figure 6. Assume the current SI=∅
and SU= {v1,v2,v3,v4,v5,v6,v7}. Given an SaRG query
qu=(u,k,s,tpu) with k=2 and s=2, we call GreedyRS-

Algorithm 4 GreedyRSGSearch(Driver u, Integer k,
Integer s, Trip qu, RiderSet SI , RiderSet SU , Social-
Network G)
1: Rider v ← the rider in SU with maximum travel cost ;
2: RiderSet NBs← ∅;
3: while |u ∪ SI| < s+ 1 do
4: NBs ← the neighbors of the users in u ∪ SI that belong to SU;
5: for each user v′ ∈NBs do
6: if G[v′∪u∪SI] is a ((s+1)-k)-plex then
7: if D(tpv′ , tpu)≤D(tpv, tpu) then
8: v←v′;
9: if v is not the previous rider then

10: Add v into SI;
11: else
12: Return ∅
13: Return SI ;

GSearch to search a travel cost lower bound from
u∪SI={u} and G in Figure 6. We can get an intermedi-
ate answer Gks(u)={u, v4, v5} and calculate the group
travel cost lower bound D(tpu,{u,v5,v6}) = D(tpv5 ,tpu)
+ D(tpv6 ,tpu) = 4 + 4.5 = 8.5. Therefore, there is no
need to attempt the groups whose travel cost ≥ 8.5.
For example, when u∪SI = {u, v2}, there is no need to
move v5, v6, v7 from SU to SI; when u∪ SI = {u, v3},
there is no need to move v5, v6, v7 from SU to SI.

4.4 Hybrid Index Approach

Index is a commonly used technique to optimize
query performance. Recently, several approaches have
been developed for geo-social group queries by con-
sidering the users’ Euclidean distances and their social
relations, e.g., SR-tree [29] and SaR-tree [18]. Howev-
er, these indexes are not directly applicable to our
problem. In this section, we first propose an R-tree
based index, namely Social-Info R-tree, which incorpo-
rates the social information, and then integrate the
proposed index into RSGExplorer.

4.4.1 SIR-tree
In the previous sections, an R-tree is used to find
the top-m riders with the smallest travel costs. By
traversing the R-tree, we can obtain a list of riders sort-
ed in increasing order of the distance between their
origins (destinations) and the drivers origin (destina-
tion), based on which the top-m riders with smallest
travel costs can be efficiently retrieved. However, the
R-tree only contains spatial information in terms of
minimum bounding rectangle (MBR), and therefore
the top-m riders generated by the R-tree may contain
riders whose core numbers are smaller than a query’s
social constraint. Since such riders violate the social
constraint, they should not be included in the final
answer. This observation motivates us to design a
new index structure called Social-Info R-tree (SIR-tree)
that contains not only spatial information but also
social information, enabling more powerful pruning
capabilities.

An SIR-tree extends a standard R-tree and inherits
its properties. It is a tree-based structure which is able
to prune the search space by both spatial information
and social information. Each internal tree node e stores
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Fig. 7. An example of SIR-tree

the spatial information in a form of minimum bound-
ing rectangle (MBR) for k nearest neighbor search
in the spatial space and social information: (i) the
maximum core number cmax(e) of the child nodes
rooted at this node; (ii) the set nb[e|x] containing the
users whose social distances to all users rooted at e
are less than or equal to x. Since nb[e|x] =

⋃
e′ nb[e

′|x]
where e′ is a child node of e, the SIR-tree can be built
in a bottom-up fashion. Figure 7 shows an example of
SIR-tree (Figure 7(a) and Figure 7(b) shows the layout
of MBRs and the general structure of the SIR-tree,
respectively). Thus, our contributions of the SIR-tree
are two-fold:
• By cmax(e), it can prune the users who cannot

appear in the final k-core result set as early as
possible;

• By nb[e|x], it can prune the users whose social
distances to the query issuer are larger than the
group diameter upper bound Diaub(G

k
s(u)) as

early as possible.
Based on the SIR-tree proposed above, Theorem 10

is given below to assist in pruning the search space
during query processing.

Theorem 10: Consider an SaRG query qu=(u,s,k,tpu)
and an internal node e in SIR-tree. If cmax(e) < k or
u 6∈ nb[e|Diaub(G

k
s(u))], then any user rooted at node

e cannot be a member of the final optimal answer.
The proof of Theorem 10 can be easily derived from

Definition 1 and Lemma 1.
Example 9: Consider an SaRG query qu=(u,k,s,tpu)

with k=2 and s=2, the social network shown in Fig-
ure 6(a), and the social information of the nodes R1

and R2 in Figure 7. According to Theorem 8, we can
calculate Diaub(G

k
s(u))=1. During the search process,

R1 can be pruned due to the fact cmax(R1) < k; R2

can be pruned because u 6∈ nb[R2|Diaub(G
k
s(u))].

4.4.2 SIR-tree Based Approach
To process SaRG queries with an SIR-tree, we need
to reconcile the method introduced in Section 4 with
a major modification of how to find the next rider
with the lowest travel cost. Since there is no social
information recorded in the R-tree, the rider we get
is only spatially close to tpu. However, if a user’s

core number is less than the query social constraint
k, or the social distance between a user and the query
issuer is larger than the valid group diameter upper
bound, the user should be pruned from the search
space as early as possible. Otherwise, it will increase
the computational cost in the subsequent brand and
bound search. With the help of the SIR-tree, we can
prune the tree nodes in which the users cannot appear
in the final result in advance and shrink the search
space of the brand and bound search for the optimal
answer. Thus, the SIR-tree based algorithm achieves
better query performance than the algorithms pro-
posed in the previous sections.
Discussion. In this paper, for ease of presentation,
we use Euclidean distance to measure the travel cost.
Our proposed algorithms can be easily extended to
support road network distance. In our proposed al-
gorithms, different travel cost measures only affect
the procedure of finding the top-m riders with the
smallest travel costs (Lines 9-16, Algorithm 1). In
Algorithm 1, we maintain a sorted rider list CS, in
which the riders are sorted in ascending order of
the Euclidean distance-based cost, to get the top-m
riders. To accommodate network distance, we show
how to get the top-m riders with the smallest network
distance-based cost from CS.

Let CS’ be a sorted rider list in which the riders are
sorted in ascending order of the network distance-
based cost. We can efficiently construct CS’ by adding
the riders from CS one by one according to their order
in CS (e.g. v1,v2,· · · ,vn) and checking the following
critical condition after adding the m-th rider. When
vi is added into CS’(i ≥ m), if the network distance
W (tpu, tpv′m) of v

′

m in CS’ (i.e., the m-th rider in CS’)
is leq the Euclidean distance D(tpu, tpvi), the top-m
riders with the smallest network distance-based cost
are found. We can prove that the current first m
riders v

′

1,v
′

2,· · · ,v′m in CS’ are the top-m riders with the
smallest network distance-based costs based on the
key observation that the Euclidean distance between
two locations is the lower bound of their network
distance. During the process of adding riders from CS
to CS’, the order of the riders in CS’ is maintained in
ascending order of the network distance-based cost.
Once we have found the i-th rider (i ≥ m) in CS sat-
isfying W (tpu, tpv′m) ≤ D(tpu, tpvi), for all t-th riders
(i < t ≤ n), we know D(tpu, tpvt) ≥ W (tpu, tpv′m), and
therefore the current v

′

1,v
′

2,· · · ,v′m must be the top-m
riders with the smallest network distance-based costs
among all riders.

After we get the top-m riders with the smallest
network cost, the rest is the same as that for Euclidean
distance. We simply use the top-m riders with the
smallest network cost as the input of the branch and
bound search GetOptimalGroup (Lines 17-25, Algorith-
m 1). All optimizations proposed for the branch and
bound search are still effective for the road network
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distance. Since Euclidean distance between two loca-
tions is the lower bound of their network distance,
the search space can also be pruned by road network
distance.

5 PERFORMANCE EVALUATION

In this section, we experimentally evaluate the perfor-
mance of three algorithms: The first one is the basic
RSGExplorer with three pruning strategies (referred to
as Baseline) presented in Section 3; the second one is
Baseline with the optimizations except for the SIR-tree
based approach (referred to as Incremental) presented
in Section 4; the last one is Incremental based on SIR-
tree (referred to as SIRBased) presented in Section 4.4.

5.1 Experimental Settings
We make use of four datasets extracted from Brightkite
and Gowalla [9]: Brightkite (America), Brightkite (Eu-
rope), Gowalla (America), and Gowalla (Europe).4 The
properties of the four datasets are summarized in
Table 4. Each query set on these four datasets includes
100 queries. Each query contains a query issuer u ran-
domly generated from the corresponding user space,
a group size s varying from 4 to 7, a social constraints
k from 1 to 4, and a query trip tpu randomly selected
from the users’ trips. Unless explicitly specified, the
default values of k and s in a query are 3 and 5,
respectively.

All the algorithms are implemented in Java pro-
gramming language. The models of the CPU and
RAM are Intel Xeon X5650 Processor 2.67G Hz and
8GB DDR3 memory, respectively. The fanouts of R-
tree and SIR-tree are 100.

5.2 Experimental Results
We evaluate the query processing performance of
these three algorithms under different parameter set-
tings. Following many other query processing per-
formance evaluation methods, we report the overall
query performance in terms of the average elapsed time.
Effect of s. In the first set of experiments, we evaluate
the query performance under different s values. From
Figure 8, we can observe that both Incremental and
SIRBased perform better than Baseline. Note that the
y-axis is in log-scale. Under different values of s, SIR-
Based achieves the best performance. This conforms
to our theoretical analysis: the SIR-tree structure can
efficiently prune many irrelevant users who cannot
satisfy either the social diameter or core number
constraints as early as possible, leading to a much
smaller search space. Even when s is small, SIRBased
algorithm performs the best because a small group
size leads to a small diameter which results in a good
pruning ability of the SIR-tree.

4. We assume that the users traveled between their check-in
locations by ridesharing.
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Fig. 8. Running time vs. group size
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Fig. 9. Running time vs. the number of riders

Effect of the number of riders. In this set of exper-
iments, we show the performance of the algorithms
under various numbers of riders (i.e., the size of the
rider space) in Figure 9. We randomly extract several
subsets of the rider space to evaluate the algorithms’
performance. As expected, the result demonstrates
that SIRBased achieves the best query efficiency in all
cases. Compared to Incremental and SIRBased, Baseline
is more sensitive to the number of riders. Its query
processing time increases rapidly with the increase of
the number of riders.
Pruning capabilities of different strategies. In Fig-
ure 10, we show the query performance of differ-
ent pruning strategies. Here, we report the different
strategies used in Incremental and SIRBased, where
IC, DB, NB and SIR stand for incremental computa-
tion of core number, social diameter-based bounding,
neighbor-based bounding and SIR-tree based prun-
ing, respectively. In general, all the strategies help to
reduce the running time. In particular, NB and SIR
are more effective than others when the k value is
small or when the s value is large. As explained in
Section 4.3, neighbor-based bounding usually helps to
find a relatively tight group travel cost lower bound
as early as possible which is beneficial for pruning the
search space in future iterations.
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TABLE 4
Dataset properties

Brightkite(America) Brightkite(Europe) Gowalla(America) Gowalla(Europe)
Total # of users 12,363 4,385 18,983 26,912
Total # of friend relations 115,506 12,271 115,506 157,006
Total # of trips 12,363 4,385 18,983 26,912
Diameter (social diameter) 10 11 13 14
Maximum # of cores 34 25 36 39
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Fig. 10. Pruning abilities of different schemes
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Fig. 11. Quality of the returned groups

Quality of query results. We have designed a new
set of experiments to compare the quality of results
returned by SaRG queries with those of the exist-
ing ridesharing approaches in terms of the average
group travel cost and the average social cohesive-
ness (i.e., the average number of familiar persons of
each member in a group). Specifically, we consid-
er similar ridesharing problems, namely ridesharing
with friends (referred to as RF) and ridesharing with
friends of friends (RFF). Similarly, RF and RFF aim to
find a group of riders with the minimum travel cost
while satisfying their respective social constraints (i.e.,
in the group returned by RF all riders are friends of
the driver, while in the group returned by RFF all rid-
ers are friends or friends of friends of the driver.). We
set the parameters of the SaRG query Q = (u, k, s, tpu)
to be k=2 and s=5 and the parameter of the RF or RFF
query Q = (s, tpu) to be s=5. From Figure 11, we can
observe that our SaRG queries substantially outper-
form RF queries in terms of both the minimum travel
cost and the social cohesiveness. Compared with RFF
queries, the average social cohesiveness of the groups
returned by SaRG queries is much better, and this is
achieved with a close average travel cost. Thus, we
deem that SaRG queries provide a ridesharing service
that reasonably balances the travel cost and the social
cohesiveness for practical use.
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Fig. 12. Query performance for road network distance

Query performance for road network distance. In
the last set of experiments, we verify the capability
of our solution to support road network distance
(see Section 4.4). We evaluate our query performance
on a semi-synthetic dataset combined from two re-
al datasets: Dianping and Geolife. We generate the
Dianping dataset from a popular Chinese business
review website [12] and extract the users from Beijing
and their friendships to model the underlying social
network, which contains a total of 35,343 users and
376,542 edges. The Geolife dataset [14] is a widely
used taxi GPS trajectory dataset collected in Beijing.
For each user in Dianping, we randomly select a taxi
trajectory segment from the Geolife dataset as the users
trip. We measure the travel cost by using the real road
network of Beijing, which contains 106,579 road nodes
and 141,380 road segments. We map a trips origin
and destination to the closest road nodes of the road
network. Figure 12 presents the performance of differ-
ent algorithms. Similarly, it can be seen that SIRBased
consistently has the best performance under different
values of k and s. As explained in Section 4.4, we
know that the only modification we need to support
road network distance is the procedure of finding the
top-m riders with the smallest travel costs. Compared
with the time cost of the branch and bound search, the
time cost of finding top-m riders is negligible. As such,
we conclude that our proposed SIRBased algorithm is
useful for different distance measures.

6 RELATED WORK
Ridesharing group query processing is a very recen-
t research topic. The existing studies on this topic
fall into three categories: static ridesharing, dynamic
ridesharing and trust-conscious ridesharing.

6.1 Static Ridesharing
Most of the early studies considered static rideshar-
ing, which refers to the scenario where the requests
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of drivers and riders are known in advance. We
survey static ridesharing in the following categories:
slugging, carpooling, and dial-a-ride. Slugging [4] is a
typical form of ridesharing where passengers walk to
the origin of the driver’s trip, board at the departure
time, debark at the driver’s destination and then
walk to their own destinations. Ma and Wolfson [19]
studied slugging from a computational perspective
using a graph abstraction.

Carpooling is another representative application of
ridesharing for daily commutes, where private car
drivers declare their availability for pick-up and later
bring back riders. The main issue in carpooling is the
assignment of riders to drivers and the identification
of each driver’s route to minimize the travel cost.
For small-size carpooling, it can be solved by using
linear programming techniques [6], [7]. To deal with
the large-size problem, several heuristic algorithms
have been proposed [1], [26], [30]. More recently,
Yan and Chen [28] employed a time-space network
flow technique to develop a model for the many-to-
many carpooling system with multiple vehicle and
person types. They developed a solution based on
Lagrangian relaxation.

In the dial-a-ride problem (DARP), no private car
is involved and the transportation is carried out by
public vehicles (such as taxis) that provide a shared
service. Users formulate requests by specifying the
origin and destination locations. The aim is to design
a minimum-cost set of vehicle routes to accommo-
date all requests under a number of spatial-temporal
constraints. Earlier works on DARP can be found in
a survey [11]. DARP is NP-hard in general. Only
problems that involve a small number of vehicles
and ride requests can be solved exactly and the
methods are often based on integer programming
techniques [10]. For large-scale DARP, heuristics are
still the most popular methods [3], [11], [27]. These
approaches usually have two phases, where the first
one is to obtain an initial schedule and the second one
is to improve the solution by local search.

6.2 Dynamic Ridesharing

Enabled by recent mobile technologies, dynamic
ridesharing services have been gaining increasing at-
tention [13], [16], [20], [31]. In dynamic ridesharing
systems, riders and drivers continuously enter and
leave the system; dynamic ridesharing algorithms
match up them in real time or on a short notice.
Existing works can be broadly classified into two
categories: centralized and distributed.

Centralized real-time ridesharing relies on a cen-
tral service provider to perform all operations for
ridesharing. A recent survey on the optimization
techniques for centralized dynamic ridesharing can
be found in [2]. Various optimization objectives (e.g.,
minimizing system-wide vehicle miles or travel time)

and spatial-temporal constraints (with desired depar-
ture/arrival time or spatial proximity requirements)
have been considered. Rigby et al. [22] proposed
an opportunistic user interface to support central-
ized ridesharing planning while preserving location
privacy. The latest work [16] modeled a centralized
real-time ridesharing problem with service guarantee,
and several novel kinetic tree-based algorithms were
proposed to better suit dynamic request scheduling
and on-the-fly route adjustment.

The drawback of the centralized ridesharing is the
lack of scalability, especially when ridesharing re-
quests are in a large volume. To address this issue,
distributed ridesharing solutions have been devel-
oped [13], [31]. d’Orey et al. [13] proposed a dy-
namic taxi-sharing algorithm based on peer-to-peer
communications and distributed coordination. Zhao
et al. [31] presented a distributed ridesharing service
based on a new geometry matching algorithm to
shorten the waiting time for passengers and avoid
traffic jams. However, all these works only consider
participants’ itineraries and time schedule constraints
in ridesharing assignments. They cannot be applied
to the social-aware ridesharing assignment problem,
which involves complex social constraints.

6.3 Trust-Conscious Ridesharing

A few recent existing works have been made to ad-
dress the trust issue in ridesharing [1], [8]. Suggested
approaches include the adoption of reputation-based
systems and profile checking by linking with social
networks like Facebook [1]. This approach entails sig-
nificant involvement from participants. Cici et al. [8]
suggested grouping participants who are friends or
friends of friends in the assessment of the potential
benefits of ridesharing. However, as indicated by our
user study result (see Section 2), such simple social
constraints would be either too restricted or too re-
laxed to be practical for real-life ridesharing systems.

7 CONCLUSION AND FUTURE WORK

In this paper, we have introduced a new practical type
of SaRG queries that solves the ridesharing problem
with flexible social constraints. An SaRG query aims to
find a group of riders in which each rider’s rideshar-
ing trip is close to that of the query issuer and each
member in this group is familiar with at least k other
members. We have proposed a series of efficient algo-
rithms to tackle SaRG queries. An extensive empirical
study on real datasets demonstrates that the proposed
techniques achieve desirable query performance.

As for future work, we plan to work on the follow-
ing three extensions. First, We intent to investigate
weighted relations in our social-aware ridesharing
group queries. Second, we plan to design more per-
sonalized ride requests in our ridesharing system
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to make our proposed SaRG queries more practi-
cal. Third, in some cases, we do not need an exact
solution. How to design an efficient approximation
algorithm with a tight approximation bound is also
our future work.
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APPENDIX A
PROOFS
In this appendix, we present all the proofs skipped in
the main body of this paper.

A.1 Proof of Theorem 1
Proof: We prove the hardness by a reduction from a clas-

sical NP-Complete problem, namely p-clique problem [17].
An instance of the p-clique problem consists of a graph
G′=(V ′,E′) where V ′ and E′ are the vertex set and edge set
of G′, respectively. The decision problem is to find whether
there exists a clique (i.e., complete subgraph) of size-p in G′.

Given an instance of p-clique, we construct an instance
of SaRG query qu=(u,k,s,tpu) on a set of users with G=G′,
s=p-1, k=s, and make the travel cost between any two users
in G be 1. If G′ contains a p-clique, there must exist a group
of size p in G such that each member in this group has
social connections with the other s members of this group,
and the group has a minimum travel cost of s. We thus
prove the necessary condition. On the other hand, if G of
the SaRG problem contains a group of size p and k=s, G′
in the p-clique problem must contain a clique with size p,
too. This gives the sufficient condition. Hence, the theorem
is proved.

A.2 Proof of Theorem 2
Proof: Since v′ and v′′ are the riders newly found by

GetNextRider(·) in rtreeo and rtreed respectively, for any
unseen rider v, we have ||tpv.o, tpu.o|| ≥ ||tpv′ .o, tpu.o|| and
||tpv.d, tpu.d|| ≥ ||tpv′ .d, tpu.d||. Thus, the travel cost of v

D(tpv, tpu) = ||tpv.o, tpu.o||+ ||tpv.d, tpu.d||
≥ ||tpv′ .o, tpu.o||+ ||tpv′′ .d, tpu.d||
= Dlb(v,CS)

Thus, this theorem is proved.

A.3 Proof of Theorem 3
Proof: For any unseen ridesharing group Gk

s (u), there
must exist a rider vt ∈ Gk

s (u) such that D(tpvt , tpu) >
D(tpvm , tpu). As v1,v2,. . . ,vs−1 are the top-(s-1) riders in
Lm

v , we have
∑

v∈Gk
s (u)−vt

D(tpv, tpu) >
∑s−1

j=1 D(tpvj , tpu).
Therefore, we have

D(tpu, Gk
s (u)) =

∑
v∈Gk

s (u)

D(tpv, tpu)

= D(tpvt , tpu) +
∑

v∈Gk
s (u)−vt

D(tpv, tpu)

> D(tpvm , tpu) +

s−1∑
j=1

D(tpvj , tpu)

= Dlb(Gk
s (u), L

m
v )

This proves the theorem.

A.4 Proof of Theorem 4
Proof: Suppose Gk

s (u) is an intermediate answer derived
from SI and SU . For any rider v ∈ Gk

s (u) − SI , we have
D(tpv, tpu) > D(tpv′ , tpu). Thus,

∑
v∈Gk

s (u)−SI D(tpv, tpu)

>
∑

v∈Gk
s (u)−SI D(tpv′ , tpu) = (s− |SI|) ∗D(tpv′ , tpu). We

have:
D(tpu, G

k
s (u)) =

∑
v∈Gk

s (u)

D(tpv, tpu)

=
∑

v∈Gk
s (u)−SI

D(tpv, tpu) +
∑

v∈SI

D(tpv, tpu)

≥(s− |SI|) ∗D(tpv′ , tpu) +
∑

v∈SI

D(tpv, tpu)

=Dlb(tpu, SI)

Thus, this theorem is proved.

A.5 Proof of Theorem 5
Proof: We prove it by contradiction. Assume that RSG-

Explorer returns Gk
s (u) as the final optimal answer to qu =

(u, k, s, tpu). Now suppose there exists Gk
s (u)

′ with the min-
imum travel cost such that D(tpu, G

k
s (u)

′) < D(tpu, G
k
s (u)),

where Gk
s (u) and Gk

s (u)
′ are found from Lm

v and Lm′
v

respectively. There are three possible cases: (1) If m < m′,
which means that Lm

v ⊂ Lm′
v , RSGExplorer first finds Gk

s (u),
and then Gk

s (u)
′. By Theorem 3, we have D(tpu, G

k
s (u))

≤ Dlb(Gk
s (u), L

m
v ) ≤ D(tpu, G

k
s (u)

′), which contradicts the
assumption that D(tpu, G

k
s (u)

′) ≤ D(tpu, G
k
s (u)). (2) If m =

m′, which means that Lm
v = Lm′

v , we have D(tpu, G
k
s (u)

′)
= D(tpu, G

k
s (u)). Thus, RSGExplorer must return Gk

s (u) or
Gk

s (u)
′ as the final answer. (3) If m > m′, which means

that Lm′
v ⊂ Lm

v , RSGExplorer first finds Gk
s (u)

′, and then
Gk

s (u). Again by Theorem 3, we have D(tpu, G
k
s (u)

′) ≤
Dlb(Gk

s (u), L
m
v
′) ≤ D(tpu, G

k
s (u)). Thus, RSGExplorer must

return Gk
s (u)

′ in Lm′
v as the final answer, not Gk

s (u) in Lm
v .

Hence, the correctness of RSGExplorer is proved.

A.6 Proof of Theorem 6
Proof: Let v′ be the user with the minimum number

of neighbors in u ∪ SI . Since we can add only s − |SI|
users from SU to SI , the degree of v′ in any valid group
with size s+1 is at most |NBSI(v

′)| + (s + 1) − |u ∪ SI| =
|NBSI(v

′)| + s − |SI| (when all users in SU are neighbors
of v′). By Definition 1, to form a valid group, the degree of
v′ in the group should be ≥ k. This establishes the theorem.

A.7 Proof of Theorem 7
Proof: The condition k(u∪SI) < k means that a rider

v′ ∈ SU should be added into SI to increase the core
number of SI ∪ u to form a k-core. Since max{idx(v)|v ∈
SI} ≥ min{A(v)|v ∈ u ∪ SI}, it means that a user in u ∪ SI
does not have neighbor in SU , which results in no valid
ridesharing group (i.e., k-core) formed from the current SI
and SU . This theorem is proved.

APPENDIX B
ADDITIONAL EXPERIMENTS
In this appendix, we present two additional experimental
results on Brightkite and Gowalla: i) effect of k; ii) travel costs
of returned groups.

B.1 Effect of k
The parameter k is used by the query issuer to flexibly
define the social constraint. In Figure 13, we examine the
query performance by varying the social parameter k. A
larger k means that the returned group has a tighter co-
hesiveness. That is, each member should be familiar with
more other members. We can observe that a larger k results
in better performance because it implies a smaller social
diameter, which in turn allows to prune out more users
from the search space. Compared to Baseline and Incremental,
SIRBased achieves consistently better query performance for
different k values.

B.2 Travel costs of returned groups
We demonstrate the average group travel costs of the query
results in Figure 14. We can see that when k or s increases,
the travel cost also increases. The reason is that for a larger
k value, it is more difficult to form a group with tight social
relations while being close to the query issuer, thus the
travel cost increases accordingly. On the other side, when
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Fig. 13. Running time vs. k value
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Fig. 14. Travel cost vs. k or s

the group size increases, more users are included in the
returned group, making the average travel cost increase as
per the definition of travel cost. An interesting observation
is that when the rider space is larger, the travel cost of the
returned group is smaller. This is because when the rider
space is larger, there are more candidate riders near the
query issuer, giving more opportunities to form a rideshar-
ing group with a smaller travel cost.
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