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Abstract

A significant improvement has been achieved in the visual recognition since the

advent of deep convolutional neural networks (CNNs). The promising performance

in visual recognition has contributed to many real-world visual applications. Face

recognition, as one of the most widely used visual applications, even outperforms the

human-level recognition accuracy. However, along with convenience brought by the

visual applications such as face recognition, many kinds of attacks targeting at them

also emerge. Specifically, face presentation attacks (i.e., print attack, video replay

attack, and 3D mask attack) can easily fool many face recognition systems. More

generally, adversarial attacks which add crafted imperceptible perturbations to clean

images can lead general visual recognition systems into making wrong predictions.

Therefore, this thesis focuses on protecting face recognition systems from the face

presentation attacks and robustifying general visual recognition systems against the

adversarial attacks.

Various face presentation attack detection methods have been proposed for 2D

attacks (i.e., print attack and video replay attack), but they cannot generalize well

to unseen attacks. This thesis firstly focuses on improving the generalization abil-

ity of face presentation attack detection from the perspective of the domain gen-

eralization. We propose to learn a generalized feature space via a novel multi-

adversarial discriminative deep domain generalization framework. In this frame-

work, a multi-adversarial deep domain generalization is performed under a dual-force

triplet-mining constraint. This ensures that the learned feature space is discrimi-

native and shared by multiple source domains, and thus is more generalized to new
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face presentation attacks. An auxiliary face depth supervision is incorporated to

further enhance the generalization ability. Following adversarial learning based do-

main generalization, we also propose an adversarial learning based unsupervised

domain adaptation (UDA) called Hierarchical Adversarial Deep Domain Adapta-

tion to tackle the distribution mismatch between source and target domain. A

Hierarchical Adversarial Deep Network is proposed to jointly optimize the feature-

level and pixel-level adversarial adaptation within a hierarchical network structure,

which guides the knowledge from pixel-level adversarial adaptation to facilitate the

feature-level adaptation and thus contributes to a better feature alignment.

The above multi-adversarial deep domain generalization assumes that there ex-

ists a generalized feature space shared by multiple source domains. However, it is

difficult to perfectly discover such a feature space. To circumvent this limitation, we

further propose a new meta-learning framework called regularized fine-grained meta

face presentation attack detection. Instead of searching a shared feature space, this

framework trains our model to perform well in the simulated domain shift scenar-

ios, which is achieved by finding generalized learning directions in the meta-learning

process. Specifically, the proposed framework incorporates the domain knowledge

of face presentation attack detection as the regularization so that meta-learning is

conducted in the feature space regularized by the supervision of domain knowledge.

Besides, to further enhance the generalization ability of our model, the proposed

framework adopts a fine-grained learning strategy that simultaneously conducts

meta-learning in a variety of domain shift scenarios in each iteration.

Apart from defending 2D face presentation attacks, this thesis also detects 3D

mask face presentation attacks. We propose a novel feature learning model to learn

discriminative deep dynamic textures for 3D mask face presentation attack detec-

tion. A novel joint discriminative learning strategy is further incorporated in the

learning model to jointly learn the spatial- and channel-discriminability of the deep

dynamic textures. This learning strategy can be used to adaptively weight the dis-

criminability of the learned feature from different spatial regions or channels, which

iii



ensures that more discriminative deep dynamic textures play more important roles

in face/mask classification.

Besides the detection of various face presentation attacks, we have also stud-

ied the defense of adversarial attacks threatening general visual recognition sys-

tems. Specifically, we emphasize the necessity of an Open-Set Adversarial Defense

(OSAD) mechanism, which defends adversarial attacks under an open-set setting.

We propose an Open-Set Defense Network with Clean-Adversarial Mutual Learning

(OSDN-CAML) as a solution to the OSAD problem. The proposed network uses an

encoder with feature-denoising layers coupled with a classifier to learn a noise-free

latent feature representation. Several techniques are further employed for the solu-

tion. First, a decoder is utilized to ensure that clean images can be reconstructed

from the obtained latent features. Then, self-supervision is used to ensure that the

latent features are informative enough to carry out an auxiliary task. Finally, to

exploit more complementary knowledge from clean image classification to facilitate

feature denoising and search a more generalized local minimum for open-set recogni-

tion, we further propose clean-adversarial mutual learning, in which a peer network

(classifying clean images) is further introduced to mutually learn with the classifier

(classifying adversarial images).

In short, the major contributions of this thesis are summarized as follows.

� A multi-adversarial discriminative deep domain generalization framework is

proposed to improve the generalization ability of face presentation attack de-

tection method to unseen attacks, which learns a discriminative and shared

feature space among multiple source domains via adversarial learning. An ad-

versarial learning based UDA method named as Hierarchical Adversarial Deep

Domain Adaptation is also proposed to adapt the model trained with source

data to perform well on target data with different distributions.

� A regularized fine-grained meta face presentation attack detection method

is proposed to train the face presentation attack detection model to learn

to generalize well to unseen attacks, which simultaneously conducts meta-
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learning in a variety of domain shift scenarios under face presentation attacks.

� A joint discriminative learning of deep dynamic textures is proposed to capture

subtle facial motion differences with spatial- and channel- discriminability for

3D mask presentation attack detection.

� A new research problem called Open-Set Adversarial Defense (OSAD) is in-

troduced to study the adversarial defense under the open-set setting. An

Open-Set Defense Network with Clean-Adversarial Mutual Learning (OSDN-

CAML) method is proposed as a solution to the OSAD problem, which simul-

taneously detects open-set samples and classifies known classes in the presence

of adversarial noise.

Keywords: Face presentation attack detection, adversarial defense, domain gener-

alization, domain adaptation, meta-learning, open-set recognition
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Chapter 1

Introduction

This chapter introduces the defense of face presentation attacks and adversarial

attacks. The research background and motivation are introduced in Section 1.1.

A literature review on related face presentation attack detection methods is pro-

vided in Section 1.2. A literature review on related adversarial defense methods is

provided in Section 1.3. A literature review on related domain generalization and

adaptation methods is provided in Section 1.4. A literature review on related open-

set recognition methods is provided in Section 1.5. A literature review on related

self-supervision methods is provided in Section 1.6. The contributions of this thesis

are reported in Section 1.7. Finally, an overview of this thesis is given in Section

1.8.

1.1 Background and Motivation

1.1.1 Threat of Face Presentation Attacks and Adversarial

Attacks

Aided by the computation ability of modern computers and fueled by the large

volume of big data, deep convolutional neural networks (CNNs) have achieved sig-

nificant improvement and have greatly advanced the performance of the visual recog-

nition. The promising performance in visual recognition has contributed to broad
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visual applications in the real-world, such as robotics, video surveillance, and self-

driving. Specifically, face recognition, as one of the most popular visual applications,

has successfully benefited a variety of industrial and business fields, such as auto-

mated teller machines (ATMs)1, mobile phones2 and entrance guard systems3. Al-

though much convenience is brought by the various applications of the visual recog-

nition such as the face recognition, many kinds of attacks targeting at them also

emerge. In particular, easy-accessible human faces from the Internet or social media

can be abused to produce various face presentation attacks [34, 52, 53], such as print

attacks (i.e. based on the printed photo papers), video replay attacks (i.e. based on

the digital image/videos) or 3D mask attacks (i.e. based on 3D masks). These face

presentation attacks can easily hack a face recognition system deployed in a mobile

phone or a laptop when those spoofs are visually close to the genuine faces. More

generally, by adding crafted small perturbations to clean images, adversarial attacks

can mislead general visual recognition systems into wrong predictions. These per-

turbations are so imperceptible and thus the adversarial attacks are highly effective

against most successful CNNs based visual recognition systems [63, 66]. Therefore,

it is urgent to develop robust face recognition and general visual recognition systems

that can defend against these face presentation attacks and adversarial attacks.

Face presentation attack detection (fPAD) is the specific approach to tackle these

face presentation attacks prior to the step of face recognition. Various fPAD meth-

ods have been proposed. Appearance-based methods aim to differentiate real and

fake faces based on various appearance cues, such as color textures [10], image dis-

tortion cues [127] or deep features [134]. Temporal-based methods are proposed

to extract various temporal cues, such as facial motions [22] or rPPG [77, 76]. In

addition, various adversarial defense methods have been proposed for adversarial at-

1http://www.telegraph.co.uk/news/worldnews/asia/china/11643314/China-unveils-worlds-

first-facial-recognition-ATM.html
2https://nakedsecurity.sophos.com/2017/04/03/facial-recognition-on-samsungs-new-phone-

has-already-been-cracked/
3https://learningenglish.voanews.com/a/us-face-scanning-program-concens-privacy-

groups/3950622.html
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tacks. Adversarial training [83] defends against adversarial attacks by training the

network on adversarially perturbed images generated on-the-fly based on model’s

current parameters. Several recent works have proposed denoising-based operations

to further improve adversarial training, such as pixel-level denoising [73, 83] and

feature-level denoising [132]. Although both existing face presentation attack de-

tection methods and adversarial defense methods achieve promising performance,

their generalization ability needs to be further improved to address the unseen face

presentation attacks and open-set adversarial attacks.

1.1.2 Face Presentation Attack Detection and Adversarial

Defense with Generalization Ability

Various fPAD methods have been proposed for 2D face presentation attacks and

obtained promising performance in intra-dataset experiments where training and

testing data are from the same dataset. However, their performance dramatically

degrades in cross-dataset experiments where training and testing data are from

different datasets. This is because different datasets collect different materials of

attacks under different recording environments, the differentiation cues captured by

the existing fPAD methods are likely to be dataset biased [121] and thus these fPAD

methods cannot generalize well to testing data with different feature distribution

compared to training data.

The straightforward way to solve this problem is to exploit the domain adap-

tation technique [55, 104, 84, 141, 17, 102, 122, 12, 124, 140, 9] to reduce the dis-

tribution mismatch between training and testing data. However, in the scenario of

fPAD, we have no clue on test data (target domain) when we train our model. To

improve the generalization ability of fPAD methods without accessing the target

domain information, this thesis exploits the domain generalization approach (DG).

DG assumes that there exists a generalized feature space underlying the seen mul-

tiple source domains and the unseen but related target domain. In this generalized

feature space, the model trained with source data can generalize well to the unseen
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target data.

Along the direction of DG, this thesis firstly proposes to learn the generalized

feature space by searching a feature space shared by multiple discriminative source

domains. To this end, we propose a novel multi-adversarial discriminative deep

domain generalization framework. In this framework, we train a feature generator

to compete with multiple domain discriminators simultaneously through multiple

adversarial learning processes. Therefore, the feature space shared by all source

domains can be automatically discovered after the feature generator fools all domain

discriminators successfully. We further impose a dual-force triplet-mining constraint

in the adversarial learning process so as to further enhance the discriminability

of the learned generalized feature space. An auxiliary face depth supervision is

incorporated to further enhance the generalization ability.

Inspired by the adversarial learning based domain generalization, we also pro-

pose an adversarial learning based unsupervised domain adaptation (UDA) method

called Hierarchical Adversarial Deep Domain Adaptation to tackle the distribution

mismatch between source and target domain. This UDA method is based on Gener-

ative Adversarial Network, which jointly optimizes the feature-level and pixel-level

adversarial adaptation within a hierarchical network structure. Specifically, the hi-

erarchical network structure ensures that the knowledge from pixel-level adversarial

adaptation can be backpropagated to facilitate the feature-level adaptation, which

achieves a better feature alignment under the constraint of pixel-level adversarial

adaptation.

In addition to adversarial learning based DG framework to improve the gener-

alization ability of fPAD, this thesis further proposes a meta-learning based DG

framework called Regularized Fine-grained Meta Face Presentation Attack Detec-

tion. The objective of the above multi-adversarial discriminative deep domain gener-

alization framework is to search a shared and discriminative feature space. However,

it is usually difficult to perfectly discover such a feature space. Instead, to let our

fPAD model generalize well to unseen attacks, the proposed framework trains our
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model to perform well in the simulated domain shift scenarios, which is achieved

by searching generalized learning directions in the meta-learning process. Specifi-

cally, the domain knowledge of fPAD is incorporated as the regularization so that

meta-learning is conducted in the feature space regularized by the supervision of

domain knowledge. This enables our model to be more likely to find generalized

learning directions with the regularized meta-learning for fPAD. Besides, to further

enhance the generalization ability of our model, the proposed framework adopts

a fine-grained learning strategy that simultaneously conducts meta-learning in a

variety of domain shift scenarios in each iteration.

Besides the defense of 2D face presentation attacks, this thesis also detects 3D

mask face presentation attacks and proposes a 3D mask fPAD method which can

generalize well to various 3D masks. We find that facial motion differences can be

exploited as the intrinsic differentiation cues between real faces and 3D mask attacks.

These facial motions can be well reflected by facial dynamic textures. To this end, we

propose a novel feature learning model to learn discriminative deep dynamic textures

for 3D mask fPAD. A novel joint discriminative learning strategy is further incorpo-

rated in the learning model to jointly learn the spatial- and channel-discriminability

of the deep dynamic textures, which ensures that more discriminative deep dynamic

textures play more important roles in face/mask classification.

More generally, various adversarial defense methods [83, 73, 83, 132] have been

proposed to protect general visual recognition systems from adversarial attacks.

However, these defense mechanisms are designed with the assumption of closed-set

testing which assumes that classes encountered during testing will be identical to

classes observed during training. But in a real-world scenario, a defense method is

likely to encounter open-set attacks from classes unseen during training. Therefore,

this thesis also exploits an adversarial defense method which can generalize well to

open-set samples.

We exploit such a generalized adversarial defense method by addressing a new

research problem named as Open-Set Adversarial Defense (OSAD). The objective of
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open-set recognition is to identify samples from open-set classes during testing, while

adversarial defense aims to defend the network against images with imperceptible

adversarial perturbations. We show that open-set recognition systems are vulner-

able to adversarial attacks and adversarial defense mechanisms trained on known

classes do not generalize well to open-set samples. Motivated by this observation,

we emphasize the need of an Open-Set Adversarial Defense (OSAD) mechanism.

We propose an Open-Set Defense Network with Clean-Adversarial Mutual Learning

(OSDN-CAML) as a solution to the OSAD problem. This network aims to exploit

the complementarity between adversarial robustness and open-set generalization so

as to simultaneously detect open-set samples and classify known classes in the pres-

ence of adversarial noise.

1.2 Review of Related Face Presentation Attack

Detection Methods

This section provides an overview of the related work in face presentation attack

detection. We categorize it into three main categories: appearance-based approach,

the motion-based approach, and the approach based on other cues (e.g., spectrum,

3D depth, rPPG).

1.2.1 Appearance Based Approach

Texture-based methods argue that texture features are capable of differentiating

artifacts caused by photo and video attacks in spoof faces from the genuine faces

and achieve encouraging results [18, 21, 28]. For example, Multi-Scale LBP [82]

concatenates various LBP descriptors on grayscale images and achieves promising

performance on 3D mask detection [21], which is extended by Color Texture [10]

through concatenation of all the LBP descriptors in RGB, HSV and YCbCr color

spaces. Recently, deep learning-based methods [134, 129, 97] exploit deep features

of last fully connected layers of CNN and [85] proposes to adopt the deep dic-

6



tionary learning to cope with face presentation attacks. Image distortion analysis

(IDA)-based method [127] detects the surface distortions caused by lower appear-

ance quality of images or videos compared to the face skin.

1.2.2 Motion Based Approach

Motion-based methods exploit unconscious facial motions to detect photo and video

attacks [22, 21, 113, 116, 60, 4]. For example, [22, 21] adopt the hand-crafted dy-

namic textures, which extract the LBP descriptors from spatial-temporal domain

and then combine the extracted appearance and dynamic feature into a single spa-

tiotemporal descriptor. The model in [113] extracts the appearance features of LBP

and motion features of oriented optical flow for video segments. Multiple classi-

fiers are trained with features from video segments and a whole video classification

score is obtained with a multi-feature windowed videolet aggregation strategy on the

classification scores of the trained classifiers. Moreover, some works focus on dy-

namic information of some specific facial components. For example, [116] presents a

blinking-based liveness detection method for human face using Conditional Random

Fields (CRFs). [60] mainly focuses on extracting the liveness of mouth movements

by encoding the local structure using the gradient direction and structure tensor

direction information. In addition, [4] proposes to distinguish a face and a photo

by analyzing the difference between characteristics of the optical flow field generated

by a planar object and a three-dimensional object.

1.2.3 Approach Based on Other Cues

There are also other methods based on sources other than 2D intensity image, such

as 3D structure [126] and spoofing context [61]. Moreover, Multi-spectrum analy-

sis [144] may get promising results since it relies on the fact that 3D masks and real

faces have different reflectance frequency responses. In addition, the rPPG-based

method [76, 77] copes with 3D mask attacks from a new aspect, by analyzing differ-

ent heartbeat signals between real faces and 3D masks. The work proposed in [79]
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captures multi-modalities differentiation cues, which learns a CNN-RNN model to

estimate the different face depth maps and rPPG signals between real and fake faces.

1.3 Review of Related Adversarial Defense Meth-

ods

Szegedy et al. [119] reports that carefully crafted imperceptible perturbations can

be used to fool a CNN to make incorrect predictions. Since then, various adver-

sarial attacks have been proposed in the literature. Fast Gradient Sign Method

(FGSM) [44] was proposed to consider the sign of a gradient update from the

classifier to generate adversarial images. Basic Iteration Method (BIM) [65] and

Projected Gradient Descent (PGD) [83] extended FGSM to stronger attacks using

iterative gradient descent. Different from the above gradient-based adversarial at-

tacks, Carlini and Wagner [15] proposed the C&W attack to generate adversarial

samples by taking a direct optimization approach. Adversarial training [83] is one

of the most widely-used adversarial defense mechanisms. It provides defense against

adversarial attacks by training the network on adversarially perturbed images gen-

erated on-the-fly based on model’s current parameters. Several recent works have

proposed denoising-based operations to further improve adversarial training. Pixel

denoising [73] was proposed to exploit the high-level features to guide the denois-

ing process. The most influential local parts to conduct the pixel-level denoising is

found in [45] based on class activation map responses. Adversarial noise removal is

carried out in the feature-level using denoising filters in [132]. Effectiveness of this

process is demonstrated using a selection of different filters.
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1.4 Review of Domain Generalization/Adaptation

Methods

1.4.1 Deep Domain Generalization

General deep domain generalization approach. Several deep domain gener-

alization (DG) methods have been proposed. Motiian et al. [87] propose to jointly

minimize the semantic alignment loss and the separation loss on deep learning mod-

els. Li et al. [68] design a low-rank parameterized CNN model for end-to-end domain

generalization learning. The most related work is proposed in [70], which learns a

generalized feature space by aligning multiple source domains to a pre-defined dis-

tribution via adversarial learning.

Meta-learning based domain generalization approach. Unlike meta-learning

for few-shot learning [33], meta-learning for DG is relatively less explored. Meta-

learning [33, 90, 2] for DG is proposed to enable learning of a generalized network by

summarizing the gradients of simulated training and testing domains. MLDG [69]

designs a model-agnostic meta-learning for DG. Nichol et al. [90] develop the Rep-

tile algorithm, which performs the optimization by a shortest path descent so that

computation of a high-order gradient (e.g., [33]) can be saved. MetaReg [2] learns

a regularizer for a network with a meta-learning strategy, so as to improve the

generalization ability of the classifier.

1.4.2 Unsupervised Domain Adaptation

Discrepancy metric-based approach. Methods in this category align two do-

main distributions based on specific metrics for measurement of the domain discrep-

ancy in the feature space. Maximum Mean Discrepancy (MMD) is the most widely

used metric in measuring the discrepancy, which measures the distance between the

mean embeddings of two probability distributions in a reproducing kernel Hilbert

space. Probabilistic Unsupervised Domain Adaptation (PUnDA) [39] minimizes

the MMD distance with Bhattacharyya kernel [19]. In Deep Domain Confusion
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(DDC) [123], a single linear kernel is only applied on the last fully connected layer

for minimizing MMD. Deep Adaptation Network (DAN) [80] is proposed to extend

DCC to sum up multiple MMDs among several fully connected layers. Covariance

matric is another domain discrepancy measurement exploited in CORrelation ALign-

ment (CORAL) [115] for unsupervised domain adaptation, which aims to minimize

domain shift by aligning the second-order statistics of source and target distribu-

tions. Other distance metrics are also utilized to measure domain discrepancy (e.g.

geodesic distance in geodesic flow kernel algorithm [42], Mahalanobis distance in

Invariant Latent Space algorithm [51]).

Adversarial learning-based approach. Methods in this category aim to align

two domain features via the adversarial learning, which can be roughly divided

into two sub-categories. The first sub-category focuses on performing feature-level

adversarial adaptation. The Domain-Adversarial Neural Networks (DANN) [36] for-

mulates adversarial adaptation as a minimax game between a domain classifier and

a feature extractor. Adversarial Discriminative Domain Adaptation (ADDA) [122]

aligns features with an inverted label GAN loss and decomposes the optimization

process into two independent objectives for the generator and discriminator respec-

tively. The methods of second sub-category focus on pixel-level adversarial adap-

tation. Coupled Generative Adversarial Networks (CoGAN) [75] trains two GANs

to generate similar source and target images, and trains the discriminator as the

classifier to classify the generated images. The method in [12] proposes a content

similarity loss which ensures that the transferred source image is similar to target

images for training classifiers.

Data reconstruction-based approach. Methods in this category integrate the

input image reconstruction as an auxiliary task in the domain adaptation. Deep

Reconstruction Classification Network (DRCN) [38] incorporates a standard con-

volutional network for source data classification with a decoded network for target

data reconstruction. This can be viewed as a multi-task learning to facilitate the

main task of domain adaptation. Bousmalis et al. [13] proposes the Domain Sepa-
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ration Networks (DSN) which explicitly models the private and shared components

of source and target features with a classification loss and image reconstruction loss

respectively.

1.5 Review of Open-set Recognition Methods

Possibility for open-set samples to generate very high probability scores in a closed-

set classifier was first brought to attention in [7]. It was later shown that deep

learning models are also affected by the same phenomena [7]. Authors in [7] pro-

posed a statistical solution, called OpenMax, for this problem. They converted the

c-class classification problem into a c + 1 problem by considering the extra class

to be the open-set class. They apportioned logits of known classes to the open-set

class considering spatial positioning of a query sample in an intermediate feature

space. This formulation was later adopted by [37] and [88] by using a generative

model to produce logits of the open-set class. Authors in [136] argued that a gener-

ative feature contains information that can benefit open-set recognition. On these

grounds they considered a concatenation of a generative feature and a classifier fea-

ture when building the OpenMax layer. A generative approach was used in [93]

where a class conditioned decoder was used to detect open-set samples. Works of

both [93] and [136] show that incorporating generative features can benefit open-set

recognition. Note that open-set recognition is more challenging than novelty detec-

tion [91, 94, 100, 101, 92] which only aims to determine whether an observed image

during inference belongs to one of the known classes.

1.6 Review of Self-Supervision Methods

Self-supervision is an unsupervised machine learning technique where the data itself

is used to provide supervision. Recent works in self-supervision introduced several

techniques to improve the performance in classification and detection tasks. For

example, in [26], given an anchor image patch, self-supervision was carried out by
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asking the network to predict the relative position of a second image patch. In [27],

a multi-task prediction framework extended this formulation, forcing the network

to predict a combination of relative order and pixel color. In [40], the image was

randomly rotated by a factor of 90 degrees and the network was forced to predict

the angle of the transformed image.

1.7 Contributions of This Thesis

This thesis addresses several important research issues in defense of face presen-

tation attacks and adversarial attacks. The major contributions of this thesis are

summarized as follows:

1. We propose a novel multi-adversarial discriminative deep domain generaliza-

tion framework to learn a generalized feature space for detecting unseen face

presentation attacks. In this framework, to automatically and adaptively learn

this generalized feature space shared by multiple source domains, a multi-

adversarial deep domain generalization is performed by training a feature

generator to compete with multiple domain discriminators simultaneously.

Through this multi-adversarial learning process, the feature space shared by

all source domains can be automatically discovered after the feature generator

fools all domain discriminators successfully. To enhance the discriminability

of the learned generalized feature space during the adversarial domain gener-

alization, we further impose a dual-force triplet-mining constraint in the learn-

ing process, which forces distance of each subject to its intra-domain positive

smaller than to its intra-domain negative and simultaneously the distance of

each subject to its cross-domain positive smaller than to its cross-domain neg-

ative. To further strengthen the generalization ability of the learned features,

we incorporate face depth information as auxiliary supervision in the learn-

ing process. Inspired by the adversarial learning based DG, we also propose

an adversarial learning based UDA method named as Hierarchical Adversar-
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ial Deep Domain Adaptation to align the domain distribution between source

and target data. We jointly optimize the feature-level and pixel-level adversar-

ial adaptation within a hierarchical network structure, which back-propagates

the knowledge from pixel-level adversarial adaptation to facilitate the feature-

level adaptation. This improves the feature alignment with the help of the

constraint of pixel-level adversarial adaptation. These works are published

in [106, 108].

2. We propose a new meta-learning framework called regularized fine-grained

meta face presentation attack detection for generalized fPAD. We train our

fPAD model to learn to generalize well in the simulated domain shift scenarios

with a meta-learning strategy. This can be achieved by finding generalized

learning directions in the meta-learning process. To guide our model to find

better generalized learning directions, the domain knowledge of fPAD is incor-

porated as the regularization so that meta-learning is conducted in the feature

space regularized by the supervision of domain knowledge. In addition, to

further enhance the generalization ability of our model, a fine-grained learning

strategy is adopted so that meta-learning can be simultaneously conducted in

a variety of domain shift scenarios in each iteration. This work is published

in [110].

3. We propose a novel feature learning model to learn discriminative deep dy-

namic textures for 3D mask fPAD. The learned discriminative deep dynamic

textures can capture subtle facial motion differences between real faces and

3D masks. To adaptively weight the discriminability of the learned feature

from different spatial regions or channels, a novel joint discriminative learn-

ing strategy is further incorporated in the learning model to jointly learn the

spatial- and channel-discriminability of the deep dynamic textures, which en-

sures that more discriminative deep dynamic textures play more important

roles in face/mask classification. These works are published in [107, 109].
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4. We study a new research problem called Open-Set Adversarial Defense (OSAD).

In this new research problem, we find that open-set recognition systems are

vulnerable to adversarial attacks while adversarial defense mechanisms trained

on known classes do not generalize well to open-set samples. We propose an

Open-Set Defense Network with Clean-Adversarial Mutual Learning (OSDN-

CAML) as a solution to the OSAD problem. The proposed network uses an

encoder with feature denoising layers coupled with a classifier as the back-

bone of the network. Several techniques are further incorporated to learn a

noise-free and informative latent feature space. First, a decoder is utilized to

ensure that clean images can be well reconstructed. Then, self-supervision is

used to ensure that the latent features are informative enough to carry out

an auxiliary task. Finally, to exploit more complementary knowledge from

clean image classification to facilitate feature denoising and search a more

generalized local minimum for open-set recognition, we further propose clean-

adversarial mutual learning between a peer network the classifier. This work

is published in [111] and its extension has been submitted to International

Journal of Computer Vision.

1.8 Thesis Overview

The rest of this thesis is organized as follow:

Chapter 2 presents the proposed multi-adversarial discriminative deep domain

generalization framework for fPAD to unseen 2D attacks. We perform a multi-

adversarial deep domain generalization to train feature generator to fool multiple

domain discriminators simultaneously via adversrial learning, so that the generalized

feature space shared by multiple source domains can be automatically and adaptively

learned. we further impose a dual-force triplet-mining constraint to further enhance

the discriminability of the learned feature space. Finally, we incorporate face depth

information as auxiliary supervision in the learning process to further strengthen the

generalization ability of the learned features. Extensive experiments on four public
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2D fPAD datasets validate the effectiveness of the proposed method. In addition, we

present a adversarial learning based UDA method named as Hierarchical Adversarial

Deep Domain Adaptation. Feature-level and pixel-level adversarial adaptation are

jointly optimized within a hierarchical network structure. In this way, knowledge

from pixel-level adversarial adaptation can be back propagated to facilitate the

feature-level adaptation.

Chapter 3 introduces the proposed regularized fine-grained meta face presenta-

tion attack detection for generalized 2D fPAD. To improve the generalization ability

of fPAD, we train our fPAD model to learn to perform well in the simulated domain

shift scenarios, which can be achieved by finding generalized learning directions in

the meta-learning process. The domain knowledge of fPAD is incorporated as the

regularization to the meta-learning process so that generalized learning directions

are more able to be exploited. To further improve the generalization ability of our

fPAD model, a fine-grained learning strategy is also adopted, where meta-learning

can be simultaneously conducted in a variety of domain shift scenarios. Experiments

demonstrate the generalization ability of fPAD method for 2D attacks can be further

improved.

Chapter 4 presents the proposed joint discriminative learning of deep dynamic

textures for 3D mask fPAD. We first extract the deep dynamic textures from the

different channels of mid-level layers of CNN. To emphasize the importance of dis-

criminative deep dynamic textures in face/mask classification, a novel joint discrim-

inative learning strategy is further incorporated in the learning model to jointly

learn the spatial- and channel-discriminability of the extracted deep dynamic tex-

tures. Experiments on several public fPAD datasets validate the effectiveness of the

proposed method for 3D mask fPAD.

Chapter 5 introduces the proposed new research problem called Open-Set Ad-

versarial Defense (OSAD). This problem finds that open-set recognition systems are

hard to defend adversarial attacks while adversarial defense mechanisms trained on

known classes fail to generalize well to open-set samples. We propose an Open-Set
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Defense Network with Clean-Adversarial Mutual Learning (OSDN-CAML) as a so-

lution to the OSAD problem. To learn a noise-free and informative latent feature

space, the proposed OSDN-CAML uses an encoder with feature denoising layers

coupled with a classifier. Moreover, a decoder is utilized to reconstruct the clean

images based on the latent space, which makes the latent space more noise-free and

informative. Then, self-supervision is used to ensure that the latent features are

informative enough to carry out an auxiliary task. Finally, to exploit more com-

plementary knowledge from clean image classification to facilitate feature denoising

and search for robust local minimum with better generalization ability, we further

propose clean-adversarial mutual learning between a peer network the classifier. Ex-

periments show the effectiveness of the proposed OSDN-CAML to solve the OSAD

problem and thus OSDN-CAML is able to generalize well to open-set adversarial

attacks.

Chapter 6 concludes the thesis and discusses future directions.
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Chapter 2

Multi-adversarial Discriminative

Deep Domain Generalization for

Face Presentation Attack

Detection and Hierarchical

Adversarial Deep Domain

Adaptation

2.1 Introduction

Face recognition technique has been successfully applied in a variety of applications

in the real life, such as automated teller machines (ATMs), mobile phones, and

entrance guard systems. The easy-access to the human face brings the convenience

of face recognition, but also face presentation attacks. As simple as a printed photo

paper (i.e., print attack) or a digital image/video (i.e., video replay attack) could

easily hack a face recognition system deployed in a mobile phone or a laptop when

those spoofs are visually close to the genuine faces. Thus, how to cope with these face
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Figure 2.1: The proposed method aims to learn a feature space that is discriminative

and shared by multiple source domains, and thus more generalized to unseen face

presentation attacks.

presentation attacks prior to the step of face recognition has become an increasingly

critical concern in the face recognition community.

Various face presentation attack detection methods (fPAD) have been proposed.

Appearance-based methods aim to differentiate real and fake faces based on various

appearance cues, such as color textures [10], image distortion cues [127] or deep

features [134]. Temporal-based methods are proposed to extract various temporal

cues, such as facial motions [22] or rPPG [76, 77]. Although these methods obtain

promising performance in intra-dataset experiments where training and testing data

are from the same dataset, the performance dramatically degrades in cross-dataset

experiments where training and testing data are from different datasets. This is

because existing fPAD methods capture the differentiation cues that are dataset

biased [121], and thus cannot generalize well to testing data with different feature

distribution compared to training data (caused by different materials of attacks or

recording environments).

The straightforward way to solve this problem is to exploit the domain adapta-

tion technique [55, 104, 84, 141, 17, 102, 122, 12, 124, 140, 9] to align the feature

distribution between training and testing data so that the trained model with source

data can be adapted on the target data. However, in the scenario of fPAD, we have
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no clue on test data (target domain) when we train our model. It is also difficult

or impossible to collect attacks with all possible materials and in all possible envi-

ronments to train and adapt our model. To improve the generalization ability of

fPAD methods without using the target domain information, we exploit the domain

generalization approach. Domain generalization assumes that there exists a gener-

alized feature space underlying the seen multiple source domains and the unseen

but related target domain, on which a prediction model learned with training data

from the seen source domains can generalize well on the unseen target domain.

The generalized feature space learned by the domain generalization approach

should be shared by multiple source domains and discriminative [70, 95]. In this

way, the space can exploit the common differentiation cues for fPAD across multiple

source domains, which are less likely to be domain biased and thus more generalized.

For example, instead of focusing on some domain-specific differentiation cues such as

the screen bezel of the attack sample in CASIA dataset in Fig. 2.1, models learned

in this generalized feature space are able to extract more generalized cues shared

by all source domains. For this purpose, a multi-adversarial deep domain general-

ization method is proposed to automatically and adaptively learn this generalized

feature space shared by multiple source domains. Specifically, under the adversarial

learning scheme, the generator which is trained for producing the domain-shared

features, competes with multiple domain discriminators simultaneously during the

learning process, which gradually guides the learned features to be indistinguish-

able for multiple domain discriminators. Therefore, the feature space shared by all

source domains can be automatically discovered after the feature generator fools all

domain discriminators successfully. To enhance the discriminability of the learned

generalized feature space during the adversarial domain generalization, we further

impose a dual-force triplet-mining constraint in the learning process, which ensures

the distance of each sample to its positive smaller than its negative in both intra

and cross domains. Moreover, to further strengthen the generalization ability of the

learned features, we incorporate face depth information as auxiliary supervision in
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the learning process. All of them consist of the proposed framework.

Note that a similar deep domain generalization method based on adversarial

learning has been proposed in [70], which learns the generalized feature space by

aligning multiple source domains to an arbitrary prior distribution via adversarial

feature learning. However, simply aligning multiple source domains to a pre-defined

distribution may be sub-optimal. The generalized feature space exists underlying

the seen multiple source domains and the unseen target domain. This means that

this generalized feature space could be learned based on the information provided

by multiple source domains. To this end, we exploit the shared and discriminative

information among multiple source domains to automatically and adaptively search

and learn this generalized feature space without aligning any prior distribution.

Inspired by the above adversarial learning based domain generalization, we also

propose an adversarial learning based unsupervised domain adaptation (UDA) method

called Hierarchical Adversarial Deep Domain Adaptation to tackle the domain mis-

match problem between source and target domain. In the past years, many meth-

ods have been proposed to align feature representations by minimizing the do-

main discrepancy under some specific metrics, such as Maximum Mean Discrep-

ancy (MMD) [123, 80, 39], covariance matrices [115], geodesic distance [42] and

Mahalanobis distance [51]. However, for the alignment of feature distribution with

complex structures, such kinds of metrics which are only defined in the feature space

are not sufficient to alleviate the domain discrepancy. Recently, due to the strengths

in complex data distribution alignment, Generative Adversarial Network (GAN) [43]

has been applied in UDA. According to the space where the adversarial learning is

performed (i.e. feature or pixel space), existing UDA methods based on GAN can be

categorized as feature-level adversarial adaptation and pixel-level adversarial adap-

tation. On one hand, methods of feature-level adversarial adaptation, such as [122],

directly align the features encoded from images of two domains by making them

indistinguishable to the domain discriminator. However, the large low-level domain

variance from the pixel space caused by different resolutions, background color or
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illumination [12], will be propagated to the feature space in the process of adap-

tation, which would degrade feature alignment performance. On the other hand,

methods of pixel-level adversarial adaptation, such as [75], transfer source images to

the style of target images by making two domains images indistinguishable to the

discriminator, by which a classifier can be trained on the transferred source images

and then classification is performed using this classifier on target images. Pixel-level

adversarial adaptation can alleviate low-level domain variances in the pixel space by

generating domain indistinguishable images to some extent. However, methods in

this category focus on generating domain indistinguishable images but do not con-

sider the image quality degradation issue during the generation process. Therefore,

low-quality generated images may be used in the classifier training, and degrade the

classification performance.

To overcome the aforementioned limitations, we propose a new model based

on Generative Adversarial Network for UDA, named Hierarchical Adversarial Deep

Network (HADN), which jointly optimizes the feature-level and pixel-level adver-

sarial adaptation within a hierarchical network structure. Due to the large low-level

domain variances in the pixel space, the feature alignment may not be effective if

only feature-level adaptation is applied. Considering that the pixel-level adversarial

adaptation can alleviate low-level domain variances in the pixel space by gener-

ating domain indistinguishable images, instead of using the generated images to

train classifiers, we aim to exploit the knowledge of alleviating low-level domain

variances from the pixel-level adversarial adaptation to facilitate the feature-level

adaptation. In this way, rather than being directly used for adaptation which may

degrade the classification performance, the pixel-level adversarial adaptation is uti-

lized as a constraint for feature-level adversarial adaptation, which simultaneously

exploits the strengths of feature-level and pixel-level information for domain adap-

tation. To this end, a new hierarchical network structure is proposed to ensure that

the constraint can be achieved by backpropagating this knowledge from pixel-level

adversarial adaptation to further update and adjust feature-level adaptation. Under
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this constraint, the effect of large low-level domain variances, which may be forward

propagated to the feature-level adaptation, can be alleviated by the knowledge back

propagated from the pixel-level adversarial adaptation. This leads to an improved

feature alignment.

2.2 Related Work

Face Presentation Attack Detection. Current fPAD methods can be roughly

categorized into appearance-based methods and temporal-based methods. Appearance-

based methods aim to detect attacks based on various appearance cues. Multi-scale

LBP [82] and color textures [10] methods are proposed to extract various LBP de-

scriptors in grayscale, RGB, HSV or YCbCr color spaces to differentiate real/fake

faces. Image distortion analysis [127] detects the surface distortions caused by the

lower appearance quality of images or videos compared to real face skin. Yang et

al. [134] use CNN to extract different deep features between real and fake faces. On

the other hand, temporal-based methods aim to differentiate real/fake via extract-

ing various temporal cues through multiple frames. Dynamic textures are proposed

in [22] to extract different facial motions. Liu et al. [76, 77] propose to estimate

rPPG signals from RGB face videos to detect attacks. Moreover, the work proposed

in [79] captures both appearance and temporal cues, which learns a CNN-RNN

model to estimate the different face depth and rPPG signals between real and fake

faces. However, the performance of both appearance and temporal-based methods

are prone to be degraded in cross-datasets test where testing data comes from dif-

ferent datasets (domains), and thus the feature distribution is different from that

in training domain. This is due to that the above methods are likely to extract

some differentiation cues that are biased to specific materials of attacks or recording

environments in training datasets. Therefore, from the perspective of the domain

generalization, we propose to capture more generalized differentiation cues to solve

both print and video replay attacks.

Deep Domain Generalization. Several deep domain generalization methods have
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been proposed. Motiian et al. [87] propose to jointly minimize the semantic align-

ment loss and the separation loss on deep learning models. Li et al. [68] design a

low-rank parameterized CNN model for end-to-end domain generalization learning.

The most related work is proposed in [70], which learns a generalized feature space

by aligning multiple source domains to a pre-defined distribution via adversarial

learning. However, it can not be guaranteed that the pre-defined distribution is

the optimal one for the feature space. Therefore, simply aligning multiple source

domains to a pre-defined distribution may be sub-optimal. Instead, in our proposed

deep domain generalization framework, the generalized feature space is automati-

cally and adaptively learned based on the knowledge provided by multiple source

domains.

Adversarial Domain Adaptation. Adversarial domain adaptation aims to align

two domain features via the adversarial learning, which can be roughly divided

into two sub-categories. The first sub-category focuses on performing feature-level

adversarial adaptation. The Domain-Adversarial Neural Networks (DANN) [36] for-

mulates adversarial adaptation as a minimax game between a domain classifier and

a feature extractor. Adversarial Discriminative Domain Adaptation (ADDA) [122]

aligns features with an inverted label GAN loss and decomposes the optimization

process into two independent objectives for the generator and discriminator respec-

tively. However, performance of these methods may be degraded due to the large

low-level domain variances in the pixel space [12]. The methods of second sub-

category focus on pixel-level adversarial adaptation. Coupled Generative Adversar-

ial Networks (CoGAN) [75] trains two GANs to generate similar source and target

images, and trains the discriminator as the classifier to classify the generated images.

The method in [12] proposes a content similarity loss which ensures that the trans-

ferred source image is similar to target images for training classifiers. However, the

performance of the trained classifier in this category relies heavily on the quality of

the generated images, and the classification performance is sensitive to the low qual-

ity generated images. Besides, the method in [12] requires extra prior knowledge
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Figure 2.2: Overview of the proposed MADDOG method. The multi-adversarial

deep domain generalization is firstly proposed to learn a generalized feature space

that is shared by multiple discriminative source domains. Moreover, the constraint

of dual-force triplet mining is imposed on the learning process, which improves the

discriminability of the learned feature space. The auxiliary face depth is further

incorporated to learn more generalized differentiation cues in this feature space.

The module with solid lines means it is being trained while the one with dashed

lines indicates that its parameters are fixed.

about which parts of the image keep unchanged across domains (e.g. foreground)

for generating high-quality images.

2.3 Multi-adversarial Discriminative Deep Domain

Generalization

2.3.1 Overview

The focus of this section is to learn a generalized feature space to cope with various

unseen face presentation attacks. Although testing samples are from an unseen do-
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main, they still share some common properties with multiple source domains in face

presentation attacks. For example, the print or video replay attacks from unseen

domains may be presented in different materials or under different environments

compared to source domains, but they are all based on papers or video screens in-

trinsically. The common properties can be exploited from some shared and discrim-

inative information across multiple source domains. That is, a feature space that is

discriminative and shared by multiple source domains is more likely to be generalized

well to unseen domains. Based on this idea, as illustrated in Fig. 2.2, we propose

a novel multi-adversarial discriminative deep domain generalization framework to

learn this generalized feature space. Specifically, a feature generator is trained to

compete against multiple domain discriminators so as to gradually learn the shared

and discriminative feature space. Meanwhile, a dual-force triplet-mining constraint

is imposed to improve the discrimination ability of the feature space during the

adversarial learning process. Moreover, as the guidance to learn more generalized

differentiation cues in the feature space, the auxiliary supervision of face depth is

further incorporated in the learning process.

2.3.2 Multi-adversarial Deep Domain Generalization

Suppose that there are images withN source domains, denoted as X = {X1,X2, ...,XN},

and corresponding labels are denoted as Y = {Y1,Y2, ...,YN} with K categories

(K = 2 in the fPAD task where Y = 0/1 is the label of attack/real). Given the

labeled data in each source domain, we may begin by exploiting the discriminative

information in each source domain.

Pretrain Multiple Source Feature Extractors. For N source domains, we

pre-train multiple feature extractors (M1,M2, ...,MN) respectively based on K-way

classification with a cross-entropy loss. We take the pretraining of the feature ex-

tractor of source domain 1 as an example, which is shown as follows:
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Figure 2.3: The details of Multi-adversarial Deep Domain Generalization. Suppose

that we have three source domains for simplicity. We train one feature generator

to compete with three domain discriminators simultaneously, and a shared feature

space will be adaptively learned after this feature generator successfully fools all

domain discriminators.

Lcls(X1,Y1;M1, C1) =

− E(x1,y1)∼(X1,Y1)

K∑
k=1

1l[k = y1]logC1(M1(x1))
(2.3.1)

We thus obtain multiple discriminative feature spaces of source domains encoded

by multiple trained feature extractors (M1,M2, ...,MN). However, these discrimina-

tive feature spaces contain a large portion of differentiation cues that are biased to

each source domain, which disables them to be generalized well to unseen attacks.

Multi-adversarial Deep Domain Generalization. To learn a more generalized

feature space for fPAD, we want to exploit the common discriminative information

encoded by multiple feature extractors of source domains. More generalized dif-

ferentiation cues for fPAD will thus be exploited from the common discriminative

information, which are less likely to be biased to any source domain, and thus have

better generalization ability.

To this end, we introduce a multi-adversarial deep domain generalization method.

Because the generalized feature space contains the common discriminative informa-
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tion, this space can be discovered by finding the shared space of multiple discrimina-

tive source feature spaces. This means this feature space is simultaneously as similar

to every discriminative feature space of source domains as possible. Suppose that

we have N source domains. Accordingly, we have N discriminative feature spaces

encoded by N pre-trained feature extractors respectively. N domain discriminators

are introduced for N discriminative feature spaces respectively, and we train one

feature generator to compete with all the N domain discriminators simultaneously.

A shared feature space will thus be automatically and adaptively learned after this

feature generator successfully fools all the N domain discriminators. Figure 2.3

shows the illustration of this multi-adversarial domain generalization process when

we have three source domains. We formulate above multi-adversarial deep domain

generalization as follows:

LDG(X,X1,X2, ...,XN ;G,D1, D2, ..., DN) =

N∑
i=1

(
Ex∼X[log(Di(G(x)))]

+ Exi∼Xi
[log(1−Di(Mi(xi)))]

) (2.3.2)

where G denotes the feature generator, which tries to learn the generalized fea-

ture space that is indistinguishable to every discriminative source feature spaces

simultaneously. Di denotes the i-th domain discriminator that tries to distinguish

the learned feature space with the discriminative feature space of source domain i.

Through this multi-adversarial learning process in the feature space, the generalized

feature space can be automatically learned and generated by the feature generator

G.

2.3.3 Dual-force Triplet-mining Constraint

In print and video relay attacks, the intra-class distances are prone to be larger

than the inter-class distances. Fig. 2.4 shows the typical condition in video replay

attacks illustrating this problem. In Fig. 2.4, for each real subject, the fake face

with the same identity has similar facial characteristics, while the real face with the
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different identity has different facial characteristics. This makes the negative more

similar than the positive for each subject in each domain. Due to different materials

of attacks or recording environments between different domains, this problem may

also be severe under the cross-domain scenario. Therefore, the discrimination ability

of learned generalized feature space is prone to be degraded. We thus aim to im-

prove the discrimination ability via mining the triplet relationship among samples.

Specifically, when learning the feature space, we force that: 1) the distance of each

subject to its intra-domain positive smaller than to its intra-domain negative, 2)

and simultaneously the distance of each subject to its cross-domain positive smaller

than to its cross-domain negative. We call this as a dual-force triplet-mining con-

straint. In this way, the discrimination ability of generalized feature space can be

improved via this constraint during the domain generalization process. Therefore,

we can obtain:

LTrip(X,Y;G,E) =∑
∀ya=yp,ya 6=yn,i=j

[‖E(G(xai ))− E(G(xpj))‖2
2

− ‖E(G(xai ))− E(G(xnj ))‖2
2 + α1]+

+ γ
∑

∀ya=yp,ya 6=yn,i 6=k

[‖E(G(xai ))− E(G(xpk))‖
2
2

− ‖E(G(xai ))− E(G(xnk))‖2
2 + α2]+

(2.3.3)

where E denotes the feature embedder, and the superscripts a and p represent the

same class, while a and n are different classes. The subscripts i and j represent the

same domain, while i and k are different domains. α1 and α2 represent pre-defined

intra-domain and cross-domain margins, respectively.

2.3.4 Auxiliary Face Depth Information

To exploit more generalized differentiation cues in the generalized feature space,

we further incorporate the face depth cues as the auxiliary information for training

our feature generator. Through the comparison on the spatial information, it can
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Figure 2.4: The illustration of Dual-force Triplet-mining Constraint. In print and

video relay attacks, the negative is likely to be more similar than the positive for

each subject in both intra and cross domains. This constraint attempts to solve this

problem by minimizing intra-class distance while maximizing inter-class distance in

both intra and cross domains.

be observed that live faces have face-like depth, while faces of attacks presented in

the flat and planar papers or video screens have no face depth. Therefore, the face

depth information can be exploited as more generalized differentiation cues for face

presentation attacks detection. We utilize the state-of-the-art dense face alignment

network named PRNet [31] to estimate the depth map of real faces, which serves as

the supervision for the real faces. The depth map of all zeros is set as the supervision

for the fake faces. The estimated face depth information may also be domain biased.

Therefore, different from the method in [79] which uses the estimated face depth to

directly do classification, we incorporate the face depth as the auxiliary information

into the training process of domain generalization. In this way, the feature space is

guided to exploit more generalized differentiation cues related to the face depth in

the learning process. This auxiliary depth information is incorporated as follows:
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LDep(X;Dep) = ‖Dep(G(X))− I‖2
2

(2.3.4)

where Dep is the depth estimator and I is the face depth map for supervision.

2.3.5 Multi-adversarial Discriminative Deep Domain Gen-

eralization

As shown in Fig. 2.2, a classifier C is incorporated to calculated the classification

loss LCls. We formulate the objectives as mentioned above into a unified Multi-

Adversarial Discriminative Deep Domain Generalization framework (MADDOG) as

follows:

min
G,E,C,Dep

max
D1,D2,...,DN

LMADDOG =

LDG + LTrip + LDep + LCls
(2.3.5)

Note that due to the limited training data in fPAD datasets and the complex

structure of the designed network, we decompose the training process into two phases

for tractable optimization: 1) Training the G,E,C and D1, D2, ..., DN together, with

multi-adversarial domain generalization loss, dual-force triplet-mining loss and clas-

sification loss. 2) Training the G and Dep with the auxiliary face depth information

loss. The above two phases are iteratively repeated in the training process until

convergence. The overall objective is to enable the feature generator G to generate

the generalized feature space.
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Figure 2.5: An overview of our proposed HADN method. The module with solid

lines means it is being trained while with dashed lines indicates that its parameters

are fixed.

2.4 Hierarchical Adversarial Deep Domain Adap-

tation

2.4.1 Overview

This section provides an overview of the proposed HADN. As illustrated in Fig. 2.5,

let Xs be source domain images and Ys be source domain labels with K categories.

In unsupervised domain adaptation (UDA), target domain images Xt are provided

while target labels are not available. Sufficient label information in the source do-

main makes it more feasible to obtain the discriminative source domain features.

Therefore, we choose to align the target features to the discriminative source fea-

tures so that the source classifier pre-trained with source labels can be applied to the

aligned target features. Concretely, we cast the task of feature alignment in UDA as

the problem of feature-level adaptation under the constraint of pixel-level adapta-

tion, and we propose a new Hierarchical Adversarial Deep Network (HADN), which

jointly optimizes the feature-level and pixel-level adversarial adaptation within a

hierarchical network structure. This objective can be formulated as a constrained
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optimization problem as follows:

min
Φ∪Ω
LHAND(Xs,Xt, Es;Et, Gs, Gt, Df , Dp) =

min
Φ
Ladv feature(Xs,Xt, Es;Et, Df )

s.t. Ω = argminLadv pixel(Xs,Xt, Es;Et, Gs, Gt, Dp)

(2.4.6)

where Es represents the pre-trained source encoder that produces discriminative

source features. The target features are encoded by the target encoder Et that will

be trained during the feature adaptation. Feature-level adversarial adaptation is

conducted by fooling the feature-level discriminator Df . Gs and Gt are source/target

generators generating images from the encoded features. We conduct the pixel-level

adversarial adaptation by fooling the pixel-level discriminator Dp, which serves as

the constraint on feature-level adaptation for an improved feature alignment. Φ =

{Et, Df} and Ω = {Et, Gs, Gt, Dp}. The terms Ladv feature and Ladv pixel represent

loss functions of the feature-level and pixel-level adversarial adaptation. The detailed

implementation and optimization of the objectives are introduced in the following

sections.

2.4.2 Pre-training

Since sufficient label information is available in the source domain, we can firstly

pre-train a discriminative classification model in the source domain. As illustrated

in Step 1 of Fig. 2.5, the model C ◦ Es concatenated with source encoder Es and

source classifier C is trained with source labels by conducting standard cross-entropy

as follows:

min
Es,C
Lcls(Xs,Ys;Es, C) =

− E(xs,ys)∼(Xs,Ys)

K∑
k=1

1l[k = ys]logC(Es(xs))

(2.4.7)

We encode the discriminative source features Es(xs) which can be well classified

by the classier C. Thus, we aim to align the target features to the discriminative
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source features so that the pre-trained classier C can be applied on the aligned target

features.

2.4.3 Hierarchical Adversarial Adaptation

This step conducts the feature alignment with our proposed Hierarchical Adversar-

ial Deep Network that jointly optimizes the feature-level and pixel-level adversarial

adaptation within a hierarchical network structure. In the feature-level adversarial

adaptation, the GAN objective is imposed on the encoded features of two domains.

As illustrated in Step 2 of Fig. 2.5, the parameters of trained module of source

encoder Es are fixed in this step to produce the discriminative feature representa-

tion, with which the target features aim to align. The feature alignment is firstly

conducted by feature-level adversarial adaptation with loss Ladv feature:

Ladv feature = LGAN(Xs,Xt, Es;Et, Df ) (2.4.8)

The optimization process of feature-level adversarial adaptation loss is conducted in

an alternative manner as follows:

min
Df

LadvD(Xs,Xt, Es;Et) =

− Exs∼Xs [log(Df (Es(xs)))]

− Ext∼Xt [log(1−Df (Et(xt)))]

(2.4.9)

min
Et

LadvE(Xs,Xt;Df ) = −Ext∼Xt [log(Df (Et(xt)))] (2.4.10)

where Et tries to encode target images into features that are indistinguishable to

the discriminative source features, while the feature-level discriminator Df aims

to distinguish between encoded target features and source features. Through this

adversarial learning process in the feature space, the target encoder Et aims to be
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trained to encode target images into domain indistinguishable features Et(Xt) for

the feature alignment.

However, the large low-level domain variances between input images Xs,Xt will

be forward propagated to the feature space in the process of adaptation, which may

degrade the feature-level adaptation. Considering that the pixel-level adversarial

adaptation can alleviate low-level domain variances in the pixel space by generating

domain indistinguishable images, we aim to exploit the knowledge of alleviating

low-level domain variances from the pixel-level adversarial adaptation to facilitate

the above feature-level adaptation instead of directly using the generated images

in the pixel-level adaptation to train classifiers. Therefore, pixel-level adversarial

adaptation is exploited as a constraint on the feature-level adaptation formulated

as the constraint term in 2.4.6. Specifically, as shown in Step 2 of Fig. 2.5, the

hierarchical network structure is proposed to ensure that this constraint can be

achieved by back propagating the knowledge in the form of gradients from pixel-

level adversarial adaptation to update and adjust the feature-level adaptation in the

target encoder Et. We achieve this idea by optimizing the pixel-level adversarial

adaptation loss Ladv pixel:

Ladv pixel =LLSGAN(Xs,Xt, Es;Et, Gs, Gt, Dp)

+ λLRec(Xs, Es;Gs)
(2.4.11)

The optimization process of pixel-level adversarial adaptation loss is conducted in

an alternative manner as follows:

min
Dp

LadvD(Xs,Xt, Es;Et, Gs, Gt) =

Exs∼Xs [(Dp(Gs(Es(xs)))− 1)2]

+ Ext∼Xt [(Dp(Gt(Et(xt))))
2]

(2.4.12)
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min
Et,Gs,Gt

LadvE,G
(Xs,Xt, Es;Dp) =

Exs∼Xs [(Dp(Gs(Es(xs)))− 1)2]

+ Ext∼Xt [(Dp(Gt(Et(xt)))− 1)2]

+ λ ‖ Xs −Gs(Es(xs)) ‖2
2

s.t. Gs = Gt

(2.4.13)

where Gs and Gt are two generators integrated into our network, which try to

generate the indistinguishable source and target images from encoded source and

target features, while another pixel-level discriminator Dp aims to distinguish be-

tween them. Specifically, in optimizing the generators, we further incorporate a

reconstruction loss LRec on the input source images and generated source images

(shown in the third term in (2.4.13)), and enforce generators Gs and Gt to share the

same weights. This is because both generators should be equipped with sufficient

source domain information when generating images from features so that the space

of possible generation functions can be further narrowed down to the source pixel

space.

Therefore, compared to the adversarial loss in the pixel space alone, by combining

the adversarial loss with the reconstruction loss, the target images can be more

robustly generated and more likely to be domain indistinguishable to the source

images, which can deliver more robust and clearer knowledge of alleviating low-level

domain variances from the pixel-level adaptation to the feature-level adaptation.

Through optimizing the combined loss, we update the target encoder Et under

the gradients back propagated from the target generator Gt, so that the target

encoder Et can be further adjusted under the constraints of knowledge from pixel-

level adversarial adaptation. This contributes to an improved feature alignment.
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(a) CASIA (b) Idiap (c) MSU (d) Oulu

Figure 2.6: Sample frames from CASIA-MFSD [143], Idiap Replay-Attack [18],

MSU-MFSD [127], and Oulu-NPU [11] datasets. The figures with green border

represent the real faces, while the ones with red border represent the video replay

attacks. From these examples, it can be seen that large cross-dataset variations

due to the differences on materials, illumination, background, resolution and so on,

cause significant domain shift among these datasets.

2.5 Experiments

2.5.1 Datasets and Experimental Settings

Datasets.

Table 2.1: Comparison of four experimental datasets.

Dataset
Extra

light

Complex

background

Attack

type

Display

devices

C No Yes

Printed photo

Cut photo

Replayed video

iPad

I Yes Yes

Printed photo

Display photo

Replayed video

iPhone 3GS

iPad

M No Yes
Printed photo

Replayed video

iPad Air

iPhone 5S

O Yes No

Printed photo

Display photo

Replayed video

Dell 1905FP

Macbook Retina

We evaluate the proposed MADDOG on four public fPAD datasets, which con-

tain both print and video replay attacks: Oulu-NPU [11] (O for short), CASIA-

MFSD [143] (C for short), Idiap Replay-Attack [18] (I for short), and MSU-MFSD [127]

(M for short). Table 2.1 shows the variations in these four datasets. Some samples of
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the genuine faces and attacks are shown in Fig. 2.6. From Table 2.1 and Fig. 2.6, we

can see that many kinds of variations, due to the differences on materials, illumina-

tion, background, resolution and so on, exist across these four datasets. Therefore,

significant domain shift exists among these datasets.

We evaluate the proposed HADN on three digital number datasets (i.e. MNIST [67],

USPS [25], and SVHN [89]), a face recognition dataset (i.e. PIE-Multiview Faces)

and three public fPAD datasets (CASIA-MFSD [143], Idiap Replay-Attack [18],

and MSU-MFSD [127]). In UDA corresponding to PIE-Multiview Faces, we use the

views C27 (looking forward) as the source domain, and C09 (looking down), C05,

C37, C02, C25, as target domains.

Settings.

The experiments of the proposed MADDOG are carried out under the setting of

domain generalization. We regard one dataset as one domain in our experiment.

For simplicity, three datasets in four are randomly selected as source domains where

we conduct the domain generalization, and the remaining one is the unseen domain

for testing, which cannot be accessed in the training process. Half Total Error Rate

(HTER) [8] (half of the summation of false acceptance rate and false rejection rate)

and Area Under Curve (AUC) are used as the evaluation metrics in our experiments.

The experiments of the proposed HADN are carried out under the setting of

unsupervised domain adaptation. We regard one dataset as a source domain and

the other dataset as a target domain. We train our model with labeled source data

and unlabeled target data, and test the trained model on the target data.

Implementations.

Network Structure. The detailed structure of the proposed MADDOG network

is illustrated in Table 2.2. To be specific, each convolutional layer in the feature gen-

erator, feature embedder and depth estimator is followed by a batch normalization

layer and a rectified linear unit (ReLU) activation function, and all convolutional
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Table 2.2: The structure details of all components of the proposed MADDOG net-

work.
Feature Generator

Layer Chan./Stri. Out.Size

Discriminator

Layer Chan./Stri. Outp.Size

Feature Embedder & Classifier

Layer Chan./Stri. Outp.Size

Depth Estimator

Layer Chan./Stri. Outp.Size

Input

image

Input

pool1-3

Input

pool1-3

Input

pool1-1+pool1-2+pool1-3

conv1-1 64/1 256 conv2-1 128/2 16 conv3-1 128/1 32 conv4-1 128/1 32

conv1-2 128/1 256 conv2-2 256/2 8 pool2-1 -/2 16 conv4-2 64/1 32

conv1-3 196/1 256 conv2-3 512/2 4 conv3-2 256/1 16 conv4-3 1/1 32

conv1-4 128/1 256 conv2-4 1/1 3 pool2-2 -/2 8

pool1-1 -/2 128 conv3-2 512/1 8

conv1-5 128/1 128 Average pooling

conv1-6 196/1 128 fc3-1 1/1 128

conv1-7 128/1 128 fc3-2 1/1 1

pool1-2 -/2 64

conv1-8 128/1 64

conv1-9 196/1 64

conv1-10 128/1 64

pool1-3 -/2 32

kernel size is 3×3. Following the standard setting in [146], each convolutional layer

in the discriminator is followed by a batch normalization layer and a LeakyReLU ac-

tivation function, and all kernel size is 4×4. The size of input image is 256×256×6,

where we extract the RGB and HSV channels of each input image. Inspired by

the residual network [48], we use a short-cut connection, which is concatenating the

responses of pool1-1, pool1-2 and pool1-3, and sending them to conv4-1 for depth

estimation. This operation helps to ease the training procedure, and enables the

auxiliary information of face depth simultaneously to affect different layers of the

feature generator in the learning process.

For the structure of the proposed HADN network, we use a modified version

of LeNet [67] as our source and target encoders. Here, C(n, k, s) stands for a

convolutional layer with n kernels of size k × k and stride s. D(n, k, s) stands for a

deconvolutional layer with n kernels of size k×k and stride s. FC(n) represents a fully

connected layer with n output units. Following the structure of [122], the encoder

structure has two convolutional layers: C(20, 5, 1), C(50, 5, 1) and three fully

connected layers: FC(500), FC(500), FC(10). Each convolutional layer is followed

by ReLU activation and 2 × 2 maxpooling layer. The architecture of source and

target generators has 3 deconvolutional layers: D(256, 5, 2), D(128, 5, 3), D(1, 2, 2).

Each of them is followed by batch normalization and ReLU activations. For feature-
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level discriminator, we use 3 fully connected layers structure consisting of two layers

with 500 hidden units followed by the final output. For pixel-level discriminator,

we use a modified version following [146], which contains 3 convolutional layers

with 4 × 4 kernel size and each of them is followed by batch normalization and

LeakyRelu activations. All training images are converted to grayscale and rescaled

to 28×28 pixels. For domain adaptation experiments in SYN DIGITS→ SVHN

and PIE-Multiview Faces, we design a more complex source and target encoder.

The encoder consists of 3 convolutional layers: C(96, 5, 1), C(144, 3, 1), C(256,

5, 1) and the same fully connected layers structure in experiments of MNIST ↔

USPS and SVHN → MNIST. The architecture of generator is extended into 4

deconvolutional layers modified from [103]: D(512, 4, 2), D(256, 4, 2), D(128, 4, 2),

D(1, 4, 2). The feature-level and pixel-level discriminator are the same as before.

All training images are converted to grayscale and rescaled to 32×32 pixels. For the

domain adaptation experiments in fPAD, we use the Resnet-18 [48] as the encoder

and use decoder network proposed in [88] with four transpose-convolution layers as

source and target generators. All training images are rescaled to 64× 64 pixels.

Training Details. The Adam optimizer [59] is used for the optimization. We train

MADDOG network with two iterative phases. Due to different model complexity

between the two training phases, we use the learning rate 1e-5 in the first phase,

which trains the G,E,C and D1, D2, ..., DN together. G and Dep are trained in

the second phase with the learning rate 1e-4. The batch size is 20 per domain,

and thus 60 for 3 training domains totally. The hyperparameters γ, α1, and α2

are set to 0.1, 0.1, and 0.5, respectively. We train HADN network with a learning

rate of 2e-4. Batch size of 128 per domain is set for all digital number domain

adaptation and batch size of 64 per domain is set for multiview face recognition.

The hyperparameter λ is set as 1.
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2.5.2 Experimental Results of Multi-adversarial Discrimi-

native Deep Domain Generalization

Baseline Methods.

We compare several state-of-the-art fPAD methods as follows: Multi-Scale LBP

(MS LBP) [82] ; Binary CNN [134]; Image Distortion Analysis (IDA) [127];

Color Texture (CT) [10]; LBPTOP [22]; and Auxiliary [79]: This method

learns a CNN-RNN model to estimate the face depth from one frame and rPPG sig-

nals through multiple frames. To fairly compare our method only using one frame

information, we implement its face depth estimation component(denoted as Aux-

iliary(Depth)). We also compare its reported results (denoted as Auxiliary(All)).

Moreover, we also compare the related state-of-the-art method in domain general-

ization for the fPAD task: MMD-AAE [70].

Table 2.3: Comparison (%) to fPAD methods on four testing sets for domain gen-

eralization of fPAD.

Method
O&C&I to M O&M&I to C O&C&M to I I&C&M to O

HTER AUC HTER AUC HTER AUC HTER AUC

MS LBP 29.76 78.50 54.28 44.98 50.30 51.64 50.29 49.31

Binary CNN 29.25 82.87 34.88 71.94 34.47 65.88 29.61 77.54

IDA 66.67 27.86 55.17 39.05 28.35 78.25 54.20 44.59

Color Texture 28.09 78.47 30.58 76.89 40.40 62.78 63.59 32.71

LBPTOP 36.90 70.80 42.60 61.05 49.45 49.54 53.15 44.09

Auxiliary(Depth) 22.72 85.88 33.52 73.15 29.14 71.69 30.17 77.61

Auxiliary(All) – – 28.4 – 27.6 – – –

Ours (MADDOG) 17.69 88.06 24.5 84.51 22.19 84.99 27.98 80.02

Comparison Results.

From the comparison results in Table 2.3 and Fig. 2.7 , it can be seen that the

proposed method performs better than all the state-of-the-art fPAD methods [18,

134, 127, 10, 79]. This is due to that all existing fPAD methods focus on learning
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Table 2.4: Comparison (%) to adversarial domain generalization method on four

testing sets for domain generalization of fPAD.

Method
O&C&I to M O&M&I to C O&C&M to I I&C&M to O

HTER AUC HTER AUC HTER AUC HTER AUC

MMD-AAE 27.08 83.19 44.59 58.29 31.58 75.18 40.98 63.08

Ours (MADDOG) 17.69 88.06 24.5 84.51 22.19 84.99 27.98 80.02
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Figure 2.7: ROC curves of four testing sets for domain generalization of fPAD.

a feature space from multiple source domains that only fits to data in the source

domains. Comparatively, the proposed multi-adversarial discriminative deep do-

main generalization explicitly exploits the domain relationship of multiple source

feature spaces, and learns the shared and discriminative information between them.

This learns a generalized feature space that is more likely to be shared between

source domains and unseen target domain, and thus it is more able to extract more

generalized differentiation cues for fPAD.

Moreover, in Table 2.4 and Fig. 2.7, compared to the state-of-the-art domain

generalization method [70], we also outperform it for the fPAD task. This illustrates

that comparing to the feature space learned by aligning multiple source domains to

a pre-defined distribution, the feature space that is automatically and adaptively

learned by our proposed domain generalization framework is more feasible for the

task of fPAD.

Ablation Study.

The experimental results of ablation study for all testing sets are shown in Ta-

ble 2.5. MADDOG denotes the proposed framework. MADDOG wo/mgan
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Table 2.5: Evaluation (%) of different components of the proposed framework on

four testing sets for domain generalization of fPAD.

Method
O&C&I to M O&M&I to C O&C&M to I I&C&M to O

HTER AUC HTER AUC HTER AUC HTER AUC

MADDOG wo/mgan 21.55 85.83 28.67 82.27 36.50 63.15 29.63 77.40

MADDOG wo/trip 20.84 85.95 30.46 77.99 34.99 71.37 29.75 75.93

MADDOG wo/dep 34.29 69.92 39.95 62.42 37.44 62.82 39.39 64.19

Ours(MADDOG) 17.69 88.06 24.5 84.51 22.19 84.99 27.98 80.02

Table 2.6: Comparison (%) to fusion strategies on four testing sets for domain

generalization of fPAD.

Method
O&C&I to M O&M&I to C O&C&M to I I&C&M to O

HTER AUC HTER AUC HTER AUC HTER AUC

Score Fusion 21.00 86.18 46.62 57.05 34.17 71.53 31.12 76.42

Feature Fusion 25.62 74.57 52.32 48.23 46.29 52.71 32.56 76.01

Ours (MADDOG) 17.69 88.06 24.5 84.51 22.19 84.99 27.98 80.02

denotes that the proposed network without the multi-adversarial domain general-

ization component. In this setting, we remove the multiple domain discriminators

(D1, ..., DN) in our network in the training process. MADDOG wo/trip denotes

that the proposed network without the dual-force triplet-mining constraint compo-

nent. In this setting, we do not calculate and backpropagate the dual-force triplet-

mining loss in the training process. MADDOG wo/dep denotes that the proposed

network without incorporating auxiliary face depth information. In this setting, we

remove the depth estimator Dep in the training process.

Table 2.5 shows that the performance of the proposed network degrade if any

component is excluded. This verifies the contribution of each component to the

whole network, and shows that the proposed network optimizing all components

simultaneously in a unified framework can obtain much better performance.
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Fusion strategies comparison.

Fusion strategies are usually utilized when we have multiple domains data. Thus,

we added two more baselines for comparison, namely score-level fusion and feature-

level fusion in Table 2.6. In score-level fusion, we train multiple AlexNets for all

source domains respectively, and use average fusion on the testing scores of all

trained CNNs on the target domain. In feature-level fusion, like [30], we train

multiple AlexNets and fuse the features from FC7 layers by concatenation. One

more fully connected layer is integrated to classify the fused feature. Table 2.6

shows our method outperforms the above two kinds of fusion strategies. Simple

fusion strategies cannot cope with various cross-domain scenarios so that in some

scenarios such as O&M&I to C, the performance of both baseline methods drop

significantly. Comparatively, our method is robust in all scenarios.

Limited source domains.

We evaluate the domain generalization ability of the proposed method when ex-

tremely limited source domain datasets are available (i.e. only two source datasets).

Since significant domain variation exists between MSU and Idiap datasets, we

choose these two datasets as source domains. As such, the remaining ones (Oulu

and CASIA) are chosen for testing. The results in Table 2.7 show the proposed

method performs better than other methods. This verifies our method is more

effective even in the challenging case.

Table 2.7: Comparison (%) of domain generalization with limited source domains

for fPAD.

Method
M&I to C M&I to O

HTER AUC HTER AUC

MS LBP 51.16 52.09 43.63 58.07

IDA 45.16 58.8 54.52 42.17

CT 55.17 46.89 53.31 45.16

LBPTOP 45.27 54.88 47.26 50.21

Ours (MADDOG) 41.02 64.33 39.35 65.10
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Moreover, compared to the results in Table 2.7, when we have more source do-

mains such as the normal setting of domain generalization in Table 2.3, the other

methods cannot get much improvement and the proposed method outperforms them

in a larger gap. This means our method is more able to exploit domain shared and

discriminative properties to learn more generalized cues when more source domains

are available, and thus the advantage of domain generalization can be better ex-

ploited by our method.

2.5.3 Experimental Results of Hierarchical Adversarial Deep

Domain Adaptation

Comparison Results.

Table 2.8: Accuracy (mean%) values for digital number adaptation task.

Method

MNIST USPS SVHN SYN DIGITS

to to to to

USPS MNIST MNIST SVHN

Source Only 77.22 58.22 61.13 87.06

DDC 79.10 66.50 68.10 –

DAN – – 71.10 88.00

DANN 77.10 73.00 73.90 91.10

CORAL – – 63.10 85.20

DRCN 91.80 73.67 81.97 –

DSN w/MMD – – 72.20 88.50

DSN w/DANN – – 82.70 91.20

CoGAN 91.20 89.10 did not converge –

ADDA 89.40 90.10 76.00 –

Ours 91.89 95.98 84.89 92.51

1 The experimental results denoted as − mean they are not provided in the original

papers [123, 80, 115, 13, 75, 122]

2 The first row (source only) shows the accuracy on target test data achieved with

classifiers trained on source data without adaptation.
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Table 2.9: Accuracy (mean%) values for multiview face recognition task.

Method

C27 C27 C27 C27 C27

Ave.to to to to to

C09 C05 C37 C25 C02

1-NN-s 92.5 55.7 28.5 14.8 11.0 40.5

SVM-s 87.8 65.0 35.8 15.7 16.7 44.2

GFK-PLS 92.5 74.0 32.1 14.1 12.3 45.0

SA 97.9 85.9 47.9 16.6 13.9 52.4

CORAL 91.4 74.8 35.3 13.4 13.2 45.6

ILS 96.6 88.3 72.9 28.4 34.8 64.2

PUnDA 94.3 92.2 78.8 28.9 34.7 65.7

Ours 98.9 94.2 91.7 44.6 53.2 76.5

Table 2.10: HTER (%) values for unsupervised domain adaptation of face presen-

tation attack detection.

Method

CASIA Idiap Idiap MSU MSU

Ave.to to to to to

Idiap CASIA MSU CASIA Idiap

Source Only 50.3 50.0 50.0 50.0 50.0 50.1

KMM 50.0 54.3 60.0 34.9 51.9 50.2

KSA 37.5 41.2 32.9 37.3 39.0 37.6

Ours 43.0 55.2 18.2 52.4 19.4 37.6

The experiment in this section is started with some toy datasets correspond-

ing to digital number adaptation task. We compare our proposed method with

the following methods: Deep Domain Confusion (DDC) [123]; Deep Adaptation

Network (DAN) [80]; Domain-Adversarial Neural Networks (DANN) [36]; COR-

relation ALignment (CORAL) [115]; Deep Reconstruction Classification Network

(DRCN) [38]; Domain Separation Networks with MMD metrics (DSN w/MMD)

and DANN metrics (DSN w/DANN) [13]; Coupled Generative Adversarial Net-

works (CoGAN) [75]; Adversarial Discriminative Domain Adaptation (ADDA) [122].

Experimental results of this task are shown in Table 2.8. Firstly, the proposed

method outperforms feature-level and pixel-level adversarial adaptation based meth-
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USPS to MNIST

(a)

SVHN to MNIST

(b)

Figure 2.8: Confusion matrices for comparison between source only and our method

in (a) USPS → MNIST and (b) SVHN → MNIST experiments. Best viewed in

color.

Figure 2.9: The t-SNE visualization of features in the experiment of USPS →

MNIST. Source Only: The case in which only source samples are used for train-

ing. Ours w/o pixel cstr: The proposed network without constraint of pixel-level

adversarial adaptation. Ours w/o reconst loss: The proposed network without re-

construction loss. Ours: The proposed network.

ods. In the MNIST ↔ USPS test with smaller low-level domain variances, the

typical feature-level adversarial adaptation methods ADDA and pixel-level adver-

sarial adaptation methods CoGAN are able to get comparable performance with

our methods. However, when facing more challenging SVHN → MNIST test

with larger low-level domain variances, our method outperforms them clearly and

CoGAN cannot converge due to the probable difficulty of generating high qual-

ity domain indistinguishable images for training the classifier properly. Moreover,

our method obtains developed results compared to the data reconstruction method,

such as DSN w/DANN, DSN w/DANN and DRCN, which only exploit the data

reconstruction in the pixel space to develop feature alignment. Comparatively, our
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method exploits the pixel-level adversarial adaptation with data reconstruction loss

LRec in the pixel space, which is able to deliver clearer knowledge of alleviating low-

level domain variances to the feature alignment than the method that only exploits

the data reconstruction capability alone. To more clearly illustrate the effectiveness

of our method visually, we plot confusion matrices for the experimental results under

the setting USPS → MNIST and SVHN → MNIST shown in Figure 2.8. In

Fig. 2.8, many wrong digital number class predictions in the source only baseline

reveal that the domain shift between different datasets is quite large. By compar-

ison, more right predictions appear in the diagonal line of confusion matrices with

our method, which validates that the domain shift between different datasets can

be effectively alleviated by the proposed method.

We further carry out a face related domain adaptation experiment, in which the

multiview face recognition task is conducted. This experiment mainly compares our

proposed method with the following methods: original features without any adap-

tation: a basic 1-nearest neighbor (1-NNs), linear SVM (SVM-s) [51]; The geodesic

flow kernel algorithm (GFK-PLS) [42]; The subspace alignment algorithm (SA) [32];

CORAL [115]; Invariant Latent Space algorithm (ILS) [51]; Probabilistic Unsuper-

vised Domain Adaptation (PUnDA) [39]. From the experimental results shown in

Table 2.9, it can be seen that compared to the discrepancy metric-based methods

that minimize the domain discrepancy based on specific metrics only defined in the

feature space, such as GFK-PLS, CORAL, ILS and PUnDA, our method attains the

best scores for all views and greatly improves average classification accuracy. This

indicates that our method which simultaneously exploits the strengths of feature-

level and pixel-level information within the hierarchical GAN structure contributes

to a greatly improved feature alignment. More specifically, Table 2.9 shows that

along with the increasing camera angles, our method achieves a more significant

increase of classification accuracy compared to other methods (1% increase of classi-

fication accuracy in C27 to C09 and 54.3% increase in C27 to C02 compared to the

second-best method), which indicates our method is more able to cope with more
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difficult adaptation scenarios than other compared methods.

We conclude this section with experiment of UDA on the task of fPAD. We com-

pare our proposed method with the following UDA methods for fPAD: Kernel Mean

Matching (KMM) [71] and Kernel Subspace Alignment (KSA) [71]. We tabulate

the UDA performance for fPAD in Table 2.10. From the experimental results shown

in Table 2.10, it can be seen that the proposed method obtains much improved

averaged UDA performance compared to the method without UDA (Source Only).

Moreover, the proposed method also obtains comparable performance compared to

the state-of-the-art UDA method (KMM and KSA) designed specifically for the task

of fPAD, which indicates that the proposed HADN also has the potential to cope

with UDA for fPAD.

Ablation Study.

Table 2.11: Accuracy (mean%) values for ablation study of our network on digital

number adaptation task.

Method

MNIST USPS SVHN SYN DIGIT

to to to to

USPS MNISTMNIST SVHN

Ours w/o pixel const 90.98 89.57 76.05 92.11

Ours w/o reconst loss 91.02 93.22 83.63 92.32

Ours 91.89 95.98 84.89 92.51

Table 2.12: Accuracy (mean%) values for ablation study of our network on multiview

face recognition task.

Method

C27 C27 C27 C27 C27

to to to to to

C09 C05 C37 C25 C02

Ours w/o pixel const 98.7 93.4 91.5 39.8 52.5

Ours w/o reconst loss 94.5 93.7 91.2 36.9 44.7

Ours 98.9 94.2 91.7 44.6 53.2
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To verify the effectiveness of the pixel-level adversarial adaptation constraint, we

remove the constraint part from our network and denote experimental results of re-

maining network part as Ours w/o pixel const in Tables 2.11 and 2.12. Tables 2.11

and 2.12 show that the pixel-level adversarial adaptation constraint can improve

the performance in both domain adaptation tasks, which indicates its effectiveness

for the whole network. More specifically, visualizations of features in adaptation of

USPS→MNIST are shown in Fig. 2.9 as an example. Fig. 2.9 (w/o pixel cstr) in-

dicates feature-level adaptation without pixel-level adversarial adaptation constraint

leads to many incorrect projections of target features and degraded feature align-

ment, whereas Fig. 2.9(Ours) shows our network with this constraint can achieve an

improved feature alignment.

Moreover, in Tables 2.11 and 2.12, the removal of reconstruction loss LRec (λ=0)

that is denoted as Ours w/o reconst loss also leads to the degraded results in all

experiments. From the visualization between Fig. 2.9 (Ours w/o reconst loss) and

(Ours), we can empirically observe that the our network with reconstruction loss

produces an improved feature alignment. This further validates the effectiveness of

the reconstruction loss incorporated into the pixel-level adversarial learning.

2.6 Conclusion

To improve the generalization ability for fPAD, we exploit the technique of do-

main generalization to learn a generalized feature space without using target domain

data. Specifically, a novel multi-adversarial deep domain generalization method is

proposed to train one feature generator to compete with multiple domain discrim-

inators simultaneously, so that the generalized feature space can be automatically

and adaptively learned. The discriminability of the generalized feature space is

improved by a dual-force triplet-mining constraint in the feature learning process.

Meanwhile, the face depth supervision is incorporated to further enhance the gen-

eralization ability of this feature space. Extensive experiments among four public

fPAD datasets validate the effectiveness of the proposed method.
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Moreover, an adversarial learning based UDA named as Hierarchical Adversarial

Deep Network is designed, which jointly optimizes the feature-level and pixel-level

adversarial adaptation within a hierarchical network structure. This hierarchical

network structure ensures that this constraint can be achieved by back propagating

the knowledge of alleviating low-level domain variances from pixel-level adversar-

ial adaptation to update and adjust the feature-level adaptation. We extensively

evaluate our method on various visual recognition tasks including fPAD, in which

our network achieves the state-of-the-art performance. Moreover, a detailed abla-

tion study further verifies the effectiveness of the pixel-level adversarial adaptation

constraint and reconstruction loss to our network.
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Chapter 3

Regularized Fine-grained Meta

Face Presentation Attack

Detection

3.1 Introduction

Face recognition, as one of the computer vision techniques, has been successfully

applied in a variety of applications in the real life, such as automated teller machines

(ATMs), mobile payments, and entrance guard systems. Although much convenience

is brought by the face recognition technique, many kinds of face presentation attacks

also appear. Easy-accessible human faces from the Internet or social media can

be abused to produce print attacks (i.e. based on the printed photo papers) or

video replay attacks (i.e. based on the digital image/videos). These attacks can

successfully hack a face recognition system deployed in a mobile phone or a laptop

because those spoofs are visually extremely close to the genuine faces. Therefore,

how to protect our face recognition systems against these face presentation attacks

has become an increasingly critical issue in the face recognition community.

Many face presentation attack detection (fPAD) methods have been proposed.

Appearance-based methods choose to extract various appearance cues to differenti-
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Figure 3.1: Idea of the proposed regularized fine-grained meta-learning framework.

By incorporating domain knowledge as regularization, meta-learning is conducted

in the feature space regularized by the domain knowledge supervision. Thus, gen-

eralized learning directions are more likely to be found for task of fPAD. Besides,

the proposed framework adopts a fine-grained learning strategy that simultaneously

conducts meta-learning in a variety of domain shift scenarios. Thus, more abundant

domain shift information of fPAD task can be exploited.

ate real and fake [18, 10, 127, 134]; Temporal-based methods aim to do differentiation

based on various temporal cues [22, 109, 107, 76, 77]. Although these methods obtain

promising performance in intra-dataset experiments where training and testing data

are from the same dataset, the performance dramatically degrades in cross-dataset

experiments where models are trained on one dataset and tested on a related but

shifted dataset. This is because existing fPAD methods capture the differentiation

cues that are dataset biased [121], and thus cannot generalize well to unseen test-

ing data that have different feature distribution compared to training data (mainly

caused by different materials of attacks or recording environments).

To overcome this limitation, we cast fPAD as a domain generalization (DG)

problem. Compared to the traditional unsupervised domain adaptation (UDA) [55,

104, 84, 141, 17, 102, 122, 12, 124, 140, 9] that assume access to the labeled source

domain data and unlabeled target domain data, DG assumes no access to target

domain information. For DG, multiple source domains are exploited to learn the

model which can generalize well to unseen test data in the target domain. For the

task of fPAD, because we do not know what kind of attacks will be presented to
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Figure 3.2: Comparison of learning directions between (a) vanilla meta-learning,

and (b) regularized fine-grained meta-learning. Three source domains are used as

examples. Dotted arrows with different colors denote the learning directions (gradi-

ents) of meta-train (∇Ltrn) and meta-test (∇Ltst) in different domains. Solid arrows

denote the summarized learning directions of meta-optimization. θi (i = 0, 1, ...) are

the updated model parameters in i-th iteration.

our face recognition system, we have no clue on the testing dataset (target domain

data) when we train our model so that DG is more suitable for our task.

Inspired by [33, 69], we address problem of DG for fPAD in a meta-learning

framework. However, if we directly apply existing vanilla meta-learning for DG

algorithms on the task of fPAD, the performance will be degraded due to the follow-

ing two issues: 1) It is found that fPAD models only with binary class supervision

discover arbitrary differentiation cues with poor generalization [79]. As such, as

illustrated in Fig. 3.2(a), if vanilla meta-learning algorithms are applied in fPAD

only with the supervision of the binary class labels, the learning directions in the

meta-train and meta-test steps will be arbitrary and biased, which makes it diffi-

cult for the meta-optimization step to summarize and find a generalized learning

direction finally. 2) Vanilla meta-learning for DG methods [69] coarsely divide mul-

tiple source domains into two groups to form one aggregated meta-train and one

aggregated meta-test domains in each iteration of meta-learning. Thus only a single

domain shift scenario is simulated in each iteration, which is sub-optimal for the
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task of fPAD. In order to equip the model with the generalization ability to unseen

attacks of various scenarios, a variety of domain shift scenarios instead of a single

one that are simulated for meta-learning is more optimal for the task of fPAD.

To address the above two issues, as illustrated in Fig. 3.1, we propose a novel

regularized fine-grained meta-learning framework. For the first issue, compared to

binary class labels, domain knowledge specific to the task of fPAD can provide more

generalized differentiation information. Therefore, as illustrated in Fig. 3.2(b), the

proposed framework incorporates the domain knowledge of fPAD as regularization

into feature learning process so that meta-learning is conducted in the feature space

regularized by the auxiliary supervision of domain knowledge. In this way, this regu-

larized meta-learning can focus on more coordinated and better-generalized learning

directions in the meta-train and meta-test for task of fPAD. Therefore, the summa-

rized learning direction in the meta-optimization can guide fPAD model to exploit

more generalized differentiation cues. Besides, for the second issue, the proposed

framework adopts a fine-grained learning strategy as shown in Fig. 3.2(b). This

strategy divides source domains into multiple meta-train and meta-test domains,

and jointly conducts meta-learning between each pair of them in each iteration. As

such, a variety of domain shift scenarios are simultaneously simulated and thus more

abundant domain shift information can be exploited in the meta-learning to train a

generalized fPAD model.

3.2 Related Work

Face Presentation Attack Detection Methods. Current fPAD methods can

be roughly categorized into appearance-based methods and temporal-based meth-

ods. Appearance-based methods are proposed to extract different appearance cues

for attacks detection. Multi-scale LBP [82] and color textures [10] methods are

proposed to extract various LBP descriptors in various color spaces for the dif-

ferentiation between real/fake. Image distortion analysis [127] detects the surface

distortions due to lower appearance quality of images or videos compared to the
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real face skin. Yang et al. [134] trains CNN to extract discriminative deep features

for real/fake faces classification. On the other hand, temporal-based methods aim

to extract different temporal cues through multiple frames to differentiate real/fake

faces. Dynamic texture methods proposed in [22, 109, 107] try to extract different

facial motions. Liu et al. [76, 77] propose to capture discriminative rPPG signals

from real/fake faces. [79] learns a CNN-RNN model to estimate the different face

depth and rPPG signals between real/fake faces. However, the performance of both

appearance and temporal-based methods become degraded in cross-datasets test

where unseen attacks are encountered. This is because all the above methods are

likely to extract some differentiation cues that are biased to specific materials of at-

tacks or recording environments in training datasets. Comparatively, the proposed

method conducts meta-learning for DG in the simulated domain shift scenarios,

which is designed to make our model generalize well and capture more generalized

differentiation cues for the task of fPAD. Note that a recent work [106] proposes

multi-adversarial discriminative deep domain generalization for fPAD. It assumes

that generalized differentiation cues can be discovered by searching a shared and

discriminative feature space via adversarial learning. However, there is no guaran-

tee that such a feature space exists among multiple source domains. Moreover, it

needs to train multiple extra discriminators for all source domains. Comparatively,

the proposed method does not need such a strong assumption and meta-learning

can be conducted without training extra discriminators networks for adversarial

learning, which is more efficient.

Meta-learning for Domain Generalization Methods.

Unlike meta-learning for few-shot learning [33], meta-learning for DG is relatively

less explored. MLDG [69] designs a model-agnostic meta-learning for DG. Rep-

tile [90] is a general first-order meta-learning method that can be easily adapted

into DG task. MetaReg [2] learns regularizers for DG in a meta-learning framework.

However, directly applying the aforementioned methods in the task of fPAD may

encounter the two issues mentioned above. Comparatively, our method conducts
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of feature extractor. Thus, meta learner conducts the meta-learning in the feature

space regularized by the auxiliary supervision of domain knowledge.

meta-learning in the feature space regularized by auxiliary supervision of domain

knowledge within a fine-grained learning strategy. This contributes to a more feasi-

ble meta-learning for DG in the task of fPAD.

3.3 Proposed Method

The overall proposed framework is illustrated in Fig. 3.3.

3.3.1 Domain Shift Simulating

Suppose that we have access to N source domains of fPAD task, denoted as D =

[D1, D2, ..., DN ]. The objective of DG for fPAD is to make the model trained on

the N source domains can generalize well to unseen attacks from the target domain.

To this end, at each training iteration, we divide the original N source domains by

randomly selecting N − 1 domains as meta-train domains (denoted as Dtrn) and

the remaining one as the meta-test domain (denoted as Dval). As such, the training

and testing domain shift in the real world can be simulated. In this way, our model
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Algorithm 1 Regularized Fine-grained Meta Face Presentation Attack Detection
Input:N source domains D = [D1, D2, ..., DN ] ,

Initialization:Model parameters θF , θD, θM . Hyperparameters α, β

1: while not done do

2: Randomly select (N − 1) source domains in D as Dtrn, and the remaining one as Dval

3:

4: Meta-train: Sampling batch in each domain in Dtrn as T̂i (i = 1, ..., N − 1)

5: for each T̂i do

6: LCls(T̂i)(θF , θM ) =
∑

(x,y)∼T̂i

ylogM(F (x)) + (1− y)log(1−M(F (x)))

7: θMi

′ = θM − α∇θMLCls(T̂i)(θF , θM )

8: LDep(T̂i)(θF , θD) =
∑

(x,I)∼T̂i ‖D(F (x))− I‖2

9: end for

10: Meta-test: Sampling batch in Dval as T̃

11:
N−1∑
i=1

LCls(T̃ )(θF , θMi

′) =
N−1∑
i=1

∑
(x,y)∼T̃

ylogMi
′(F (x)) + (1− y)log(1−Mi

′(F (x)))

12: LDep(T̃ )(θF , θD) =
∑

(x,I)∼T̃ ‖D(F (x))− I‖2

13: Meta-optimization:

14: θM ← θM − β∇θM (
N−1∑
i=1

(LCls(T̂i)(θF , θM ) + LCls(T̃ )(θF , θMi

′)))

15: θF ← θF − β∇θF (LDep(T̃ )(θF , θD) +
N−1∑
i=1

(LCls(T̂i)(θF , θM ) + LDep(T̂i)(θF , θD) +

LCls(T̃ )(θF , θMi

′)))

16: θD ← θD − β∇θD (LDep(T̃ )(θF , θD) +
N−1∑
i=1

(LDep(T̂i)(θF , θD)))

17: end while

18: return Model parameters θF , θD, θM

57



can learn how to perform well in the domain shift scenarios through many training

iterations and thus learn to generalize well to unseen attacks.

3.3.2 Regularized Fine-grained Meta-learning

Several existing vanilla meta-learning for DG methods can be applied to achieve

the above objective. But their performance degrade for the task of fPAD due to

the two issues mentioned in the introduction. To address these issues, we propose

a new meta-learning framework called regularized fine-grained meta-learning. In

each meta-train and meta-test domain, we are provided with image and label pairs

denoted as x and y, where y are ground truth with binary class labels (y = 0/1 is

the label of fake/real face). Compared to the binary class labels, domain knowledge

specific to the fPAD task can provide more generalized differentiation information.

We adopt the face depth map as the domain knowledge. By comparing the spatial

information, it can be observed that live faces have face-like depth, while faces of

attacks presented in the flat and planar papers or video screens have no face depth.

In this way, for the first issue, we incorporate this domain knowledge as regular-

ization into feature learning process so that meta-learning can be conducted in the

feature space regularized by the auxiliary supervision of domain knowledge. Thus,

this regularized meta-learning in the feature space can focus on better-generalized

learning directions in meta-train and meta-test for task of fPAD. To this end, as

illustrated in Fig. 3.3, a convolutional neural network is proposed in our framework

that composes of a feature extractor (denoted as F ) and a meta learner (denoted

as M). Then a depth estimator (denoted as D) is further integrated into our net-

work, through which domain knowledge can be incorporated. Besides, to address

the second issue, the proposed framework adopts a fine-grained learning strategy

that meta-learning is jointly conducted among N − 1 meta-train domains and one

meta-test domain in each iteration, by which a variety of domain shift scenarios

are simultaneously exploited in each iteration. The whole meta-learning process is

summarized in Algorithm 1 and the details are as follows:
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Meta-Train.

We sample batches in every meta-train domain Dtrn, denoted as T̂i (i = 1, ..., N−1),

and we conduct the cross-entropy classification based on the binary class labels in

each meta-train domain as follows:

LCls(T̂i)(θF , θM) =
∑

(x,y)∼T̂i

ylogM(F (x)) + (1− y)log(1−M(F (x))) (3.3.1)

where θF and θM are the parameters of the feature extractor and the meta learner.

In each meta-train domain, we can thus search the learning direction by calculating

gradient of meta learner w.r.t the loss (∇θMLCls(T̂i)(θF , θM)). The updated meta

learner (denoted as M ′
i) can be calculated as θMi

′ = θM − α∇θMLCls(T̂i)(θF , θM). In

the meantime, we incorporate face depth maps as the domain knowledge to regularize

the above learning process of the feature extractor as follows:

LDep(T̂i)(θF , θD) =
∑

(x,I)∼T̂i

‖D(F (x))− I‖2
(3.3.2)

where θD is the parameter of the depth estimator and I are the pre-calculated face

depth maps for input face images. We use the state-of-the-art dense face alignment

network named PRNet [31] to estimate depth maps of real faces, which serve as the

supervision for the real faces. Attacks are assumed to have no face depth so that

depth maps of all zeros are set as the supervision for fake faces.

Meta-Test.

Moreover, we sample batch in the one remaining meta-test domain Dval, denoted

as T̃ . By adopting fine-grained learning strategy, we encourage our fPAD model

trained on every meta-train domain can simultaneously perform well on the disjoint

meta-test domain so that our model can be trained to generalize well to unseen

attacks of various scenarios. Thus, multiple cross-entropy classifications are jointly

conducted over all the updated meta learners:
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N−1∑
i=1

LCls(T̃ )(θF , θMi

′) =
N−1∑
i=1

∑
(x,y)∼T̃

ylogMi
′(F (x))+(1−y)log(1−Mi

′(F (x))) (3.3.3)

The domain knowledge is also incorporated like meta-train:

LDep(T̃ )(θF , θD) =
∑

(x,I)∼T̃

‖D(F (x))− I‖2
(3.3.4)

Meta-Optimization.

To summarize all the learning information in the meta-train and meta-test for op-

timization, we jointly train the three modules in our network as follows:

θM ← θM − β∇θM (
N−1∑
i=1

(LCls(T̂i)(θF , θM) + LCls(T̃ )(θF , θMi

′))) (3.3.5)

θF ← θF − β∇θF (LDep(T̃ )(θF , θD) +
N−1∑
i=1

(LCls(T̂i)(θF , θM)

+ LDep(T̂i)(θF , θD) + LCls(T̃ )(θF , θMi

′)))

(3.3.6)

θD ← θD − β∇θD(LDep(T̃ )(θF , θD) +
N−1∑
i=1

(LDep(T̂i)(θF , θD))) (3.3.7)

Note that in (3.3.6), regression losses of depth estimation provides auxiliary supervi-

sion in the optimization of feature extractor. This can regularize the feature learning

process of the feature extractor. In this way, the classifications in (3.3.1) and (3.3.3)

within the meta learner are restrictively conducted in the feature space regular-

ized by the auxiliary supervision of domain knowledge. This makes meta-train and

meta-test focus on better-generalized learning directions.

Analysis.

This section provides more detailed analysis on the proposed method. The objective

of (3.3.5) in the meta-optimization is as follows (omitting θF for simplicity):

min
θM

N−1∑
i=1

(LCls(T̂i)(θM) + LCls(T̃ )(θMi

′)) (3.3.8)
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We do the first-order Taylor expansion on the second term as follows:

LCls(T̃ )(θMi

′) = LCls(T̃ )(θM − α∇θMLCls(T̂i)(θM)) =

LCls(T̃ )(θM) +∇θMLCls(T̃ )(θM)T (−α∇θMLCls(T̂i)(θM))
(3.3.9)

and the objective becomes:

min
θM

N−1∑
i=1

(LCls(T̂i)(θM) + LCls(T̃ )(θM)− α(∇θMLCls(T̂i)(θM)T · ∇θMLCls(T̃ )(θM)))

(3.3.10)

The above objective shows that meta-optimization finds the generalized learning

direction in the meta learner through: 1) minimizing losses in all meta-train and

meta-test domains 2) meanwhile coordinating the learning directions (gradients in-

formation) between meta-train and meta-test so that the optimization can be con-

ducted without overfitting to a single domain. It should be noted that there are two

major differences compared to vanilla meta-learning for DG: 1) the above objective

is conducted in feature space regularized by the domain knowledge supervision in-

stead of in instance space [69]. This makes both meta-train and meta-test focus

on better-generalized learning directions and thus their learning directions are more

likely to be coordinated in the task of fPAD (in the above third term). 2) vanilla

meta-learning for DG [69] is simply conducted between one aggregated meta-train

domain and one aggregated meta-test domain in each iteration. Comparatively, the

above objective is simultaneously conducted between multiple (N−1) pairs of meta-

train and meta-test domains in each iteration. This adopts a fine-grained learning

strategy that meta-learning is simultaneously conducted in a variety of domain shift

scenarios in each iteration. Thus our fPAD model can be trained to generalize well

to unseen attacks of various scenarios in each iteration.
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Figure 3.4: ROC curves of four testing sets for domain generalization of fPAD.

3.4 Experiments

3.4.1 Datasets and Experimental Settings

Datasets

The evaluation of our method is conducted on four public fPAD datasets that con-

tain both print and video replay attacks: Oulu-NPU [11] (O for short), CASIA-

MFSD [143] (C for short), Idiap Replay-Attack [18] (I for short), and MSU-MFSD [127]

(M for short). Compared to the seen training data, attacks from unseen materials,

illumination, background, resolution and so on cause significant domain shifts among

these datasets.

Settings

Following the setting in [106], one dataset is treated as one domain in our experi-

ment. We randomly select three datasets in four as source domains where domain

generalization is conducted. The left one is the unseen domain for testing, which is

unavailable in the training process. Half Total Error Rate (HTER) [8] (half of the

summation of false acceptance rate and false rejection rate) and Area Under Curve

(AUC) are used as the evaluation metrics in our experiments.

Implementations

Network Structure. Our deep network is implemented on the platform of Py-

Torch. The detailed structure of the proposed network is illustrated in Table 3.1.
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Training Details. The Adam optimizer [59] is used for the optimization. The

learning rates α, β are set as 1e-3. The batch size is 20 per domain, and thus 60 for

3 training domains totally. Testing. For a new testing sample x, its classification

score l is calculated for testing as follows: l = M(F (x)), where F and M are the

trained feature extractor and meta learner.

Table 3.1: The structure details of all components of the proposed network.

Feature Extractor

Layer Chan./Stri. Out.Size

Meta Learner

Layer Chan./Stri. Outp.Size

Depth Estimator

Layer Chan./Stri. Outp.Size

Input

image

Input

pool1-3

Input

pool1-1+pool1-2+pool1-3

conv1-1 64/1 256 conv2-1 128/1 32 conv3-1 128/1 32

conv1-2 128/1 256 pool2-1 -/2 16 conv3-2 64/1 32

conv1-3 196/1 256 conv2-2 256/1 16 conv3-3 1/1 32

conv1-4 128/1 256 pool2-2 -/2 8

pool1-1 -/2 128 conv2-2 512/1 8

conv1-5 128/1 128 Average pooling

conv1-6 196/1 128 fc2-1 1/1 1

conv1-7 128/1 128

pool1-2 -/2 64

conv1-8 128/1 64

conv1-9 196/1 64

conv1-10 128/1 64

pool1-3 -/2 32

3.4.2 Experimental Comparison

Baseline Methods.

We compare several state-of-the-art fPAD methods as follows: Multi-Scale LBP

(MS LBP) [82] ; Binary CNN [134]; Image Distortion Analysis (IDA) [127];

Color Texture (CT) [10]; LBPTOP [22]; Auxiliary [79]: To fairly compare

our method only using one frame information, we implement its face depth estima-

tion component(denoted as Auxiliary(Depth Only)). We also compare its reported

results (denoted as Auxiliary(All)); MMD-AAE [70]; and MADDG [106]. More-

over, we also compare the related state-of-the-art meta-learning for DG methods in

the fPAD task: MLDG [69]; Reptile [90]; and MetaReg [2].
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Table 3.2: Comparison (%) to fPAD methods on four testing sets for domain gen-

eralization on fPAD.

Method
O&C&I to M O&M&I to C O&C&M to I I&C&M to O

HTER AUC HTER AUC HTER AUC HTER AUC

MS LBP 29.76 78.50 54.28 44.98 50.30 51.64 50.29 49.31

Binary CNN 29.25 82.87 34.88 71.94 34.47 65.88 29.61 77.54

IDA 66.67 27.86 55.17 39.05 28.35 78.25 54.20 44.59

Color Texture 28.09 78.47 30.58 76.89 40.40 62.78 63.59 32.71

LBPTOP 36.90 70.80 42.60 61.05 49.45 49.54 53.15 44.09

Auxiliary(Depth Only) 22.72 85.88 33.52 73.15 29.14 71.69 30.17 77.61

Auxiliary(All) – – 28.4 – 27.6 – – –

MMD-AAE 27.08 83.19 44.59 58.29 31.58 75.18 40.98 63.08

MADDG 17.69 88.06 24.5 84.51 22.19 84.99 27.98 80.02

Ours 13.89 93.98 20.27 88.16 17.3 90.48 16.45 91.16

Table 3.3: Comparison (%) to meta-learning for DG methods on four testing sets

for domain generalization on fPAD.

Method
O&C&I to M O&M&I to C O&C&M to I I&C&M to O

HTER AUC HTER AUC HTER AUC HTER AUC

Reptile 23.64 85.06 30.38 78.10 36.13 69.01 22.88 82.22

MLDG 23.91 84.81 32.75 74.51 36.55 68.54 25.75 79.52

MetaReg 21.17 86.11 35.66 70.83 32.28 67.48 37.72 68.71

Ours 13.89 93.98 20.27 88.16 17.3 90.48 16.45 91.16

Comparison Results.

From comparison results in Table 3.2 and Fig. 3.4, it can be seen that the proposed

method outperforms the state-of-the-art fPAD methods [18, 134, 127, 10, 79]. This

is because all these methods focus on extracting differentiation cues the only fit

to attacks in the source domains. Comparatively, the proposed meta-learning for

DG trains our fPAD model to generalize well in the simulated domain shift scenario.

This significantly improves the generalization ability of the fPAD method. Moreover,

we also compare the DG with adversarial learning methods for fPAD [70, 106] and

our method also performs better. This is because instead of focusing on learning a
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domain shared feature space and training extra domain discriminators, our method

just needs to train a simple network with meta-learning strategy. This realizes the

DG for fPAD in a more feasible and efficient way.

Table 3.3 and Fig. 3.4 show that compared to some state-of-the-art vanilla meta-

learning for DG methods [69, 90], our method also outperforms them for the task of

fPAD. This illustrates that by addressing the above two issues, the proposed meta-

learning framework is more able to improve the generalization ability for the task

of fPAD.

3.4.3 Ablation Study

Components Evaluation.
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Figure 3.5: Evaluation of different components of proposed method in O&M&I to

C set for fPAD.

Considering that O&M&I to C set has the most significant domain shift, we eval-

uate different components of our method in this set for an example and experimental

results are shown in Fig. 3.5. Ours denotes the proposed method. Ours wo/meta

denotes the proposed network without the meta-learning component. In this set-

ting, we do not conduct the meta-learning in the meta learner part. Ours wo/reg

denotes the proposed network without domain knowledge regularization. In this

setting, we do not incorporate the face depth maps as the domain knowledge to

regularize the meta-learning process.

Figure 3.5 shows that the proposed network has degraded performance if any

component is excluded. Specifically, the results of Ours wo/meta verify that the
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meta-learning conducted in the meta learner benefits for the generalization ability

improvement. The results of Ours wo/reg show that without the regularization

of domain knowledge supervision, the performance of our meta-learning for DG

degrades significantly. This validates that by addressing the first issue, the proposed

meta-learning framework is more able to develop a generalized fPAD model.

Effectiveness of fine-grained learning strategy and second-order derivative

information.

As mentioned in the above analysis, compared to vanilla meta-learning for DG

methods, our method adopts a fine-grained learning strategy which can help to

develop fPAD model with the generalization ability to unseen attacks of various

scenarios. To verify the effectiveness of this strategy, we conduct our method in the

setting proposed in [69], where the proposed regularized meta-learning is only con-

ducted between one aggregated meta-train and one aggregated meta-test domains

in each training iteration. The comparison results are named as Ours (aggregation)

in Table 3.4. Table 3.4 shows that our method obtains better performance than

Ours (aggregation). This validates that the proposed meta-learning adopting fine-

grained learning strategy is more able to improve the generalization ability for the

task of fPAD. Moreover, the third term in (3.3.10) has the function of coordinating

the learning of meta-train and meta-test so as to prevent the optimization process

from overfitting to a single domain. This improves the generalization ability but

at the same time involves the second-order derivative computation of parameters of

meta learner. Some works such as Reptile [90] uses a first-order approximation to

decrease the computation complexity. We thus compare a method named as Ours

(First-order) in Table 3.4 that replaces the second-order derivative computation in

meta learner with the first-order approximation proposed in Reptile [90]. Results

show that our method performs better, which verifies that the second-order deriva-

tive information in the third term of (3.3.10) is more effective and plays a key role

in the generalization ability improvement for the task of fPAD.
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Table 3.4: Effectiveness of fine-grained learning strategy and second-order derivative

information.

Method
O&C&I to M O&M&I to C O&C&M to I I&C&M to O

HTER AUC HTER AUC HTER AUC HTER AUC

Ours (Aggregation) 14.54 92.87 24.28 85.29 20.07 88.13 17.94 90.69

Ours (First-order) 17.93 87.36 27.47 82.17 26.24 79.32 19.24 87.82

Ours 13.89 93.98 20.27 88.16 17.3 90.48 16.45 91.16

3.4.4 Attention Map Visualization

Binary CNNOriginal Ours

Figure 3.6: Attention map visualization of Binary CNN and our method for testing

samples of attacks in O&M&I to C set. (Best reviewed in colors)

To provide more insights on why our method improves the generalization ability

for the task of fPAD, we visualize the attention map of networks by the Global

Average Pooling (GAP) method [145]. Figure 3.6 shows some examples of visual-

ization results for the testing samples of attacks between Binary CNN [134] and our

method. In [134], authors train a CNN only with supervision of binary class labels
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in the fPAD task. This makes the model focus on capturing biased differentiation

cues with poor generalization ability. In the visualization of Binary CNN of Fig. 3.6,

it can be seen that when encountering unseen testing attacks, this method pays the

most attention to extracting the differentiation cues in the background (row 1-2) or

on paper edges/holding fingers (row 3-5). These differentiation cues are not gen-

eralized because they will be changed if the attacks are from a new background or

without clear paper edges. Comparatively, Fig. 3.6 shows that our method always

focuses on the region of internal face for searching differentiation cues. These dif-

ferentiation cues are more likely to be intrinsic and generalized for fPAD and thus

the generalization ability of our method can be improved.

3.5 Conclusion

To improve the generalization ability of fPAD methods, we cast fPAD as a do-

main generalization problem, which is addressed in a new regularized fine-grained

meta-learning framework. The proposed framework conducts meta-learning in the

feature space regularized by the domain knowledge supervision. In this way, better-

generalized learning information for fPAD can be meta-learned. Besides, a fine-

grained learning strategy is adopted which enables a variety of domain shift sce-

narios to be simultaneously exploited for meta-learning so that our model can be

trained to generalize well to unseen attacks of various scenarios. Comprehensive

experimental results validate the effectiveness of the proposed method statistically

and visually.
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Chapter 4

Joint Discriminative Learning of

Deep Dynamic Textures for 3D

Mask Face Presentation Attack

Detection

4.1 Introduction

In recent years, face recognition has been successfully used in a variety of appli-

cations, such as automated teller machines (ATMs), mobile phones and entrance

guard systems. Along with this trend, spoofing attacks have become an increasingly

critical concern in the face recognition community [46, 35]. In recent years, methods

based on hand-crafted features [82, 18, 22] or deep features of convolutional neural

networks (CNN) [134, 79] have been proposed to solve 2D face presentation attacks

based on photos or videos, and promising results have been obtained. However,

the rapid development of 3D reconstruction with 3D printing techniques has led to

many kinds of affordable [28] and hyper-real masks [76], and has made 3D mask

attacks a new challenge in face presentation attack detection (fPAD).

Despite the success of fPAD methods for photo and video attacks, due to sim-

69



Frame 1 Frame 5 Frame 10 Frame 15 Frame 20 Frame 25

real

fake

Figure 4.1: Comparison of the internal facial motions across frames between a real

face and a 3D mask. Most regions of a real face, such as the eyes, mouth, and cheek

regions, have richer facial motions than a 3D mask, which leads to differences in

facial dynamic patterns.

ilarities in the appearances and geometric properties between 3D masks and live

faces, most existing fPAD methods are not able to deal with 3D mask attacks.

The texture-based method is one of the most widely used 3D mask fPAD meth-

ods. By concatenation of different local binary patterns (LBP) descriptors, Multi-

Scale LBP [82] can effectively capture texture differences between genuine faces and

3D masks and achieves promising results on 3DMAD dataset with different classi-

fiers [28]. However, when facing hyper-real masks1 with imperceptible differences in

appearance from genuine faces, the Multi-Scale LBP cannot fully capture the subtle

texture differences [76]. More importantly, as shown in [76], texture-based methods

mentioned in [18, 28] are not robust to different mask appearances, so they can-

not be well generalized under the cross-dataset scenario (in which the training and

testing data are taken from different datasets) [76]. Recently, a method based on

remote photoplethysmography (rPPG) [76] has shown the ability to distinguish real

faces and 3D masks by analyzing different heartbeat signals, which allows promising

performance in both intra- and cross-dataset test scenarios. However, this method

requires a sufficient exposure rate to extract clear rPPG signals from videos, so

it requires good light conditions and is sensitive to different camera settings (e.g.,

exposure rate).

1A super realistic 3D mask build from REAL-F: real-f.jp
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...Original image

Figure 4.2: Texture responses in feature channels of the lower convolutional layer of

a sample.

To address these limitations, we propose a novel method for 3D mask fPAD

by exploiting the deep dynamic texture as a more intrinsic and generalized visual

cue for mask detection. Because the entire face region is covered by an integrated

mask material, the internal facial motion patterns of 3D masks differ from those

of real faces. As illustrated in Fig. 4.1, various spontaneous local facial muscle

movements, caused by eye blinking, lip movements, and movements of some other

facial components, lead to various local facial motion patterns with low consistency,

whereas a more uniform motion pattern appears on the 3D mask. However, it

is difficult to clearly observe such facial motion differences in videos where the real

person does not smile. That is to say, normally, a large portion of these facial motion

differences are too subtle to be easily detected by human eyes (or by existing fPAD

methods based on hand-crafted features). To fully capture the various subtle facial

motions, and inspired by the recent success of CNNs in pattern classification [63, 114,

118, 48], we propose to exploit the dynamic information from the texture features of

the convolutional layer of CNN. Compared to the higher fully connected layers that

represent coarse global category information [138, 125, 47, 1], the feature channels of

a lower convolutional layer contain various texture patterns [6, 20, 138]. As shown

in Fig. 4.2, the original image of a sample can be decoupled into various texture
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responses in the feature channels of a convolutional layer, which we regard as various

fine-grained deep textures. Therefore, every local region of the face can be described

by various fine-grained deep textures. By exploiting the dynamic information of

various fine-grained deep textures, the motion pattern of each local region of the

face can be described by the proposed visual cues of multiple deep dynamic textures,

and thus various subtle facial motions can be captured. Consequently, our method

can differentiate the subtle motion differences between a real face and a 3D mask.

Moreover, the motion-based characteristic of deep dynamic texture is invariant to

various mask appearances, which suggests that this feature can be exploited as a

visual cue with a high generalization ability for 3D mask fPAD. Because the deep

dynamic texture is based on the motion pattern, it is less sensitive to differences in

light conditions and camera settings (e.g., exposure rate).

Since a CNN pre-trained on ImageNet dataset [24] is for distinguishing generic

objects, not texture information of all feature channels from a convolutional layer

is useful for our particular task and some of them may serve as noise. To obtain

a more discriminative dynamic texture feature, we further incorporate the channel-

discriminability constraint into feature learning process to weight the discriminabil-

ity of feature channels, which further emphasize the channels of strong discriminabil-

ity for dynamic texture learning.

Moreover, we further find that not all deep dynamic textures from different

spatial regions in each feature channel are beneficial for face/mask classification.

Therefore, in addition to channel-discriminability, we further incorporate spatial

weighting and performs feature learning of channel- and spatial-discriminability of

different channels simultaneously in a unified feature learning framework. For this

feature learning framework, we propose a new optimization algorithm to effectively

learn the channel- and spatial-discriminability and include an experimental analysis

of the convergence property.

Note that some motion-based methods have been proposed to capture the dif-

ferent subconscious motions of muscles in live faces compared to 3D masks. Among
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these methods, a kind of hand-crafted dynamic texture called LBP-TOP is proposed

in [22, 21] to capture the motion pattern for fPAD. However, this hand-crafted fea-

ture is pre-designed depending simply on our prior knowledge, which leads to limited

description ability. CNN learns features from large-scale visual data in a hierarchi-

cal manner, which ensures that the powerful abstract concept recognition ability

of features in the CNN’s higher layer is derived from the rich descriptive low-level

features in the lower layer. This suggests that the deep textures extracted from the

lower convolutional layer have a strong description ability. Therefore, the dynamic

feature estimated from these deep textures, which we call deep dynamic texture, is

more able to differentiate subtle facial motion differences in various facial regions

between real faces and 3D masks than hand-crafted dynamic textures.

The main contributions can be summarized as follows:

� We propose a new feature, named deep dynamic texture for 3D mask fPAD.

The proposed feature exploits the dynamic information of textures from a

CNN’s convolutional layer, and is able to capture subtle facial motion differ-

ences between real faces and masked faces with strong generalization ability.

� We propose a channel-discriminability constraint which is adaptively incorpo-

rated to weight the discriminability of feature channels in the learning process.

Therefore, more discriminative deep convolutional dynamic textures are fur-

ther emphasized.

� We propose a joint discriminative learning model on deep dynamic textures.

By jointly learning the spatial- and channel-discriminability to weight the deep

dynamic textures with respect to different spatial regions and feature channels,

the effects of deep dynamic textures with strong discriminability for face/mask

classification can be further enhanced in terms of spatial regions and feature

channels.
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4.2 Related Work

Face Presentation Attack Detection

Appearance Based Approach. Texture-based methods argue that texture fea-

tures are capable of differentiating artifacts caused by photo and video attacks in

spoof faces from genuine faces and have achieved encouraging results [82, 18, 28, 85].

However, these methods cannot extract fine-grained features to cope with hyper-real

mask attacks [76]. In addition, due to the intrinsic appearance-based nature of these

methods, they may easily suffer from overfitting to one particular illumination or

mask appearance and hence have poor generalization ability. The method based on

Image distortion analysis (IDA) [127] detects the surface distortions caused by the

lower appearance quality of images or videos compared to real face skin. However,

when facing hyper-real masks with imperceptible differences in appearance quality

compared to genuine faces, this method is not sufficiently discriminative.

Motion Based Approach. Motion-based methods exploit unconscious facial mo-

tions to detect photo and video attacks [22, 21, 113, 116, 60, 4]. However, the

methods mentioned above all adopt hand-crafted features, and some of them focus

only on specific facial components that are not sufficiently descriptive and com-

prehensive to differentiate subtle facial motion differences in various facial regions

between real faces and 3D masks. In addition, [4] proposes to distinguish a face

and a photo by analyzing the differences between the characteristics of the optical

flow field generated by a planar object and a three-dimensional object. However,

this method assumes that the fake face is on a plane, so it may not be applicable to

the three-dimensional face model (3D masks) or some seriously bent or folded face

images.

Approach Based on Other Cues. Other methods have been proposed based

on sources other than 2D intensity images, such as 3D structure [126] and spoof-

ing context [61]. Moreover, multi-spectrum analysis [144] yields promising results

because it relies on the fact that 3D masks and real faces have different reflectance

frequency responses. However, these methods require specific equipment and hence
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have a narrower application range. In addition, the rPPG-based method [76, 77]

copes with 3D mask attacks from a new aspect, by analyzing different heartbeat

signals between real faces and 3D masks. However, this method is sensitive to light

conditions and camera settings. Liu et al. [79] propose to learn a CNN-RNN model

to estimate the face depth with pixel-wise supervision, and to estimate rPPG signals

with sequence-wise supervision. However, the learned depth information is ineffi-

cient for 3D mask attacks because real faces and 3D masks have similar depth and

3D structure information.

Exploitation of Convolutional Features

The convolutional feature is widely exploited in many pattern recognition tasks.

Babenko et al. [1] propose a descriptor based on sum-pooled convolutional features

(SPoC descriptors) to improve the retrieval task efficiently. Cimpoi et al. [20] pro-

pose a new texture descriptor, FV-CNN, which is obtained by imposing Fisher

Vector pooling on the features of a convolutional layer. Wang et al. [125] develop a

new tracking method that combines the convolutional features of different levels to

exploit the complementarity of different convolutional features in handling drastic

appearance changes and in distinguishing the target object from similar distracters.

However, these methods all focus on exploiting the convolutional features to form

appearance-based descriptors. In contrast, the proposed method further imposes

the motion estimation method on the convolutional features to form motion-based

descriptors, which have stronger generalization ability than the appearance-based

descriptors [127] and thus are more suitable for differentiation of real faces and

various 3D masks.
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Figure 4.3: A overview diagram of the proposed method which only considers

channel-discriminability constraint. First, subtle facial motions on all the K con-

volutional channels are estimated, which forms a deep dynamic textures set V .

Then the deep convolutional dynamic texture U is learned from all channels with a

channel-discriminability constraint D, which is finally fed into a classifier.

4.3 Proposed Method

4.3.1 Overview

The proposed method consists of three main blocks: First is subtle facial motion

estimation. We have two different feature learning for the estimated facial motion

in the second block. As illustrated in Fig. 4.3, a deep convolutional dynamic tex-

ture learning is proposed in the second block. For a more discriminative feature

learning, as illustrated in Fig. 4.4, a deep dynamic texture joint learning is proposed

in the second block. The third block is classification. Given a preprocessed [3]

input video, all feature channels of a convolutional layer of every frame are first

extracted using a pre-trained CNN. The subtle facial motions on each feature chan-

nel (of all frames) are then estimated using a motion estimation method such as

optical flow [5], thus forming a preliminary feature set of multiple deep dynamic

textures. The deep convolutional dynamic texture is learned from all convolutional

channels with a channel-discriminability constraint as shown in Fig. 4.3, and the

channel- and spatial-discriminability are then jointly learned with the preliminary
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Figure 4.4: Overview diagram of the proposed method which considers spatial and

channel-discriminability. Three main components are included: 1) subtle facial mo-

tion estimation, 2) deep dynamic texture joint learning, and 3) classification. First,

subtle facial motions are estimated from all K feature channels to form a prelim-

inary feature set of multiple deep dynamic textures. The channel- and spatial-

discriminability (D and S) are then jointly learned from the preliminary feature sets

of all training samples V to encode the most discriminative information of the mul-

tiple deep dynamic textures for our task. The classification is eventually performed

on the estimated feature sets with the learned channel- and spatial-discriminability.

feature sets of all training samples as illustrated in Fig. 4.4. The classification is

eventually performed on the estimated feature sets with the learned channel- and

spatial-discriminability.

4.3.2 Subtle Facial Motion Estimation

With limited training samples in the 3D mask datasets [28, 76, 85], the traditional

domain transfer approach of fine-tuning [41, 54, 105] is not effective for our task.

Therefore, we directly use a pre-trained CNN to extract features to estimate subtle

facial motions.

Given an aligned face video sequence, we input each frame into a pre-trained
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CNN. We then extract the feature channels (feature maps) of a lower convolutional

layer for each frame. Thus, we obtain a set of convolutional feature channels for

an input video denoted as {Xt}Tt=1, where Xt∈ RW×H×K , W,H are the height and

the width of a channel, respectively, and K is the total number of channels in a

convolutional layer. t = 1, 2, ..., T is the frame index of a video.

It has been shown that the feature channels of a lower convolutional layer contain

various fine-grained textures [6, 20, 138], which we regard as deep textures. Every

local region of the face can be described by various fine-grained textures. There-

fore, the motion pattern of each local region of the face can be described by the

motion features estimated from the multiple fine-grained deep textures. We regard

these features as multiple deep dynamic textures, and they can capture subtle facial

motions.

Based on this analysis, we arrange the time sequence for each feature channel

of all frames, from which we estimate the motion patterns and extract the dy-

namic features. More precisely, each input raw video is decomposed into K feature

channel time sequences, which are regarded as {Ci}Ki=1, where Ci∈ RW×H×T and

i = 1, 2, ..., K is the channel index in a convolutional layer. For each feature channel

time sequence Ci, we use optical flow to model the dynamic information of each

deep texture. Optical flow can describe local dynamics based on local derivatives

in a given image sequence. Based on the assumption of brightness constancy and

spatial smoothness, optical flow is calculated between two frames by solving the

motion constraint equation:

∂I

∂x
u+

∂I

∂y
v +

∂I

∂t
= 0 (4.3.1)

where ∂I
∂x

, ∂I
∂y

, and ∂I
∂t

are the spatiotemporal image brightness derivatives, u is the

horizontal optical flow, and v is the vertical optical flow, which describe local pixel

translation. The Lucas-Kanade Method [5] is used in the proposed method to calcu-

late u and v. Normally, optical flow describes the motion direction and motion mag-

nitude simultaneously, but here we adopt only the motion magnitude information

for computational efficiency. Thus, for every corresponding pixel of two consecutive
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Figure 4.5: Some experimental results, which represent the average responses of

corresponding channels of a convolutional layer from all training samples.

frames, we use the formula
√
u2 + v2 to represent the dynamic information.

After computing the optical flows for every two consecutive frames of each feature

channel time sequence, we calculate the average optical flow and reshape it into a

deep dynamic texture vector.

4.3.3 Deep Dynamic Texture Learning with Adaptive Channel-

discriminability

In this subsection, we introduce the designed feature learning for extracted deep

dynamic texture, namely deep dynamic texture learning with adaptive channel-

discriminability. For all the K convolutional channel time sequences of each video

sample, we estimate the preliminary deep dynamic texture set denoted as V ∈ RK×N ,

where N = W × H. For each input subject, given the feature set V ∈ RK×N ,

which encodes the subtle motion patterns of 3D masks and real faces, we want to
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learn the discriminative deep dynamic texture which integrates fine-grained dynamic

textures of different channels. In our study, we found that some convolutional feature

channels are not able to produce strong responses for both 3D masks and real faces,

which may lead to inaccurate motion estimation results. As illustrated in Fig. 4.5,

for the corresponding feature channels of a convolutional layer from all training

samples, the average deep texture responses are calculated respectively. From the

examples, we can see that the Channel 179, 229, 22, and 21 are not able to generate

strong responses for both 3D masks and real faces. Therefore, the dynamic texture

learned from these non-informative channels may be ambiguous for real face and 3D

mask differentiation, which will degrade the discriminability of the learned dynamic

texture feature.

To address this issue, in our dynamic texture learning framework, we further

introduce the channel-discriminability constraint which adaptively measures and

weights the discriminability of feature channels in the learning process so that more

discriminative feature channels (e.g. Channel 121, 42, 168, and 130 in the Fig. 4.5)

can be further emphasized for dynamic texture learning. Then, for each input sam-

ple, the joint learning framework for the dynamic texture and the discriminability

constraint are formulated as follows:

min
D,U l

1

2

N∑
l=1

‖DV l − U l‖2

s.t.‖D‖2 = 1

(4.3.2)

where N = W × H, V l∈ RK×1 denotes the the l-th column of deep convolutional

dynamic texture set V and U l denotes the l-th column of deep convolutional dy-

namic texture vector U∈ R1×N . And vector D∈ R1×K represents the channel-

discriminability constraint, which is exploited to weight different feature channels

when learning the dynamic texture feature. We can see that the learning framework

(4.3.2) aims to learn a feature vector which approximates the weighted aggregation

of fine-grained dynamic texture features of different channels under some distance

metric. Here we use Euclidean distance metric for its simplicity and differentiability.
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However, in the learning framework (4.3.2), the constraint vector D is trained

only with one sample, which is not able to contain the channel-discriminability in-

formation reflected by all training samples. In order to develop a constraint vector

with more comprehensive discriminability information, we propose to learn the vec-

tor D from all training samples with proper priori knowledge. More specifically, the

channel discriminability is measured based on two criteria: intra-class variance and

inter-class variance, which means a more discriminative channel should have smaller

intra-class variance while having larger inter-class variance. Consequently, we adopt

fisher criteria to measure the discriminability for each channel.

Adaptive Channel-discriminability Constraint Learning. Given M training

subject videos, there are Mi samples for each class i respectively, where class i =

1, 2. And we select first frame of each video for channel-discriminability constraint

learning. Then we consider k-th channel (k = 1, 2, ..., K) of all the M samples.

The corresponding feature channels of Mi samples of class i are denoted as {F i
1(k),

F i
2(k),..., F i

Mi
(k)}, where F i

Mi
(k)∈ RN×1, N = W ×H.

For the k-th channel, the prior probability of class i is estimated by Pi(k) = Mi
2∑

i=1
Mi

.

The class mean is µ̂i(k) = 1
Mi

Mi∑
j=1

F i
j (k) and gross mean is µ̂(k) =

2∑
i=1

Pi(k)µ̂i(k).

Therefore, the sample covariance matrix Ŝi(k) of class i is estimated as

Ŝi(k) =
1

Mi

Mi∑
j=1

(F i
j (k)− µ̂i(k))(F i

j (k)− µ̂i(k))T (4.3.3)

Thus, the within-class scatter matrix and between-class scatter matrix can be

estimated as

Sw(k) =
2∑
i=1

Pi(k)Ŝi(k) (4.3.4)

and

Sb(k) =
2∑
i=1

Pi(k)(µ̂i(k)− µ̂(k))(µ̂i(k)− µ̂(k))T (4.3.5)

Finally, we measure the k-th channel-discriminability as the k-th component of

vector D:

D(k) = trace(S−1
w (k)Sb(k)), k = 1, 2, ..., K (4.3.6)
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After calculating discriminability of all channels, we obtain a channel-discriminability

constraint vector D∈ R1×K . In our implementation, to remove the negative effects

of texture features from non-informative channels, we persevere the 40 largest com-

ponents in vector D and set the remaining ones to be zero. Then we perform the

normalization on D. Thus, for each input subject video sequence, by taking the

derivatives of the objective function in (4.3.2) and then setting it to be zero, we can

learn the final deep convolutional dynamic texture vector:

U l = DV l, l = 1, 2, ..., N (4.3.7)

Computational Complexity

The major computation time of the proposed method is due to the following pro-

cess: deep convolutional dynamic texture learning. In this process, we firstly do

channel-discriminability constraint learning. For one of the K channels, the compu-

tational complexity of prior probability calculation is O(I2), where I is the number

of classes of training samples. The computational complexity of all class mean cal-

culation is O(MN), where M is the number of training samples and N = W ×H.

The computational complexity of gross mean calculation is O(NI). And the com-

putational complexity of sample covariance matrix is O(MN2). Thus, the compu-

tational complexity of within-class scatter matrix and between-class scatter matrix

are both O(N2I) . For all the K channels, the computational complexity of channel-

discriminability constraint vector D calculation is O(KN3). And then, the compu-

tational complexity of deep convolutional dynamic texture calculation is O(KN).

4.3.4 Joint Discriminative Learning of Deep Dynamic Tex-

tures

In this subsection, we introduce an improved feature learning for extracted deep

dynamic texture, namely joint discriminative learning of deep dynamic textures.

Given the overall preliminary feature sets of the M training samples {Pm}Mm=1, where

Pm∈ RN×K , we first rearrange them as {Vi}Ki=1, where Vi ∈ RN×M is composed of
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the i-th deep dynamic textures of all M training samples. Because the K deep

dynamic textures are all estimated from a CNN pre-trained on a large scale dataset

such as ImageNet [63], not all deep dynamic textures are useful for our task, and it

is thus desirable to weight the importance of different deep dynamic textures based

on their discriminability.

As illustrated in Fig. 4.5, for the corresponding feature channels of a convolu-

tional layer from all training samples, the average deep texture responses are cal-

culated respectively. These figures show that both strong and weak responses of

deep textures exist not only in different channels but also in different spatial regions

of each channel. Normally, informative deep dynamic textures are more likely to

be estimated from stronger responses of deep textures, and these informative fea-

tures are more likely to differentiate the subtle facial motion differences between

live faces and 3D masks. That is to say, deep dynamic textures with stronger dis-

criminability are more likely to be estimated from stronger deep texture responses.

Based on the above analysis and the observations of Fig. 4.5, we can conclude that

the discriminability of the estimated deep dynamic textures differs among channels

and among spatial regions in each channel, which means the difference exists in the

channel- and spatial-discriminability of deep dynamic textures. Therefore, the dis-

criminative learning model should be able to capture the difference in channel- and

spatial-discriminability for feature learning, which would enable more discriminative

features to play more important roles in face/mask decision. For this purpose, one

objective of the learning model is to weight the deep dynamic textures by jointly

learning the channel- and spatial-discriminability as follows:

min
{Di},{Si}

K∑
i=1

(Di‖fSi
(Vi)− Y ‖2

F ) + θΩ(D) (4.3.8)

where fSi
(·) is the classifier parameterized by the spatial-discriminability Si ∈ RN×1

of the i-th deep dynamic texture. The multiple deep dynamic textures {Vi}Ki=1 are

fed into their corresponding classifiers for multiple learning tasks, with the ground

truth label set Y ∈ {0, 1} . D = [D1, ..., Di, ..., DK ] ∈ R1×K , where Di denotes
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the channel-discriminability of the i-th deep dynamic texture. We can see that the

model in (4.3.8) aims to learn the channel- and spatial-discriminability of every deep

dynamic texture, which are encoded in Di and Si. This is reached by minimizing the

weighted sum of the prediction losses of multiple classifiers for corresponding deep

dynamic textures subject to the regularization term Ω(D). The proper formulation

of Ω(D) can help to avoid some trivial solutions (e.g. Di = 0 for all i). Our

study shows that it is very important to associate each prediction loss with the

channel-discriminability in the learning model. As shown in Fig. 4.5, some feature

channels, such as Channels 179, 229, 22, and 21, cannot produce strong deep texture

responses for both 3D masks and real faces in all spatial regions. This means that the

extracted deep textures from all spatial regions in these channels are non-informative

for estimation of deep dynamic textures. Therefore, the corresponding deep dynamic

textures estimated from these non-informative channels may all be ambiguous for

differentiation of real faces and 3D masks and may thereby serve as noise. That is to

say, the discriminability of these channels is weak, and it is meaningless to optimize

the prediction losses of these features in channels with weak discriminability. As

such, we should incorporate D which encodes the channel-discriminability into the

learning model (4.3.8) to suppress their effects on minimizing the overall prediction

loss of the whole learning model.

Moreover, in the informative channels, the multiple deep textures share some

similar spatial structures. For example, Channels 121, 42, 168, and 130 in Fig. 4.5

all have clear responses in some common facial spatial regions such as the eyes,

mouth, nose and cheeks. Therefore, the discriminative dynamic textures from these

informative channels are more likely to exist in some similar spatial regions. This

means that channel-shared spatial-discriminability exists among different deep dy-

namic textures. On the other hand, despite the similarities of spatial structures

among different deep dynamic textures, some characteristic spatial focuses of these

deep dynamic textures may also contribute to the differentiation of real faces and

masks. For example, Channel 130 has stronger responses around the eyes but weaker
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responses in the cheek region than Channel 168. As mentioned above, stronger

(weaker) responses of deep textures are more (less) informative for estimation of

discriminative deep dynamic textures, which implies that the discriminability of

deep dynamic textures also differs in some characteristic spatial regions. Therefore,

channel-specific spatial-discriminability exists in every deep dynamic texture.

In the non-informative channels, weak deep texture responses existing in all

spatial regions lead to irregular spatial structures, and it is thereby less likely to

extract deep dynamic textures with similar spatial-discriminability.

Based on the above analysis, we can deduce that channel- and spatial-discriminability

are closely related and that deep dynamic textures in channels with stronger channel-

discriminability (e.g., informative channels) will be more likely to share similar

spatial-discriminability than those with weaker channel-discriminability (e.g., non-

informative channels). Therefore, to more accurately learn the discriminability of

the feature elements for face/mask classification, the model should capture the rela-

tionship between channel- and spatial-discriminability and learn the channel-shared

and channel-specific spatial-discriminability. To this end, we incorporate the follow-

ing constraint into model (4.3.8):

Si = W0 +
1

Di

Wi, (i = 1, 2, ..., K) (4.3.9)

where W0 is the channel-shared spatial-discriminability of all deep dynamic textures

and Wi is the channel-specific spatial-discriminability of the i-th deep dynamic tex-

ture. For the sake of tractable optimization and efficient computation, we assume

that the feature elements in different spatial regions of different channels are linearly

dependent. The classification model can thus be formulated as:

fSi
(Vi) = STi Vi, (i = 1, 2, ..., K)

s.t.Si = W0 +
1

Di

Wi

(4.3.10)

Formulation (4.3.9) shows that the deep dynamic textures with weaker channel-

discriminability (i.e., smaller Di) will give greater flexibility for Si to be less sim-
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Figure 4.6: Illustration of the joint learning model. In this model, the channel-

discriminability Di(i = 1, 2, ...K) and spatial-discriminability (channel-specific

spatial-discriminability denoted as Wi(i = 1, 2, ...K) and channel-shared spatial-

discriminability denoted as W0) are jointly learned. Channel-discriminability learn-

ing is incorporated to adjust the spatial-discriminability learning in an adaptive

manner.

ilar to other features (larger 1
Di
Wi) due to the irregular spatial structure of these

features. This spatial relatedness of discriminative information among the multi-

ple deep dynamic textures is further used to weight the deep dynamic textures,

as formulated in (4.3.10). The channel-shared spatial-discriminability W0 encodes

the shared discriminative information in spatial regions, which is reliable and cap-

tures the consistency of different features, whereas a channel-specific term Wi mul-

tiplied by channel-discriminability Di in an inverse proportional way unveils specific

discriminative information in spatial regions, which is complementary among the

multiple deep dynamic textures. Both contribute to the precise overall spatial-

discriminability Si of every deep dynamic texture and help to discover more precise

importance weighting of different deep dynamic textures in terms of spatial regions.
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Joint Learning Model

Based on the aforementioned analysis, we formulate the objectives as mentioned

above into a unified joint discriminative feature learning model as follows:

min
{Di},{Wi},W0

K∑
i=1

(Di‖STi Vi − Y ‖2
F + β‖ 1

Di

Wi‖2
2)

+ λ‖W0‖2
2 + θ‖D‖2

2

s.t.Si = W0 +
1

Di

Wi

(4.3.11)

where ‖ • ‖F denotes the Frobenius norm. The regularization terms ‖ 1
Di
Wi‖2

2,

‖W0‖2
2, and ‖D‖2

2 are based on `2 norm so that a reliable and effective closed-form

solution can be achieved for our joint learning model. Specifically, the regulariza-

tion term ‖ 1
Di
Wi‖2

2 can help to avoid a trivial solution that Di = 0 for all i in

minimizing (4.3.11). β, λ, and θ are three hyperparameters used to control the

trade-off among the regularization for the channel-discriminability component, the

channel-shared spatial-discriminability component, and the channel-specific spatial-

discriminability component. From (4.3.11), it can be seen that each channel-specific

spatial-discriminability learning is adaptively adjusted by corresponding channel-

discriminability learning via inverse proportion multiplication, which leads to more

precise overall spatial-discriminability learning. Fig. 4.6 illustrates the whole idea

of the joint learning model.

Optimization

Optimization can be achieved by iterating the following three steps.

STEP 1. Fixing the variables Wi, Di, minimizing the function over W0:

min
W0

K∑
i=1

(Di‖(W0 +
1

Di

Wi)
TVi − Y ‖2

F ) + λ‖W0‖2
2 (4.3.12)

This is an unconstrained minimization problem whose solution can be calculated as:

W0 = [
∑

i=1(DiViV
T
i ) + λI]−1

∑
i=1(DiViY

T − ViV T
i Wi)

STEP 2. Fixing the variables W0, Di, minimizing the function over Wi:
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min
{Wi}

K∑
i=1

(Di‖(W0 +
1

Di

Wi)
TVi − Y ‖2

F + β‖ 1

Di

Wi‖2
2) (4.3.13)

The above problem can be decoupled into K independent Frobenius-regularized

unconstrained least square problems:

min
Wi

(Di‖(W0 +
1

Di

Wi)
TVi − Y ‖2

F + β‖ 1

Di

Wi‖2
2) (4.3.14)

The optimal solution of (4.3.14) can be given as:

Wi = ( 1
Di
ViV

T
i + β

D2
i
I)−1Vi(Y

T − V T
i W0)

STEP 3. Fixing the variables W0, Wi, minimizing the function over Di:

min
{Di}

K∑
i=1

(Di‖(W0 +
1

Di

Wi)
TVi − Y ‖2

F + β‖ 1

Di

Wi‖2
2) + θ‖D‖2

2 (4.3.15)

Note that all the Dis in the above formulation are independent of each other. Hence,

we turn to solve the following K independent sub-problems:

min
Di

(Di‖(W0 +
1

Di

Wi)
TVi − Y ‖2

F + β‖ 1

Di

Wi‖2
2 + θD2

i ) (4.3.16)

The solution of (4.3.16) is equal to the solution of the following quartic equation:

AD4
i +BD3

i + CDi + E = 0

where, A = 2θ,

B = Trace(V T
i W0 − Y T )(W T

0 Vi − Y ),

C = −Trace(V T
i WiW

T
i Vi),

E = −2β‖Wi‖2
2

(4.3.17)

We choose the result that is a real positive number and gives the minimum result

of (4.3.16). We summarize our optimization for (4.3.11) in Algorithm 2.

Classification Score Computing

In the classification process, for a new input sample with multiple deep dynamic

textures {vi}Ki=1, where vi ∈ RN×1, given the learned channel-discriminability D,

88



Algorithm 2 Our method for optimizing the problem (4.3.11)
Input:Y, Vi, β, λ, θ,MaxIter

Initialization: W0,Wi ∈ RN×1 are random vectors, D ∈ R1×K is set as the vectors of ones,

Di ∈ R is one of the component of vector D, IterOut = 1;

1: while IterOut < MaxIter do

2: W0 ←− [
∑
i=1(DiViV

T
i ) + λI]−1

∑
i=1(DiViY

T − ViV Ti Wi)

3: for i = 1; i < K; i+ + do

4: Wi ←− ( 1
Di
ViV

T
i + β

D2
i
I)−1Vi(Y

T − V Ti W0)

5: end for

6: for i = 1; i < K; i+ + do

7: Solving AD4
i +BD3

i + CDi +E = 0, where A = 2θ,B = Trace(V Ti W0 − Y T )(WT
0 Vi −

Y ), C = −Trace(V Ti WiW
T
i Vi), E = −2β‖Wi‖22.

8: Di ←− Di

9: end for

10: IterOut = IterOut+ 1

11: end while

12: return W0, {Wi}Ki=1, D

channel-specific spatial-discriminability {Wi}Ki=1, and channel-shared spatial-discriminability

W0, we can perform classification based on the three learned components; the final

classification score l is computed as follows:

l =
K∑
i=1

DifSi
(vi) =

K∑
i=1

Di(S
T
i vi)

where, Si = W0 +
1

Di

Wi

(4.3.18)

Computational Complexity

The major computation time of the proposed method is due to the following process:

deep dynamic texture joint learning. In this process, we learn the three variables

D, Wi, and W0 iteratively. In each iteration, when the variables Wi, Di are fixed,

the computational complexity of minimization of W0 is O(MN2 +N3), where M is

the number of training samples and N = W × H. When the variables W0, D are

fixed, the computational complexity of minimization of Wi is O(N2 + N3). When

the variables W0, Wi are fixed, the computational complexity of minimization of D
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is O(N3).

4.4 Experiments

4.4.1 Datasets and Experimental Settings

Datasets

3DMAD. 3DMAD [28] is a public mask attack dataset composed of the 3D masks

from Thatsmyface.com2. This dataset contains 17 subjects, 3 sessions, and 255

videos (76500 frames). Each subject corresponds to 15 videos with 10 live faces

and 5 masked faces. Videos are recorded through Kinect and are equipped with

color and depth information in 640*480 resolution. In our experiments, following

the experimental setting in [28], only the color information is used for comparison.

Supplementary Dataset. 3DMAD is a popular dataset for 3D mask fPAD that

contains a large number of videos from numerous 3D masks. However, it still has

some deficiencies: 1) The mask diversity is limited. This dataset contains only

one type of masks from Thatsmyface.com, which cannot fully reflect the variation

of 3D mask attacks with higher quality. 2) All videos are recorded with the same

camera settings via Kinect, which is not applicable in fPAD on various mobile camera

devices.3) The generalization ability of fPAD algorithms cannot be verified with only

one dataset.

Because of the limitations mentioned above, we further use a supplementary

(SUP for short) dataset [76]. This dataset increases the diversity of mask types by

providing more hyper-real masks. As shown in Fig. 4.7(a) and Fig. 4.10, this hyper-

real mask from REAL-F3 has imperceptible differences in appearance compared to

genuine faces. Thus, it is challenging for most existing fPAD methods to capture the

subtle appearance differences between this hyper-real mask and a real face, and we

use this dataset to validate the effectiveness of our proposed method to hyper-real

2www.thatsmyface.com
3A super realistic 3D mask built from REAL-F: real-f.jp
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(a) Supplement Dataset (b) SMAD Dataset

Figure 4.7: (a) Sample frames from supplementary dataset. Left image is the genuine

face, middle image is the Thatsmyface mask, and the right image is the hyper-real

mask from REAL-F. (b) Sample frames from SMAD dataset. Left image is the

genuine face, and middle and left images are silicon masks.

mask attack. Concretely, the SUP dataset contains 120 videos (36000 frames) from

8 subjects. It contains two types of 3D masks: 6 from Thatsmyface.com and 2 from

REAL-F. 10 genuine samples and 5 masked samples correspond to each subject. All

videos are recorded on a Logitech C920 web-camera at a resolution of 1280*720.

Each video contains 300 frames at 25fps. Image samples of the genuine faces and

two types of masked faces are shown in Fig.4.7(a).

To estimate the dynamic information in the SUP and 3DMAD datasets, we select

one frame from every five consecutive frames of each input video, which constitutes

a 51-frame sequence with rich dynamic information representing each sample.

SMAD Dataset. To further validate the effectiveness of our method on attacks of

3D masks made of other materials, the Silicone Mask Attack Database (SMAD)4 [85]

is introduced for experimentation. The attack samples in this dataset wear vivid

silicone masks that fit well with holes on the regions of eyes and mouth. Some

silicone masks also have hair, mustaches, and beards for life-like impressions. This

database comprises 130 videos, 65 genuine samples, and 65 masked samples. A

total of 27897 frames are recorded in this dataset, and an average of 214 frames are

recorded per video. Image samples of the genuine faces and silicon masked faces are

shown in Fig.4.7(b). To estimate the dynamic information in the SMAD dataset,

near-frontal head pose frames are clipped from videos for each sample.

4http://iab-rubric.org/resources.html
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Implementations

Preprocessing. In the preprocessing step, Cambridge Face Tracker [3] is used to

detect and track 68 facial landmarks of every frame, with which the face alignment

is conducted to reduce the effects of involuntary hand-shaking of the recording, and

every frame is resized to 256×256. The model hyperparameters β, λ, θ are all fixed

as 10−1. The LibSVM toolkit [16] is used to train the classifiers on features of the

comparison methods.

Convolutional Layer Choice. The CNN encodes visual information in a hierar-

chical manner, which means that the low, middle, and high convolutional layers in

CNN encode low-level, mid-level, and high-level visual features, respectively. For

example, in the CNN interpretation and visualization papers [6, 138], the features

of a network with five convolutional layers are interpreted and visualized in terms

of layers. It shows that the features in the low convolutional layer such as layer 2

correspond to low-level visual features such as corners and other edge/color conjunc-

tions; the middle convolutional layer such as layer 3 has more complex invariance,

capturing textures; and high convolutional layer such as layers 4 and 5 capture more

class-specific visual information related to entire objects such as dog faces and bird

legs.

In the step of subtle facial motion estimation, our ideas are generic and can be

incorporated with any CNN classification architecture. VGG net [114] is adopted in

our experiment. This network has five convolutional layers (conv1-conv5, and each

convolutional layer is composed of three sub-layers), and the middle convolutional

layer 3 (conv3-3) captures the mid-level visual features such as textures [6, 138].

Therefore, the convolutional layer conv3-3 of VGG net pre-trained on the ImageNet

dataset [24] is chosen to extract the deep textures. Specifically, the width of each

feature channel of this layer is W = 56, the height is H = 56, and this layer has a

total of K = 256 channels.
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Protocols

We evaluate the effectiveness and the robustness of the proposed method under two

experimental settings: 1) intra-dataset setting, 2) cross-dataset setting.

In the intra-dataset setting, in the experiments on SUP and 3DMAD datasets,

we follow the leave-one-out cross validation (LOOCV) protocol in [28, 76]. This

protocol randomly5 selects subjects as training set and development set in each

round. For the 3DMAD dataset, we randomly select 10 subjects for training and 6

for development in each round. For the SUP dataset, we randomly select 5 subjects

as the training set and 2 as the development set in each round. In the experiment on

the SMAD dataset, we follow the protocol in [85], in which 5 lists of video indexes

are provided to divide the samples into training, development, and testing set for

the 5 cross validation iterations.

In the cross-dataset setting, in the experiment between the 3DMAD dataset

and the SUP dataset, we follow the cross-dataset protocol in [76]. For training on

3DMAD and testing on SUP (3DMAD to SUP for short), we randomly6 select 8

subjects from 3DMAD as the training set and use all subjects from SUP for test-

ing in each round. For training on SUP and testing on 3DMAD (SUP to 3DMAD

for short), we randomly select 7 subjects from SUP as the training set and use all

subjects from 3DMAD for testing in each round. Following the experimental pro-

tocols provided in [85], we further validate the generalization ability of our method

between 3D masks and 2D presentation attacks. The additional cross-dataset ex-

periments are conducted among the 2D presentation attack datasets: Idiap Replay-

Attack [18], CASIA-MFSD [143] and 3D mask attack datasets: 3DMAD [28], SMAD

datasets [85]. Based on the protocol in [85], all datasets used for training are ran-

domly divided into training and development sets at a proportion of 80% and 20%.

The False Fake Rate (FFR), False Liveness Rate (FLR), Area Under Curve

5Because the training data and development data are randomly selected in each round, 80

rounds are tested and averaged for each experiment.
6Because the training data are randomly selected in each round, 20 rounds are tested and

averaged for each experiment
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(AUC), Equal Error Rates (EER) and Half Total Error Rates (HTER) are used as

evaluation metrics.

4.4.2 Experimental Comparison

Baseline Methods.

Eight state-of-the-art methods related to fPAD are used for comparison in the

3DMAD and SUP datasets, which includes appearance-based methods: multi-scale

LBP (MS LBP for short) [82], Color Texture (CT for short) [10], deep features

from the last fully connected layer of the CNN (fc CNN for short) [134] and image

distortion analysis (IDA for short) [127]; motion-based methods: LBPTOP [22],

multifeature videolet aggregation (Videolet for short) [113], optical flow field (OFF

for short) [4]; and methods based on other cues: the rPPG method [76]. Moreover,

to validate the importance of estimating dynamic information from deep textures

in our algorithm, we further implement the methods of optical flows on a bank of

Gabor features [57, 64] (OF Gabor for short). We also add one comparison method

of deep dictionary via greedy learning (DDGL) [85] in the experiment on the SMAD

dataset, which is the first method proposed to solve the silicon mask attack.

For appearance-based methods, Multi-Scale LBP (MS LBP) [82] extracts LBP u2
16,2,

LBP u2
8,2 for global image, and LBP u2

8,1 for 3× 3 overlapping local images. Therefore,

it generates one 59-bin, one 243-bin, and nine 53-bin histograms, which are concate-

nated as the final 833-dimension feature representation. Color Texture (CT) [10]

extracts LBP u2
8,1 for 3 × 3 overlapping local images in the RGB, HSV, and YCbCr

color spaces, respectively, which are then concatenated as a 4779-dimension feature

representation. The feature extracted from the last fully connected layer of CNN

(fc CNN) [134] has 4096 dimensions. In the proposed method, the deep features

are extracted from the VGG net [114]. As shown in [127], the image distortion

analysis (IDA) method extracts the specular reflection features, blurriness features,

chromatic moment features, and color diversity features and concatenates them as

a feature description, which leads to a 121-dimension feature. For motion-based

94



methods, we first compare our method with the LBPTOP method [22], which ex-

ploits a kind of hand-crafted dynamic texture. This method combines the LBP

features of the space and time domains into a single descriptor, which generates a

1593-dimension feature. According to the method mentioned (Videolet) in [113],

we divide our input video into nine segments and extract the LBP and histogram

of oriented optical flows (HOOF) features for each segment, which we use to train

the corresponding SVM classifiers with RBF kernels. For testing, we use the aggre-

gation strategy of [113] on the classification scores of the video segments from the

trained classifiers to obtain a final classification score for the entire video. Moreover,

like the method presented in [4], we directly compute a confidence score for every

input sample based on the optical flow field (OFF) analysis without any training

process. For methods based on other cues, the 120-dimension rPPG-based feature

(rPPG) [76] is selected for comparison. In addition, the method in our conference

version is also compared (DTAC) [107]. Finally, to show the importance of deep

dynamic texture in 3D mask face spoofing, we also validate the performance of the

proposed feature learning method on other hand-crafted features. Following the

standard setting in Gabor filter-based face recognition [74, 23, 135] which exploit

40 banks of Gabor filters for face recognition, we use the five wavelengths (10, 20,

40, 80, 100) and eight orientations (45◦, 90◦, 135◦, 180◦, 225◦, 270◦, 315◦, 360◦) to

form the 40 banks of Gabor filters, which leads to Gabor features with 40 channels.

The optical flows on the time sequence of every channel of Gabor features are then

extracted and averaged, which leads to dynamic Gabor features with 40 channels

corresponding to the deep dynamic textures in the proposed method. We apply the

proposed joint discriminative feature learning method on the channels of dynamic

Gabor features, which is denoted as OF Gabor for short.
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Table 4.1: Comparison (%) of intra-dataset performance on 3DMAD and SUP datasets.

Method
3DMAD dataset Supplementary dataset

EER AUCHTER FFR FFR FFR EER AUC HTER FFR FFR FFR

@FLR=0.001@FLR=0.01@FLR=0.1 @FLR=0.001@FLR=0.01@FLR=0.1

MS LBP 9.14 96.71 12.29 42.11 21.08 9.01 21.17 80.29 22.81 94.60 85.66 46.00

CT 2.92 99.74 5.24 11.37 4.45 0.24 27.00 81.40 23.12 93.05 87.93 65.44

fc CNN 1.77 99.82 2.06 26.77 3.98 0.03 21.98 89.17 21.41 27.53 25.79 24.51

IDA 16.5790.25 13.88 99.83 94.09 42.45 25.67 79.27 25.38 94.61 89.16 69.15

LBPTOP 3.46 99.60 5.41 21.52 9.64 0.30 16.50 92.71 19.50 63.52 51.00 19.95

Videolet 27.1978.69 13.38 98.30 95.09 61.72 26.81 81.31 15.13 93.64 86.75 60.73

OFF 33.4370.72 33.79 97.89 95.18 64.13 52.31 46.54 52.12 99.34 95.47 87.69

rPPG 8.59 96.81 8.59 28.76 20.15 7.97 15.38 92.03 14.81 75.73 58.13 22.08

DTAC 2.66 99.69 3.29 28.34 7.86 0.20 12.54 95.94 14.75 63.06 39.96 14.16

OF Gabor 3.29 99.66 2.82 19.64 6.25 0.39 14.33 91.66 17.87 39.23 34.33 14.66

Ours 0 100 1.76 0 0 0 7.33 96.68 13.44 15.50 14.00 6.50

Table 4.2: Comparison (%) of cross-dataset performance on 3DMAD and SUP datasets.

Method
3DMAD to SUP dataset SUP to 3DMAD dataset

EER AUC HTER FFR FFR FFR EER AUC HTER FFR FFR FFR

@FLR=0.001@FLR=0.01@FLR=0.1 @FLR=0.001@FLR=0.01@FLR=0.1

MS LBP 41.00 62.35 42.94 96.95 93.62 77.87 26.12 81.67 26.09 99.29 97.29 66.82

CT 37.16 67.59 35.00 97.96 94.75 77.25 32.65 73.59 31.78 99.64 96.47 73.76

fc CNN 42.63 60.89 41.78 100 99.50 92.37 45.25 54.69 44.57 100 100 95.64

IDA 44.38 57.82 18.16 97.61 94.00 85.62 25.82 80.05 21.47 99.82 97.94 54.64

LBPTOP 24.97 84.99 14.50 89.44 77.12 48.12 31.06 77.67 26.29 99.31 96.47 64.23

Videolet 44.88 55.83 51.51 100 100 97.62 43.58 55.60 54.40 100 100 94.35

rPPG 12.25 94.89 11.93 79.32 61.62 16.47 17.67 91.83 17.38 72.94 54.31 25.97

DTAC 13.03 94.98 17.31 70.77 55.37 18.37 18.00 90.21 11.63 83.63 74.76 36.64

OF Gabor 18.59 90.04 16.44 60.48 52.62 27.62 35.18 68.88 33.53 100 99.05 82.00

Ours 12.75 95.64 13.16 37.35 26.87 13.12 7.60 97.44 6.85 70.46 56.43 1.05

1 The method of OFF [4] does not require a training process, so cross-dataset testing is not

necessary for this method.

Comparison Results.

Intra-dataset Test

The intra-dataset test results in the SUP and 3DMAD datasets are given in Table 4.1

and Fig. 4.8. The proposed method achieves the best performance on both datasets,

which validates its effectiveness for our task.
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Figure 4.8: ROC curves under intra-dataset setting. Note that MS LBP means

Multi-Scale LBP; CT means Color Texture; IDA means image distortion analysis

feature; fc CNN means features of the last fully-connected layer of CNN; Video-

let means multifeature videolet aggregation method; OFF means optical flow field

method; DTAC is our conference version method; OF Gabor means the optical flows

estimated from channels of Gabor features.

The test results show that the hand-crafted features such as Multi-Scale LBP fea-

ture (MS LBP) , Color Texture (CT), and deep features of the last fully-connected

layer of the CNN (fc CNN) can achieve good results in the 3DMAD dataset that

are comparable with those of our method, but the performance of these methods

declines considerably in the SUP dataset, which justifies our analysis that these

features are not sufficiently discriminative to capture subtle differences in appear-

ance when faced with masks with good appearance quality. Similarly, the intrinsic

limitation of the hand-crafted feature leads to the same degraded performance of

the LBPTOP method and the optical flow field method (OFF) in differentiation of

subtle facial motion. Although the aggregation strategy of classification scores in

videolet is adopted, the method still yields a degraded performance, because it also

simply combines two kinds of hand-crafted features (LBP and HOOF), which are

still not sufficiently descriptive for differentiation of subtle motion. As mentioned

in [76], the rPPG-based method is sensitive to camera settings. From the test re-
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Figure 4.9: ROC curves under cross-dataset setting.

sults, the proposed method outperforms rPPG-based methods [76] in both datasets,

including videos captured with different camera settings, which validates that our

method is more robust to camera setting changes and hence more applicable. In ad-

dition, our conference version method [107] considers only channel-discriminability

and ignores spatial-discriminability and the relationship between them. The ex-

perimental results also suggest that channel- and spatial-discriminability both play

important roles in face/mask classification and that only exploitation of the channel-

discriminability will lead to degraded performance.

Moreover, the proposed joint discriminative feature learning method on deep

dynamic textures outperforms the same learning method applied on hand-crafted

Gabor features (OF Gabor), which validates that within the proposed feature learn-

ing model, the deep dynamic textures are more discriminative than the hand-crafted

Gabor features for our task. This is due to that the parameters of traditional hand-

crafted features such as Gabor features need to be designed manually and thus their

description and generalization ability is limited. For example, we need to design

the wavelengths and orientations of the Gabor filters based only on our prior knowl-

edge, which limits the description and generalization ability of Gabor features. By

comparison, all parameters of CNN are automatically learned based on a large-scale

visual dataset such as ImageNet, and thus deep textures from the convolutional
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layer of the CNN have a stronger description and generalization ability.

The intra-dataset test results in the SMAD dataset are given in Table 4.3, which

shows that the proposed method also achieves the best performance based on HTER

and FFR@FLR metrics, and second best EER result. This further validates the ef-

fectiveness of the proposed method on the silicon mask attack. Specifically, the

proposed method performs favorably against the method of DDGL [85] that obtains

promising results on solving silicon mask attacks. The DDGL [85] exploits deep fea-

tures via deep dictionary learning with a shallow network structure for mask/face

differentiation, whereas the proposed method exploits the dynamic information of

deep features extracted from a very deep network [114] and thus these dynamic fea-

tures have a strong description ability. Furthermore, a discriminative learning model

is incorporated to weight the dynamic features, and thus emphasizes discriminative

dynamic deep features for differentiation of subtle facial motions between real faces

and masked faces, which contributes to the promising performance of the proposed

method for mask/face differentiation.

Cross-dataset Test

The results of the cross-dataset experiment between 3DMAD dataset and SUP

dataset are given in Table 4.2 and Fig. 4.9, which demonstrate the generalization

ability of the proposed method. As shown in Table 4.2 and Fig. 4.9, the proposed

method generalizes well between different mask datasets and video-recording envi-

ronments. The significant performance degradation of the Multi-Scale LBP, Color

Texture, image distortion analysis features, and deep features of the last fully con-

nected layer illustrates that the existing appearance-based methods have limited

generalization ability. Moreover, our method outperforms the motion-based method

(LBPTOP, Videolet, OF Gabor), the rPPG-based method and the method of our

conference version in the cross-dataset setting, which validates that our method is

more able to determine invariant features across the datasets.

The results of cross-dataset experiments between the 3D mask and 2D presenta-
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Table 4.3: Comparison (%) of intra-dataset performance on SMAD

dataset.

Method
SMAD dataset

HTER EER FFR FFR FFR

@FLR=0.001 @FLR=0.01 @FLR=0.1

MS LBP 30.9 27.13 86.72 81.27 62.61

CT 30.86 40.42 94.03 92.87 81.92

fc CNN 16.93 15.96 80.42 76.75 21.36

LBPTOP 14.41 14.89 57.66 50.08 29.24

IDA 46.31 52.13 100 99.07 88.71

Videolet 20.4* – – – –

DDGL 13.1* 12.30* – – –

Ours 11.7 14.89 55.37 40.17 15.39

1 ”*”: results are provided by the paper[85].

2 ”-”: results are not provided in the original papers [85, 113].

tion attacks are shown in Table 4.4. The results in Table 4.4 show that our method

performs better than the state-of-the-art method DDGL [85] in most cross-datasets

scenarios, which can further validate the generalization ability of the proposed

method under various kinds of attacks. Because appearance-based methods can be

easily over-fitted to one particular illumination and imagery condition and hence do

not generalize well to databases collected under different conditions [127], the pro-

posed motion-based method shows better generalization ability than appearance-

based methods such as DDGL. Note that the proposed method does not use the

preprocessing step of gray scale and illumination normalization that is adopted in

DDGL [85], and this step can reduce many effects of variations in illumination

across datasets. The proposed method without this preprocessing is thus affected

more severely by the variations in illumination than the DDGL, which may lead

to reduced performance of the proposed method in some cross-datasets scenarios

compared to the method of DDGL.
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Table 4.4: Comparison of the the HTER(%) in cross-dataset experiments between

3D masks and 2D presentation attacks.

Train Dataset Test Dataset Ours DDGL Videolet

3DMAD

Repaly-Attack 24.4 40.9 49.4

SMAD 29.4 29.9 44.8

CASIA 39.4 42.8 48.1

SMAD

Repaly-Attack 24.3 42.6 50.1

3DMAD 20.8 14.1 28.6

CASIA 40.5 44.6 48.1

Replay-Attack

3DMAD 16.4 21.6 40.0

SMAD 31.7 32.0 50.0

CASIA 35.0 27.4 44.6

CASIA

3DMAD 29.1 30.2 46.4

Repaly-Attack 22.2 22.8 35.4

SMAD 30.8 31.2 48.0

4.4.3 Analysis and Discussion

Different masks in SUP dataset

Table 4.5: Comparison (%) of different mask attacks in SUP dataset.

Method
Thatsmyface Mask Thatsmyface Mask+REAL-F

EER HTER AUC EER HTER AUC

MS LBP 3.73 12.72 98.44 21.17 22.81 80.29

Ours 6.89 11.42 98.91 7.33 10.94 96.68

The comparison of 3D masks with two different levels of quality (Thatsmyface

mask and REAL-F mask) in the SUP dataset is given in this section. Fig. 4.10

shows that the REAL-F mask has a highly realistic appearance and that the surface

texture is quite similar to that of real face skin, including wrinkles, freckles, and

visible capillary vessels. In contrast, the Thatsmyface mask just mimics the structure

of the human face, and the appearance is much coarser than that of real skin.
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Thatsmyface mask

REAL-F mask

Figure 4.10: Samples of two different kinds of 3D masks in the SUP dataset. Upper

image is the Thatsmyface mask, and lower image is the REAL-F mask.

Two comparison experiments are conducted on only Thatsmyface masks selected

from the SUP dataset and on the whole SUP dataset containing the two kinds of

masks, respectively. The experimental results shown in Table 4.5 indicate that al-

though the texture-based method Multi-Scale LBP can obtain a performance com-

parable to that of the proposed method on the selected Thatsmyface masks of the

SUP dataset, the performance drops dramatically on the whole SUP dataset that

contains REAL-F masks. This proves that when facing hyper-real masks with im-

perceptible differences in appearance from genuine faces, this hand-crafted texture-

based method is unable to fully capture the subtle texture differences between the

real face and a masked face. By comparison, the proposed method achieves similarly

high performance in both experiments, which further justifies the robustness of the

proposed method to attacks from different masks.

Distribution of learned channel-discriminability

The learned channel-discriminability (weights of 256 channels) in the SUP dataset

is shown in Fig. 4.11(Left), and its histogram is illustrated in Fig. 4.11(Right).

Fig. 4.11 show that our algorithm can learn different weights for different channels.
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Figure 4.11: Distribution of learned channel-discriminability. Left: Learned

channel-discriminability for each channel; Right: Distribution of learned channel-

discriminability.

Channel_179

Real
face

Masked
face

Channel_229 Channel_164 Channel_217Channel_22 Channel_21 Channel_42Channel_121 Channel_130Channel_168Channel_5 Channel_129

(a) Channels with lowest channel-discriminability (b) Channels with highest channel-discriminability 

Figure 4.12: Visualizations of some representative channels based on learned

channel-discriminability. (a) Learned low channel-discriminability corresponds to

non-informative channels. (b) Learned high channel-discriminability corresponds to

informative channels.

Based on the illustration in Fig. 4.11, here we provide a more intuitive interpre-

tation on channel-discriminability. Accordingly, the average deep texture responses

of each channel from all training samples are calculated. Based on the learned

channel-discriminability, 6 lowest and 6 highest channels are displayed in Fig. 4.12.

These figures show that the learned high channel-discriminability (channels with

high weights) corresponds to the channels with clear deep texture responses in most

spatial regions, whereas the learned low channel-discriminability (channels with low

weights) corresponds to the channels with weak deep texture responses in all spatial
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Figure 4.13: Illustration of the convergence of our algorithm.

regions. As in the aforementioned analysis, informative deep dynamic textures are

more likely to be estimated from stronger deep texture responses, and these infor-

mative features are more likely to differentiate the subtle differences in facial motion

between live faces and 3D masks. Therefore, these visualizations further show that

the proposed learning algorithm can learn the high channel-discriminability for infor-

mative channels and thus truly emphasize the most useful channels for differentiation

of real faces and masked faces.

Convergence Analysis

Our method converges to a minimum after a limited number of iterations. The

example in Fig. 4.13 illustrates the convergence of our method on the SUP dataset,

in which the square of `2 norm of the difference between the optimal values in the

current and previous iterations are calculated. From Fig. 4.13, we can empirically

observe that the three optimal variables rarely change after 50 iterations. This sug-

gests that 50 iterations are sufficient to obtain a reliable solution for our experiments

(i.e., the term MaxIter is set as 50).
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Model Component Analysis
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Figure 4.14: ROC curves of component analysis under intra- and cross-dataset

setting. Note that Ours classification without Wi indicates the proposed methods

without channel-specific spatial-discriminability Wi in the classification process and

that Ours classification without Di indicates the proposed methods with a fixed

channel-discriminability Di in the classification process. Ours train fixed Di indi-

cates the proposed methods with a fixed channel-discriminability Di in the training

process.

Table 4.6: Experimental results (%) of component analysis on 3DMAD and SUP

datasets under intra-dataset setting.

Method
3DMAD dataset Supplementary dataset

EERAUC FFR FFR FFR EER AUC FFR FFR FFR

@FLR=0.001@FLR=0.01@FLR=0.1 @FLR=0.001@FLR=0.01@FLR=0.1

Ours classification without Wi 2.69 99.56 38.10 15.97 0 11.00 96.51 29.74 23.83 11.50

Ours classification without Di 0.25 99.99 0.41 0 0 11.39 96.86 27.31 19.65 11.52

Ours train fixed Di 0.27 99.99 0.54 0 0 9.67 97.30 22.10 15.00 9.33

Ours 0 100 0 0 0 7.33 96.68 15.50 14.00 6.50

Table 4.7: Experimental results (%) of component analysis on 3DMAD and SUP

datasets under cross-dataset setting.

Method
3DMAD to SUP dataset SUP to 3DMAD dataset

EER AUC FFR FFR FFR EER AUC FFR FFR FFR

@FLR=0.001@FLR=0.01@FLR=0.1 @FLR=0.001@FLR=0.01@FLR=0.1

Ours classification without Wi 25.53 87.28 84.91 65.62 39.25 23.24 84.52 93.15 87.11 57.64

Ours classification without Di 14.97 94.37 58.71 39.25 18.00 14.00 93.69 89.96 79.17 21.52

Ours train fixed Di 16.50 93.48 60.25 44.25 20.00 13.87 93.84 88.83 80.35 20.11

Ours 12.7595.64 37.35 26.87 13.12 7.60 97.44 70.46 56.43 1.05
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To further validate the effectiveness of the joint discriminative learning strategy,

experiments are conducted to verify the effectiveness of each component in the joint

learning model.

An experiment is conducted to verify the effectiveness of the learned channel-

specific spatial-discriminability in the classification process (Ours classification without Wi

for short). Therefore, the classification process in (4.3.18) is re-formulated in this

comparative experiment as follows:

l =
K∑
i=1

DifSi
(vi) =

K∑
i=1

Di(S
T
i vi)

where, Si = W0

(4.4.19)

where spatial-discriminability Si is composed simply of channel-shared spatial-discriminability

W0, which means we only exploit the shared discriminative information in spa-

tial regions among the multiple deep dynamic textures without considering the

specific discriminative information of every deep dynamic texture in the classifi-

cation process. Figure 4.14 and Tables 4.6-4.7 show that the proposed classifica-

tion model, which simultaneously considers the channel-shared and channel-specific

spatial-discriminability, outperforms the model that considers only the channel-

shared spatial-discriminability in both intra- and cross-dataset settings; this result

shows the importance of channel-specific spatial-discriminability in face/mask clas-

sification.

Another experiment is conducted to verify the effectiveness of channel-discriminability

to suppress the effects of features from channels with weak discriminability in the

classification process (Ours classification without Di for short). Therefore, the clas-

sification process in (4.3.18) is re-formulated in this comparative experiment as fol-

lows:

l =
K∑
i=1

DifSi
(vi) =

K∑
i=1

1

K
(STi vi)

where, Si = W0 +
1

K
Wi

(4.4.20)
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where all channel-discriminability {Di}Ki=1 are set as an equal constant, such as

1
K

, which means that we treat the deep dynamic textures of all feature channels

equally without considering the different effects of different channel-discriminability

of deep dynamic textures on the classification process. Figure 4.14 and Tables 4.6-4.7

show that the proposed classification model associated with the adaptive channel-

discriminability outperforms the model that does not consider the different effects

of different channel-discriminability of deep dynamic textures. These results verify

the necessity of associating the adaptive channel-discriminability with the whole

classification model.

In addition to verifying the effectiveness of the learned channel- and spatial-

discriminability in the classification process, we further validate whether more pre-

cise spatial-discriminability could be adaptively learned under the constraints of

channel-discriminability learning (Ours train fixed Di for short). Therefore, the

joint learning model in (4.3.11) is re-formulated in this comparative experiment

as follows:

min
{Wi},W0

K∑
i=1

(
1

K
‖STi Vi − Y ‖2

F + β‖KWi‖2
2) + λ‖W0‖2

2

s.t.Si = W0 +KWi

(4.4.21)

where the channel-discriminability of all deep dynamic textures are fixed as an

equal constant 1
K

in the training process so that spatial-discriminability cannot be

adaptively learned according to the relationship between spatial-discriminability and

channel-discriminability. All other experimental settings are the same as mentioned

above. Figure 4.14 and Tables 4.6-4.7 show that the proposed model outperforms the

model that sets channel-discriminability as a pre-defined constant during the model

learning process in both intra- and cross-dataset test scenarios. This validates the

importance to exploit the relationship between channel-discriminability and spatial-

discriminability for more precise spatial-discriminability learning.

From all comparative experiments mentioned above, we can conclude that the

removal of any model component would lead to a degradation in performance under
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the intra- and cross-dataset scenarios for the proposed model.

4.5 Conclusion

We propose to use deep convolutional dynamic texture to distinguish different sub-

tle facial motion patterns between real faces and 3D masks. Incorporated with

channel-discriminability constraint, more discriminative deep convolutional dynamic

textures are further emphasized in the feature learning process. In addition, by

jointly learning the channel-discriminability and spatial-discriminability, more dis-

criminative deep dynamic textures are emphasized in the joint discriminative learn-

ing model. The excellent experimental results with the intra-dataset protocol justify

the effectiveness of the proposed method for 3D mask fPAD. Moreover, the promising

performance in the cross-dataset experiments shows that the proposed method has

good generalization ability, which makes it more applicable in real-world scenarios.
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Chapter 5

Open-set Adversarial Defense with

Clean-Adversarial Mutual

Learning

5.1 Introduction

A significant improvement has been achieved in the image classification task since

the advent of deep convolutional neural networks (CNNs) [48]. The promising per-

formance in classification has contributed to many real-world computer vision ap-

plications. However, there exist several limitations of conventional CNNs that have

an impact in real-world applications. In particular, open-set recognition [7, 37, 88,

93, 136, 98, 100, 99, 139] and adversarial attacks [44, 83, 15, 65, 132] have received

a lot of interest in the computer vision community in the last few years.

Table 5.1: Importance of an Open-set Adversarial Defense (OSAD) mechanism.

Clean Images Adversarial Images

Original Network Original Network Proposed Method

Closed Set Accuracy 92.79 8.65 74.14

Open-set Detection (AUC-ROC) 83.72 45.98 73.72

A classifier is conventionally trained assuming that classes encountered during
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Figure 5.1: Challenges in classification. (a) Conventional CNN classifiers fail in the

presence of both open-set and adversarial images. (b) Open-set recognition meth-

ods can successfully identify open-set samples, but fail on adversarial samples. (c)

Adversarial defense methods are unable to identify open-set samples. (d) Proposed

method can identify open-set images and it is robust to adversarial images.

testing will be identical to classes observed during training. But in a real-world

scenario, a trained classifier is likely to encounter open-set samples from classes

unseen during training. In this case, the classifier will erroneously associate a known-

set class identity to an open-set sample. Consider a CNN trained on animals classes.

Given an input that is from an animal class (such as a cat), the network is able to

produce the correct prediction as shown in Figure 5.1(a-First Row). However, when

the network is presented with a non-animal image, such as an Airplane image, the

classifier wrongly classifies it as one of the known classes as shown in Figure 5.1(a-

Second Row). On the other hand, it is a well known fact that adding crafted

human-imperceptible perturbations to clean images can alter model prediction in

a classifier [44]. These types of adversarial attacks are easy to deploy and may be

encountered in real-world applications [29, 130]. In Figure 5.1(a-Third Row) and

Figure 5.1(a-Fourth Row), we show how such adversarial attacks can affect model

prediction for known and open-set images, respectively.

Computer vision community has developed several open-set recognition algo-

rithms [7, 37, 88, 93, 136] to combat against the former challenge. These algorithms

convert the c-class classification problem into a c + 1 class problem by considering

open-set classes as an additional class. These algorithms provide correct classifica-
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tion decisions for both known and open-set classes as shown in Figure 5.1(b-First

and Second rows). However, in the presence of adversarial attacks, these models

fail to produce correct predictions as illustrated in Figure 5.1(b-Third and Fourth

rows). On the other hand, there exist several defense strategies [65, 132, 73, 58]

that are proposed to counter the latter challenge. These defense mechanisms are

designed with the assumption of closed-set testing. Therefore, although they work

well when this assumption holds (Figure 5.1(c-First and third rows)), they fail to

generalize well in the presence of open-set samples as shown in Figure 5.1(c-Second

and Fourth rows).

Based on this discussion, it is evident that existing open-set recognition systems

are vulnerable to adversarial attacks and adversarial defense mechanisms trained on

known classes do not generalize well to open-set samples. This observation motivates

us to introduce a new research problem – Open-Set Adversarial Defense (OSAD),

where the objective is to exploit the complementarity between adversarial robust-

ness and open-set generalization so as to simultaneously detect open-set samples

and classify known classes in the presence of adversarial noise. In order to demon-

strate the significance of the proposed problem, we conducted an experiment on the

CIFAR10 dataset by considering only 6 classes to be known to the classifier. In

Table 5.1 we tabulate both open-set detection performance (expressed in terms of

area under the curve of the ROC curve) and closed-set classification accuracy for

this experiment. When the network is presented with clean images, it produces a

performance better than 80% accuracy in both open-set detection and closed set

classification. However, when images are attacked, open-set detection performance

drops along with the closed set accuracy by a significant margin. It should be

noted that, open-set detection performance in this case is close to random guessing

(45.98%).

We propose an Open-Set Defense Network with Clean-Adversarial Mutual Learn-

ing (OSDN-CAML) that learns a noise-free, informative latent feature space with

the aim of detecting open-set samples while being robust to adversarial images. We
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use an autoencoder network with a classifier branch attached to its latent space

as the backbone of our solution. The encoder network is equipped with various

feature-denoising layers with the aim of removing adversarial noise explicitly. We use

self-supervision and decoder reconstruction processes to make sure that the learned

feature space is informative enough to detect open-set samples under adversarial

attacks. The reconstruction process uses the decoder to generate noise-free images

based on the obtained latent features. Self-supervision is carried out by forcing the

network to perform an auxiliary classification task based on the obtained features.

Moreover, to fully exploit the complementarity between clean images and their cor-

responding adversarial examples to aid adversarial defense and open-set recognition,

we incorporate a peer learner (classifying clean images) to mutually learn with the

classifier (classifying adversarial images). The proposed clean-adversarial mutual

learning can further exploit more complementary knowledge from clean images clas-

sification to facilitate feature denoising and search for a more generalized local min-

imum for open-set recognition. The proposed method is able to provide robustness

against adversarial attacks in terms of classification as well as open-set detection as

shown in Table 5.1. Main contributions can be summarized as follows:

� We propose a new research problem named Open-Set Adversarial Defense

(OSAD) where adversarial attacks are studied under an open-set setting.

� We propose an Open-Set Defense Network with Clean-Adversarial Mutual

Learning (OSDN-CAML) that learns a latent feature space that is robust to

adversarial attacks and informative to identify open-set samples. Non-local

means filter based denoising layers and dual-attentive denoising layers are

embedded in encoder for feature denoising respectively and clean-adversarial

mutual learning is proposed to exploit the complementarity between clean

images and their corresponding adversarial examples to aid adversarial defense

and open-set recognition.

� A test protocol is defined to the OSAD problem. Extensive quantitative ex-

periments including white-box attacks, black-box attacks, and rectangular oc-
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clusion attacks are conducted on three publicly available image classification

datasets to demonstrate the effectiveness of the proposed method. Various

qualitative visualizations provide more a comprehensive analysis and under-

standing of the proposed method.

5.2 Related Work

Adversarial Attack and Defense Methods. Szegedy et al. [119] reported that

carefully crafted imperceptible perturbations can be used to fool a CNN to make

incorrect predictions. Since then, various adversarial attacks have been proposed

in the literature. Fast Gradient Sign Method (FGSM) [44] was proposed to con-

sider the sign of a gradient update from the classifier to generate adversarial images.

Basic Iteration Method (BIM) [65] and Projected Gradient Descent (PGD) [83] ex-

tended FGSM to stronger attacks using iterative gradient descent. Different from

the above gradient-based adversarial attacks, Carlini and Wagner [15] proposed the

C&W attack to generate adversarial samples by taking a direct optimization ap-

proach. Adversarial training [83] is one of the most widely-used adversarial defense

mechanisms. It provides defense against adversarial attacks by training the network

on adversarially perturbed images generated on-the-fly based on model’s current

parameters. Several recent works have proposed denoising-based operations to fur-

ther improve adversarial training. Pixel denoising [73] was proposed to exploit the

high-level features to guide the denoising process. The most influential local parts

to conduct the pixel-level denoising is found in [45] based on class activation map

responses. Adversarial noise removal is carried out in the feature-level using denois-

ing filters in [132]. Effectiveness of this process is demonstrated using a selection of

different filters.
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Figure 5.2: Network structure of the proposed Open-Set Defense Network with

Clean-Adversarial Mutual Learning (OSDN-CAML). It consists of five components:

encoder, decoder, open-set classifier, transformation classifier, and peer learner.

5.3 Background

Adversarial Attacks. Consider a trained network parameterized by parameters

θ. Given data and label pairs (x,y), the adversarial images xadv, can be produced

using xadv = x + δ, where δ can be determined by a given white-box attack based

on the models parameters. We consider two types of adversarial attacks.

The first attack considered is the Fast Gradient Signed Method (FGSM) [44]

where the adversarial images are formed as follows,

xadv = Projχ(x + εsign(OxL(x,y; θ))), (5.3.1)

where L(·) is a classification loss. Projχ denotes the projection of its element to

a valid pixel value range, and ε denotes the size of l∞-ball. The second attack

considered is Projective Gradient Descent (PGD) attacks [83]. Adversarial images
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are generated in this method as follows,

xadv(t+1) = Projζ∩χ(xadv(t) + εstepsign(OxL(xadv(t),y; θ))), (5.3.2)

where Projζ∩χ(·) denotes the projection of its element to l∞-ball ζ and a valid pixel

value range, and εstep denotes a step size smaller than ε. We use the adversarial

samples of the final step T : xadv = xadv(T ).

OpenMax Classifier. A SoftMax classifier trained for a c-class problem typically

has c probability predictions. OpenMax is an extension where the probability scores

of c + 1 classes are produced. The probability of the final class corresponds to the

open-set class. Given c known classes K = {C1, C2, ..., Cc}, OpenMax is designed

to identify open-set samples by calibrating the final hidden layer of a classifier as

follows:

l̂ i =


l iw i (i ≤ c)∑c

i=1 l i(1−w i) (i = c+ 1)

(5.3.3)

OpenMaxi(x) = SoftMaxi(l̂) (5.3.4)

where l denotes the logit vector obtained prior to the SoftMax operation in a clas-

sifier, w i represents the belief that xadv belongs to the known class Ci. Here, the

class CN+1 corresponds to the open-set class. Belief w i is calculated considering

the distance of a given sample to it’s class mean µ in an intermediate feature space.

During training, distance of all training image samples from a given class to its cor-

responding class mean µ is evaluated to form a matched score distribution. Then, a

Weibull distribution is fitted to the tail of the matched distribution. If the feature

representation of the input in the same feature space is v(x), w i is calculated as

w i = 1−max
(

0,
σ − rank(i)

σ

)
e

(
−
( |v(x) − µi|2

ηi

)mi
)
,

(5.3.5)

where mi, ηi are parameters of the Weibull distribution that corresponding to class

Ci. σ is hyperparameter and rank(i) is the index in the logits sorted in the descending

order.

115



5.4 Proposed Method

The proposed network consists of five CNNs: encoder, decoder, open-set classifier,

transformation classifier and peer learner. In Figure 5.2, we illustrate the network

structure of the proposed method and denote computation flow. The encoder net-

work consists of several dual-attentive denoising layers between the convolutional

layers. Open-set classifier has no structural difference from a regular classifier. How-

ever, an OpenMax layer is added to the end of the classifier during inference. We

denote this by indicating an OpenMax layer in Figure 5.2. A normal CNN is fur-

ther incorporated as the peer learner. We include the encoder, decoder, open-set

classifier, transformation classifier as the main part of our proposed network.

Given an input clean image, first the network generates an adversarial image

based on the current network parameters. This image is passed through the encoder

network to obtain the latent feature. This feature is passed through the open-set

classifier via path (1) to evaluate the adversarial classification loss Lcls(adv). Then,

the image corresponding to the obtained latent feature is generated by passing the

feature through the decoder following path (2). The decoded image is used to

calculate its difference to the corresponding clean image based on the reconstruction

loss Lrec. Moreover, the input image is subjected to a geometric transform. An

adversarial image corresponding to the transformed image is obtained. This image

is passed through path (3) to arrive at the transformation classifier. Output of the

transformation classifier is used to calculate the self-supervision loss Lssd considering

the transform applied to the image. Finally, the clean image is passed through peer

learner via path (4) to evaluate the clean classification loss Lcls(clean). The clean-

adversarial mutual learning is carried out using the Kullback Leibler Divergence

based mutual-learning loss Lmut to match the probability predictions between open-

set classifier and peer learner. The whole optimization process is iteratively carried

out between the main part and the peer learner of the proposed network using the

following loss functions:

LOSDN−CAML(Main) = Lcls(adv) + Lrec + Lssd + Lmut (5.4.6)
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and

LOSDN−CAML(Peer) = Lcls(clean) + Lmut. (5.4.7)

In the following subsections, we describe various components and computation

involved in all four paths in detail.

5.4.1 Noise-free Feature Encoding

Non-local Means Filter based Denoising Layer

The proposed network uses an encoder network to produce noise-free features. Then,

the open-set classifier operating on the learned features is used to perform classifica-

tion. During training, there is no structural difference in the open-set classifier from

a standard classifier. Inspired by [132], we embed feature denoising layers after the

convolutional layer blocks in the encoder so that feature denoising can be explicitly

carried out on adversarial samples. We firstly adopt the Gaussian (softmax) based

non-local means filter [14] as the denoising layer. Given an input feature map m,

non-local means [14] takes a weighted mean of features in the spatial region R to

compute a denoised feature map g as follows

gi =
1

N (m)

∑
∀j∼R

f(mi,mj) ·mj, (5.4.8)

where f(mi,mj) is a feature-dependent weighting function. For the Gaussian (soft-

max) based version, f(mi,mj) = eα(mi)
T β(mj)/

√
d. α and β are two 1×1 convolutional

layers as embedding functions and d corresponds to the number of channels. N (m)

is a normalization function and N (m) =
∑
∀j∼R f(mi,mj).

Dual-attentive Denoising Layer

We find that variants of feature denoising layers exploited in [132, 111], such as

non-local means filter [14], bilateral filter [120], mean filter and median filter, all

focus on removing adversarial noise only in the spatial dimension. The effect of

adversarial noise differs between channels and thus we should further emphasize

117



the feature denoising on specific channels which are most heavily contaminated

by adversarial noise. Moreover, since spatial and channel information of features

complement each other, it is critical to correlate the feature denoising from channel

and spatial dimensions and thus exploit an optimal feature denoising operation.

Inspired by [128], as illustrated in Fig 5.3, to achieve better feature denoising, we

further propose dual-attentive feature denoising layers that can carry out feature

denoising via channel and spatial-wise attentive filters.

Previous
Conv Blocks

Dual-Attentive
Denoising layer

Next
Conv Blocks

Channel-wise
Attentive Filter

Spatial-wise
Attentive Filter

Figure 5.3: Dual-Attentive Denoising Layer.

It is well known that each channel of a feature map can be regarded as feature

detector [138] to tell ’what’ features are extracted. Given an input adversarial

feature map f ∈ RC×H×W , we first calculate a 1D channel-wise attentive filter

Ac ∈ RC×1×1 to learn what kind of adversarial features should be emphasized for

denoising. Considering the efficient calculation of channel attention, average-pooling

and max-pooling are adopted to squeeze the spatial dimension of the input feature

map, which generates two different spatial context descriptors. Both descriptors

are then passed through a shared multi-layer perceptron (MLP) to produce the

channel-wise attentive filter as follows:

Ac(f) = σ(MLP(AvgPool(f)) + MLP(MaxPool(f))), (5.4.9)

where σ denotes the sigmoid function. We can obtain the channel-wise denoised

feature map fc as: fc = Ac(f) ⊗ f , where ⊗ denotes element-wise multiplication.

Different from the channel information, the spatial dimension of feature maps en-

code ‘where’ the informative regions are. Thus we can calculate a 2D spatial-wise
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attentive filter As ∈ RH×W to determine the most critical spatial regions of adver-

sarial features for denoising. Similarly, given channel-wise denoised feature map fc,

we first apply average-pooling and max-pooling operations along its channel axis

and concatenate them to generate a feature descriptor. Then, we feed the feature

descriptor into a convolutional layer (Conv) to generate a spatial-wise attentive filter

as follows:

As(fc) = σ(Conv([AvgPool(fc);MaxPool(fc)])). (5.4.10)

We obtain the final denoised feature map fs as: fs = As(fc)⊗ fc = As(Ac(f)⊗ f)⊗

(Ac(f) ⊗ f), where it can be seen that the input adversarial features are denoised

from both spatial and channel dimensions simultaneously.

Through this dual-attentive denoising layers, the encoder is able to exploit com-

plementary attention from channel and spatial dimensions to simultaneously learn

’where’ and ’what’ to emphasize or suppress for feature denoising. Formally, we

denote the encoder embedded with dual-attentive denoising layers as F parameter-

ized by θF , and the open-set classifier as H parameterized by θH. Given N labeled

clean data x = {xi}Ni=1 with C known classes. The corresponding labels are de-

noted as y = {yi}Ni=1 with yi ∈ {1, 2, ..., C}. We can generate the adversarial images

xadv = {xadvi }Ni=1 on-the-fly using either FGSM or PGD attacks based on the cur-

rent parameters θF , θH using the true label y. The obtained adversarial images

xadv are then passed through encoder and open-set classifier (via path (1)) and the

probability of class k for xadvi given by the encoder-open-set classifier branch can be

computed as:

pk(xadvi ; θF , θH) =
exp(zkF ,H)
C∑
k=1

exp(zkF ,H)

, (5.4.11)

where zkF ,H is the output logit of the concatenated branch of encoder and open-set

classifier. With the calculated probability, the cross-entropy loss based adversarial

training of this branch can be defined as:

Lcls(adv) = LCE(xadv,y; θF , θH)

= −
N∑
i=1

C∑
k=1

1l[k = yi]logp
k(xadvi ; θF , θH).

(5.4.12)
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By minimizing the above adversarial classification loss, the trained encoder em-

bedded with the dual-attentive denoising layers is able to learn a noise-free latent

feature space. During inference, an OpenMax layer is added on top of the classifier.

With this formulation, open-set classifier operating on the noise-free latent feature

learns to predict the correct class, for both known and open-set samples, even when

the input is contaminated with adversarial noise.

5.4.2 Clean Image Generation

The objective of the image generation branch is to generate noise-free images from

adversarial images by taking advantage of the decoder network. This is motivated

by two factors. First, autoencoders are widely used in the literature for image

denoising applications. By forcing the autoencoder network to produce noise-free

images, we are providing additional supervision to remove noise in the latent feature

space. Secondly, it is a well known fact that open-set recognition becomes more

effective in the presence of more descriptive features [136]. When a classifier is

trained, it models the boundary of each class. Therefore, a feature produced by

a classification network only contains information that is necessary to model class

boundaries. However, when the network is asked to generate noise-free images based

on the latent representations, it ends up with learning generative features. As a

result, features become more descriptive than in the case of a pure classifier. In fact,

such generative features are used in [136] and [93] to boost the open-set recognition

performance. Therefore, we argue that adding a decoder as an image generation

branch can mutually benefit both open-set recognition and adversarial defense.

We pass adversarial images through path (2), as illustrated in Figure 5.2, to

generate the decoded images. The decoder network denoted as G parameterized

by θG and the encoder network F are jointly optimized to minimize the distance

between the decoded images and the corresponding clean images using the following
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mean-square error-based reconstruction loss:

Lrec = LMSE(x,xadv; θF , θG) =
N∑
i=1

‖xi − G(F(xadvi )‖2
2. (5.4.13)

5.4.3 Self-supervised Denoising

Moreover, we propose to use self-supervision as a means to further increase the

informativeness and robustness of the latent feature space. Self-supervision is a

machine learning technique that is used to learn representations in the absence of

labeled data. In our work, we adopt rotation-based self-supervision proposed in [40].

In [40], first, a random rotation from a finite set of possible rotations is applied to an

image. Then, a classifier is trained on top of a latent feature vector to automatically

recognize the applied rotation.

In our approach, similar to [40], we first generate a random number r = {ri}Ni=1 ∈

{0, 1, 2, 3} as the rotation ground-truth and transform the input clean image x by

rotating them with 90◦r degrees denoted as Rr(x) = {Rri(xi)}Ni=1, where Rri is a

rotation transformation. We denote the transformation classifier as T parameterized

by θT . Based on the rotated clean image, we generate the rotated adversarial image

Rr(x)adv = {Rri(xi)
adv}Ni=1 on-the-fly using either FGSM or PGD attack based on

the current network parameters θF , θT using rotation ground-truth r. Obtained

adversarial rotated image Rr(x)adv is passed through encoder and transformation

classifier (via path (3)) and the probability of rotation k for Rri(xi)
adv given by the

encoder and transformation classifier can be computed as:

pk(Rri(xi)
adv; θF , θT ) =

exp(zkF ,T )
3∑

k=0

exp(zkF ,T )

, (5.4.14)

where zkF ,T is the output logit of the concatenated branch of encoder and transfor-

mation classifier. Thus we can formulate the adversarial training loss function for

self-supervised denoising as follows:

Lssd = LCE(Rr(x)adv, r; θF , θT )

= −
N∑
i=1

3∑
k=0

1l[k = ri]logp
k(Rri(xi)

adv; θF , θT ).
(5.4.15)
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There are multiple reasons why we use self-supervision in our method. When

a classifier learns to differentiate between different rotations, it learns to pay at-

tention to object structures and orientations of known classes. As a result, when

self-supervision is carried out in addition to classification, the underlying feature

space learns to represent additional information that was not considered in the case

of a pure classifier. Therefore, self-supervision enhances the informativeness of the

latent feature space which would directly benefit the open-set recognition process.

On the other hand, since we use adversarial images for self-supervision, this opera-

tion directly contributes towards learning the denoising operator in the encoder. It

should also be noted that recent work [50] has found that self-supervised learning

contributes towards robustness against adversarial samples. Therefore, we believe

that addition of self-supervision benefits both open-set detection and adversarial

defense processes.

5.4.4 Clean-Adversarial Mutual Learning

To further facilitate adversarial defense and improve the generalization ability for

open-set recognition, we incorporate a peer learner into our framework which learns

to classify clean images with supervised training. In our approach, we have an

encoder-open-set classifier branch which learns to classify the corresponding ad-

versarial images with adversarial training. As illustrated in Fig 5.4, we propose a

clean-adversarial mutual learning to let these two branches mutually learn with each

other. This is motivated by the following two reasons.

First, since the above introduced parts are all based on the inputs of adversarial

images for adversarial training, useful information corresponding to clean images

is underutilized and worth exploring for adversarial defense. More importantly, di-

rectly combining clean and adversarial images to carry out adversarial training has

little effect on boosting model robustness [133, 131]. Inspired by deep mutual learn-

ing [142], instead of using single branch mixing up with clean and adversarial images

122



Peer Learner

Encoder +
Open-set Classifier

Logits Predictions
Clean Image

Adversarial Image

Adversarial
Classification Loss

Mutual-learning
Loss

Clean 
Classification Loss

Figure 5.4: Clean-Adversarial Mutual Learning.

to conduct adversarial training, we introduce a peer learner as an auxiliary branch for

clean image classification, and let it mutually learn with the encoder-open-set clas-

sifier branch which carries out adversarial training for the corresponding adversarial

examples. In the process of this clean-adversarial mutual learning, the encoder-

open-set classifier branch and peer learner learn to mimic the predictions with each

other and thus they can collaboratively learn to correctly classify the images. In

this way, more complementary knowledge corresponding to clean image classification

can be exploited from the peer learner to aid adversarial defense branch to denoise

and classify the corresponding adversarial images. Second, since the two branches

learn to classify the clean and corresponding adversarial version of the same images,

their classification objectives are the same. However, they have different network

structures with different capabilities and start from different initialization. In this

case, they reach to the local minima with different gradient descent paths and thus

they can share different perspectives corresponding to the same classification ob-

jective with each other. Therefore, through knowledge communication by mutual

learning with peer learner, encoder-open-set classifier branch is less likely to be over-

fitted and its learning process is guided to converge to a more appropriate minimum

with better generalization ability to open-set samples. Therefore, we argue that by

fully exploiting the complementarity between clean images and their corresponding

adversarial examples, the proposed clean-adversarial mutual learning can further

benefit both open-set recognition and adversarial defense.
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We denote the peer learner as P parameterized by θP . The probability of class

k for the clean image xi given by the peer learner can be computed as:

pk(xi; θP) =
exp(zkP)
C∑
k=1

exp(zkP)

, (5.4.16)

where zkP is the output logit of the peer learner. The mutual learning is carried

out by matching the probability predictions between the encoder-open-set classifier

branch and the peer learner. We use the Kullback Leibler (KL) Divergence as the

metric to quantify the probability match and thus we obtain the KL Divergence

based mutual-learning loss for the encoder-open-set classifier branch as follows:

Lmut = DKL(p(x; θP)‖p(xadv; θF , θH))

=
N∑
i=1

C∑
k=1

pk(xi; θP)log
pk(xi; θP)

pk(xadvi ; θF , θH)
.

(5.4.17)

The above mutual-learning loss can integrated into the optimization of the main

part (including encoder, decoder, open-set classifier, transformation classifier) of

the proposed network. Similarly, the peer learner learns both to correctly predict

labels of clean images and to match the probability predictions as follows:

LOSDN−CAML(Peer) = Lcls(clean) + Lmut

= LCE(x,y; θP) +DKL(p(xadv; θF , θH)‖p(x; θP)).
(5.4.18)

5.5 Experiments

In order to assess the effectiveness of the proposed method, we carry out experi-

ments on three multiple-class classification datasets. In this section, we first de-

scribe datasets, baseline methods and the protocol used in our experiments. We

evaluate our method and baselines in the task of open-set recognition under adver-

sarial white-box attacks, black-box attacks and rectangular occlusion attacks. In

the experiments regarding white-box attacks, to further validate the effectiveness of

our method, additional experiments in the task of out-of-distribution detection are
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conducted. A detailed ablation study is also carried out. We conclude the section

by presenting various visualizations with a comprehensive analysis for the results.

5.5.1 Datasets and Experimental Settings

Table 5.2: Dataset splits used in the SVHN dataset.

Splits
SVHN

Known Classes

First 0, 1, 2, 4, 5, 9

Second 0, 3, 5, 7, 8, 9

Third 0, 1, 5, 6, 7, 8

Table 5.3: Dataset splits used in the CIFAR10 dataset.

Splits
CIFAR10

Known Classes

First airplane, automobile, bird, deer, dog, truck

Second airplane, cat, dog, horse, ship, truck

Third airplane, automobile, dog, frog, horse, ship

Table 5.4: Dataset splits used in the TinyImageNet dataset.

Splits
TinyImageNet

Known Classes

First
143, 94, 155, 109, 27, 102, 131, 43, 194, 186,

56, 24, 150, 140, 61, 88, 51, 98, 149, 0

Second
0, 152, 177, 88, 131, 55, 90, 62, 198, 13, 33,

44, 98, 97, 112, 9, 118, 129, 99, 14

Third
103, 85, 24, 124, 41, 11, 47, 194, 74, 31, 64,

49, 18, 75, 8, 54, 12, 181, 80, 117

Datasets.

The evaluation of our method and other state-of-the-arts are conducted on three

standard images classification datasets for open-set recognition:
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Table 5.5: The results of adversarial defense (closed-set accuracy) on white-box

attacks.

Method
SVHN CIFAR-10 TinyImageNet

FGSM PGD FGSM PGD FGSM PGD

Clean 96.03±0.69 96.03±0.69 93.12±1.83 93.12±1.83 56.80±3.64 56.80±3.64

Adv on Clean 41.61±3.29 39.32±1.82 31.85±4.54 13.02±4.01 11.27±2.61 4.41±0.87

Adversarial Training 88.57±2.70 75.82±2.58 87.37±1.15 72.47±4.66 66.61±1.25 40.38±2.33

Feature Denoising 86.94±3.77 75.51±2.68 87.40±2.35 72.55±4.54 64.52±1.36 39.35±3.03

OSDN 89.31±0.77 77.97±1.68 88.22±2.97 74.24±4.37 75.17±7.94 41.63±2.26

Ours w/ DADL 90.66±0.18 80.01±1.94 91.91±4.23 75.11±4.91 76.40±1.77 41.53±3.12

Ours w/ DADL+CAML 90.70±0.89 81.10±1.58 93.40±3.44 76.25±4.02 81.22±4.55 43.77±1.57

Table 5.6: The results of open-set classification (area under the ROC curve) on

white-box attacks.

Method
SVHN CIFAR-10 TinyImageNet

FGSM PGD FGSM PGD FGSM PGD

Clean 91.31±2.42 91.31±2.42 81.20±2.96 81.20±2.96 59.50±0.89 59.50±0.89

Adv on Clean 56.44±1.26 54.13±2.91 51.52±2.81 45.56±0.55 47.98±2.76 48.60±1.32

Adversarial Training 61.43±8.08 65.25±4.05 75.29±1.20 68.79±3.23 65.10±8.18 56.57±0.96

Feature Denoising 64.58±14.70 64.92±4.25 76.94±3.70 69.83±2.48 65.34±5.18 56.12±1.64

OSDN 71.41±4.23 71.64±2.67 79.10±1.06 70.66±1.79 70.81±5.12 58.25±1.90

Ours w/ DADL 76.77±1.97 73.13±4.80 81.41±1.64 73.54±2.70 74.05±9.51 58.46±0.28

Ours w/ DADL+CAML 79.38±2.79 74.52±2.80 82.06±0.86 74.42±2.05 76.76±5.06 59.94±0.75

SVHN and CIFAR10. Both CIFAR10 [62] and SVHN [89] are classification

datasets with 10 classes with images of size 32×32. Street-View House Number

dataset (SVHN) contains house number signs extracted from Google Street View.

CIFAR10 contains images from four vehicle classes and six animal classes. We

randomly split 10 classes into 6 known classes and 4 open-set classes to simulate

open-set recognition scenario. We consider three randomly selected splits for testing.

TinyImageNet. TinyImageNet contains a sub-set of 200 classes selected from the

ImageNet dataset [24] with image size of 64×64. 20 classes are randomly selected

to be known and the remaining 180 classes are chosen to be open-set classes. We

consider three randomly chosen splits for evaluation.

The selected known classes and the corresponding splits from SVHN, CIFAR10

and the TinyImageNet datasets are shown in Tables 5.2, 5.3, and 5.4, respectively.
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Implementations.

We adopt the structure of Resnet-18 [48], which has four main blocks, for the encoder

network. Denoising layers are embedded after each main blocks in the encoder.

For the decoder, we use the decoder network proposed in [88] with three transpose-

convolution layers for conducting experiments with the SVHN and CIFAR10 dataset.

Four transpose-convolution layers are used for conducting experiments with the

TinyImageNet dataset. For both open-set classifier and transformation classifier,

we use a single fully-connected layers. We adopt the standard structure of Resnet-

18 as the peer learner. We use the Adam optimizer [59] for the optimization with

a learning rate of 1e-3. We carried out model selection considering the trained

model that has produced the best closed-set accuracy on the validation set. We use

the iteration = 5 for the PGD attacks and ε = 0.3 for the FGSM attacks in both

adversarial training and testing.

Baseline Methods

We consider the following two recent adversarial defense methods which are most

closely related to the proposed method as baselines: Adversarial Training [83]

and Feature Denoising [132]. We also compare the performance our improved

method with our initial approach OSDN [111]. We add an OpenMax layer in the

last hidden layer during testing for both baselines to facilitate a fair comparison in

open-set recognition. Moreover, to evaluate the performance of a classifier without

a defense mechanism, we train a Resnet-18 network on clean images obtained from

known classes and add an OpenMax layer during testing. We test this network using

clean images for inference and we denote this test case by clean. Furthermore, we

test this model with adversarial images, which is denoted as adv on clean.

Protocols

In conventional open-set recognition, the model is required to perform two tasks.

First, it should be able to detect open-set samples effectively. Secondly, it should be
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able to perform correct classification on closed set samples. In order to evaluate the

open-set defense performance, we take these two factors into account. In particular,

following previous open-set works [88], we use area under the ROC curve (AUC-

ROC) to evaluate the performance on identifying open-set samples under adversarial

attacks. In order to evaluate the closed-set accuracy, we calculate prediction accu-

racy by only considering known-set samples in the test set. In our experiments, both

known and open-set samples were subjected to adversarial attacks prior to testing.

We consider white-box attacks, black-box attacks and rectangular occlusion attacks

to attack the model. We generated adversarial samples from known classes using

the ground-truth labels, while we generated the adversarial samples from open-set

classes based on model’s prediction.

5.5.2 Against White-box Attacks

Open-set Recognition

In experiments regarding white-box attacks, we consider FGSM and PGD for at-

tacking the model. We tabulate the obtained performance for closed-set accuracy

and open-set detection in Tables 5.5 and 5.6, respectively. Based on the aforemen-

tioned analysis, compared to our initial approach OSDN [111], we have two major

improvements – Dual-Attentive Denoising Layers (DADL) and Clean-Adversarial

Mutual Learning (CAML). We evaluate the proposed method based on these two

improvements and denote their experimental results as: Ours w/ DADL and Ours

w/ DADL+CAML. From Tables 5.5 and 5.6, it can be seen that networks trained

on clean images produce very high recognition performance for clean images under

both scenarios. However, when the adversarial noise is presented, both open-set de-

tection and closed-set classification performance drops significantly. This validates

that current adversarial attacks can easily fool an open-set recognition method such

as OpenMax, and thus OSAD is a critical research problem. Three baseline defense

mechanisms considered are able to improve the recognition on both known and

open-set samples. It can be observed from Tables 5.5 and 5.6, that the proposed
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method obtains the best open-set detection performance and closed-set accuracy

compared to all considered baselines across all three datasets. Specifically, the pro-

posed method with duel-attentive denoising layers (Ours w/ DADL) performs better

than our initial approach OSDN and has achieved about 1 − 5% improvements in

adversarial defense and open-set detection across all datasets. This demonstrates

that the proposed duel-attentive denoising layers are more advanced and effective

to address the research problem of OSAD compared to the non-local means filter

based denoising layers proposed in our initial approach. In addition, as shown in the

results of Ours w/ DADL+CAML from Tables 5.5 and 5.6, the performance can be

further improved after incorporating the peer learner to carry out clean-adversarial

mutual learning (Ours w/ DADL+CAML). In particular, the proposed method with

both improvements (Ours w/ DADL+CAML) can further improve the performance

by 5% in FGSM adversarial defense on the TinyImageNet dataset and about 3%

in open-set detection under FGSM attacks on the SVHN dataset compared to the

proposed method only with Dual-Attentive Denoising Layers (Ours w/ DADL). On

other datasets, this improvement varies between 1−2%. This shows the effectiveness

the proposed Clean-Adversarial Mutual Learning and thus the knowledge exploited

from the peer learner about clean image classification can benefit both adversarial

defense and open-set recognition.

Table 5.7: Performance of out-of-distribution object detection on CIFAR10 dataset.

Detector ImageNet-Crop ImageNet-Resize LSUN-Crop LSUN-Resize

Clean 78.9 76.2 82.1 78.7

Adv on Clean 4.7 4.4 7.3 3.8

Adversarial Training 35.2 34.5 35.0 34.7

Feature Denoising 43.2 41.0 43.5 41.2

OSDN 46.5 44.8 47.1 44.2

Ours w/ DADL 60.1 52.3 60.5 52.5

Ours w/ DADL+CAML 65.9 58.1 66.7 58.7
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Table 5.8: Results corresponding to the ablation study.

Methods
CIFAR-10

AUC-ROC Close-set Acc

Clean 83.72 92.79

Adv on Clean 45.98 8.65

Components of Ours

Enc Dec DADL SSD CAML

X 66.10 69.90

X X 69.86 70.00

X X 67.34 68.85

X X X 70.52 70.98

X X X 70.00 72.80

X X X 67.04 72.10

X X X X 71.69 73.13

X X X X X 73.72 74.14

Out-of-distribution detection

In this section, we evaluate the performance of the proposed method on the out-of-

distribution detection (OOD) [49] problem on CIFAR10 using the protocol described

in [136]. We considered all classes in CIFAR10 as known-classes and consider test

images from the ImageNet and LSUN dataset [137] (both cropped and resized im-

ages) as out-of-distribution images [72]. We tested the performance of adversarial

images by creating adversarial images using the PGD attacks for both known and

OOD data. We generated adversarial samples from the known classes using the

ground-truth labels, while we generated adversarial samples from the OOD class

based on model’s prediction. We evaluated the performance of the model on ad-

versarial samples based on macro-averaged F1 score. We used OpenMax layer with

threshold 0.95 when assigning open-set labels to the query images. In Table 5.7,

we tabulate the OOD detection performance across all four cases considered for all

three baselines as well as the proposed method. As evident from Table 5.7, the pro-

posed method outperforms baseline methods across all test cases of the ODD task.

In particular, the improvements vary between 14 − 20% across all ODD datasets,
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which are significant improvements compared to other baselines. This experiment

further verifies the effectiveness of our method to identify samples from open-set

classes even under adversarial attacks.

Table 5.9: Results of adversarial defense (closed-set accuracy) compared to method

with inputs mixed up with clean and adversarial images.

Method
CIFAR-10

FGSM PGD

Clean 93.12±1.83 93.12±1.83

Adv on Clean 31.85±4.54 13.02±4.01

Clean Adv Mixup 61.44±0.89 39.24±4.37

Ours 93.40±3.44 76.25±4.02

Table 5.10: Results of open-set classification (area under the ROC curve) compared

to method with inputs mixed up with clean and adversarial images.

Method
CIFAR-10

FGSM PGD

Clean 81.20±2.96 81.20±2.96

Adv on Clean 51.52±2.81 45.56±0.55

Clean Adv Mixup 62.90±2.26 56.10±3.73

Ours 82.06±0.86 74.42±2.05

Ablation Study

The proposed network consists of five CNN components with four branches. Specifi-

cally, we denote the feature encoding carried out in encoder as Enc for short, the fea-

ture denoising carried out by dual-attentive denoising layers as DADL for short, im-

age generation carried out in the decoder as Dec for short, self-supervised denoising

carried out by the transformation classifier as SSD for short, and clean-adversarial

mutual learning carried out by the peer learner as CAML for short. In this section,

we investigate the impact of each network component to the overall performance of

the system. To validate the effectiveness of various parts integrated in our proposed
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network, this section conducts the ablation study of our network using the CIFAR10

dataset for the task of open-set recognition under PGD attacks. Considered cases

and the corresponding results obtained for each case are tabulated Table 5.8. From

Table 5.8, it can be seen that all the aforementioned four branches are necessary and

effective for the improvement of both adversarial defense and open-set recognition.

In particular, Table 5.8 shows that the proposed dual-attentive denoising layers are

critical and the performance can be significantly improved with it. Moreover, from

the last row of Table 5.8, it can be seen that the overall performance can be further

improved with the clean-adversarial mutual learning, which clearly demonstrates

the contribution of this component to the whole network. In all, Table 5.8 shows

that added components complement each other to produce better performance for

both adversarial defense and open-set recognition.

Method with inputs mixed up with clean and adversarial images

Compared to our initial approach which only exploits adversarial images to solve

OSAD, one of the key improvements of the proposed method is to explore more

complementary knowledge from clean image classification in the peer learner via

clean-adversarial mutual learning to aid adversarial defense and open-set recogni-

tion. To demonstrate the effectiveness of the clean-adversarial mutual learning, this

section compares one of the other possible ways to exploit the information of clean

image classification. Specifically, regarding this comparison method, we remove the

peer learner branch and input clean images directly into the encoder for classifica-

tion. All the other parts of the proposed method remain the same. In this case, the

inputs of this comparison method are mixed up with adversarial and corresponding

clean images. Results corresponding to this experiment using the CIFAR10 dataset,

denoted as Clean Adv Mixup, is shown in Table 5.9 and Table 5.10. From Table 5.9

and Table 5.10, it can be seen that although this comparison performs better than

the method without any adversarial defense (adv on clean), it has much lower per-

formance compared to the proposed method. We argue this is because the encoder

132



embedded with denoising layers has hard a time simultaneously performing feature

denoising for adversarial images and feature encoding for the clean images. In this

case, the adversarial training based on adversarial images and normal supervised

training based on clean images are hard to complement with each other and may even

contradict with each other. Comparatively, the proposed clean-adversarial mutual

learning lets the two independent branches, which carry out adversarial training and

supervised training respectively, mutually learn with each other. Therefore, more

complementary knowledge about the clean image classification is easier to exploit

from the peer learner to accurately aid adversarial defense and open-set recognition.

5.5.3 Against Black-box Attacks

Table 5.11: The results of adversarial defense (closed-set accuracy) on black-box

attacks on SVHN dataset.

Method
SVHN

FGSM PGD

Clean 96.03±0.70 96.03±0.70

Adv on Clean 28.29±13.03 29.37±13.93

Adversarial Training 80.20±4.15 80.05±3.02

Feature Denoising 80.51±3.92 80.64±2.68

OSDN 83.23±2.78 80.94±1.61

Ours w/ DADL 82.67±1.22 81.75±2.06

Ours w/ DADL+CAML 85.90±2.46 82.19±2.12

Several works have demonstrated a phenomenon that adversarial examples gen-

erated for one model can be misclassified by the other models. This phenomenon

is known as transferability [78, 96] which can be leveraged to design the evalua-

tion corresponding to black-box attacks [78]. Specifically, to attack a target model

trained on one dataset, we first train a substitute model in a different network struc-

ture using adversarial training with white-box attacks on the same training data.

Then we perform the white-box attacks to the substitute model on the test data

to generate adversarial examples. Finally, we measure the accuracy of the target
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Table 5.12: The results of open-set classification (area under the ROC curve) on

black-box attacks on SVHN dataset.

Method
SVHN

FGSM PGD

Clean 91.31±2.42 91.31±2.42

Adv on Clean 52.79±3.57 53.09±3.53

Adversarial Training 76.66±2.15 69.48±3.21

Feature Denoising 77.49±4.07 69.69±3.61

OSDN 79.99±2.40 76.46±1.36

Ours w/ DADL 78.68±3.07 77.98±2.01

Ours w/ DADL+CAML 80.27±1.81 79.00±2.62

Table 5.13: The results of adversarial defense (closed-set accuracy) on black-box

attacks on CIFAR10 dataset.

Method
CIFAR-10

FGSM PGD

Clean 93.29±2.56 93.29±2.56

Adv on Clean 35.68±8.16 36.33±7.32

Adversarial Training 79.65±10.99 81.98±5.76

Feature Denoising 80.06±7.68 82.78±4.41

OSDN 82.20±6.50 84.27±4.44

Ours w/ DADL 81.29±4.99 84.55±4.52

Ours w/ DADL+CAML 83.01±6.92 84.93±4.87

model on these generated adversarial test data to evaluate their performance against

black-box attacks.

We use Resnet-34 and VGG-13 as the substitute models in the black-box ex-

periments using the SVHN and CIFAR10 datasets to generate adversarial samples,

respectively. Adversarial examples from the substitute models are generated by

FGSM and PGD attacks. We use the three baselines and the proposed network as

the target models to evaluate their black-box defense performance on these gener-

ated adversarial samples. We tabulate the performance for closed-set accuracy and

open-set detection under black-box attacks in Tables 5.11, 5.12, 5.13, and 5.14.
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Table 5.14: The results of open-set classification (area under the ROC curve) on

black-box attacks on CIFAR10 dataset.

Method
CIFAR-10

FGSM PGD

Clean 79.95±2.84 79.95±2.84

Adv on Clean 51.28±1.22 52.82±1.81

Adversarial Training 70.49±9.70 72.56±1.01

Feature Denoising 71.63±3.95 75.37±3.97

OSDN 73.61±0.98 76.68±5.68

Ours w/ DADL 75.35±3.01 76.62±2.72

Ours w/ DADL+CAML 74.87±1.93 76.75±3.57

From these Tables, it can be seen that the proposed method obtains the best per-

formance of both adversarial defense and open-set recognition across all considered

cases under the black-box attack scenario. In particular, the proposed method can

achieve about 1 − 2% improvements in the black-box experiment on the SVHN

dataset. This experiment shows that the proposed method is more robust against

various black-box attacks and is able to generalize well to open-set samples under

black-box attacks.

5.5.4 Against Rectangular Occlusion Attack

To develop the robustness of deep neural networks against physically realizable at-

tacks, such as eyeglass frame attack [112] and sticker attack on stop signs [29], Wu

et al. [130] propose a new abstract adversarial model, rectangular occlusion attack,

where an adversary introduces a small adversarially crafted rectangle in an image.

This attack can capture the key common element of various physically realizable at-

tacks that involves the introduction of adversarial occlusions to a part of the input.

In this section, we conduct experiments using rectangular occlusion attacks (i.e.

physically realizable attacks). In Tables 5.15, 5.16 we tabulate both open-set detec-

tion performance and closed-set classification accuracy corresponding to rectangular

occlusion attacks on the CIFAR10 and TinyImageNet datasets. From Tables 5.15,
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Figure 5.5: Visualization of input clean images, corresponding adversarial images,

and the reconstructed images from the decoder.

Table 5.15: The results of adversarial defense (closed-set accuracy) and open-

set classification (area under the ROC curve) on rectangular occlusion attack on

CIFAR10 dataset.

Method
CIFAR-10

Closed-set Acc AUC-ROC

Clean 93.12±1.83 81.20±2.96

Adv on Clean 32.93±3.53 54.08±2.02

Adversarial Training 87.48±2.98 76.35±1.87

Feature Denoising 87.55±2.89 77.90±1.30

OSDN 88.99±2.54 79.53±1.73

Ours w/ DADL 88.62±2.60 78.78±2.18

Ours w/ DADL+CAML 89.61±2.42 79.86±1.15

5.16, it can be seen that the proposed method obtains the best performance on both

adversarial defense and open-set recognition under rectangular occlusion attacks.

In particular, the proposed method can achieve about 3% and 2% improvements in

terms of adversarial defense and open-set recognition, respectively on the TinyIma-

geNet dataset compared to the baselines. This experiment clearly shows the great
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Table 5.16: The results of adversarial defense (closed-set accuracy) and open-

set classification (area under the ROC curve) on rectangular occlusion attack on

TinyImageNet dataset.

Method
TinyImageNet

Closed-set Acc AUC-ROC

Clean 56.80±3.64 59.50±0.89

Adv on Clean 12.79±3.92 50.30±1.51

Adversarial Training 60.25±1.06 64.46±3.16

Feature Denoising 57.42±1.41 64.30±0.84

OSDN 58.98±1.54 65.63±1.23

Ours w/ DADL 60.97±1.19 65.78±1.21

Ours w/ DADL+CAML 63.77±1.57 67.39±0.45

Adversarial Training OursFeature Denoising OSDN

Figure 5.6: tSNE visualization of the latent feature space under PGD attack corre-

sponding to our method and baselines.

Adversarial Training OSDNFeature Denoising Ours

Figure 5.7: tSNE visualization of the latent feature space under FGSM attack cor-

responding to our method and baselines.

potential of the proposed method against physically realizable attacks.
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5.5.5 Qualitative Results

To better understand the proposed algorithm, we first visualize clean, adversarial

and reconstructed images. We also visualize the obtained latent features in 2D.

Finally, we display randomly selected feature maps from the encoder network to

demonstrate the results of feature denoising.

Images Visualization

We consider the SVHN dataset. Figure 5.5 shows a set of clean images, correspond-

ing adversarial images perturbed by the PGD attacks and images obtained when the

latent features are decoded using the proposed method. We have indicated known

and open-set sample visualizations in two columns. By comparing the images be-

tween columns of adversarial images and reconstruction images in Figure 5.5, it can

be observed that image noise has been removed in both open-set and known-class

images. However, the reconstruction quality is superior for the known-class samples

compared to the open-set images. Reconstructions of open-set samples look blurry

and structurally different. For example, in the block of Open-set Classes, the image

of digit 2 shown in the third row, looks like an intermediate shape between digit 3

and 8 once reconstructed. We will further explain the reason for this phenomenon

in the following section.

Visualization of Latent Features

In Figures 5.6 and 5.7, we visualize the latent features obtained in the proposed

method along with three other baselines using tSNE visualization [81] under both

FGSM and PGD attacks on the SVHN dataset. As shown in Figures 5.6 and 5.7,

most of open-set features lie away from the known-set feature distribution based on

our method. This is why the proposed method is able to obtain a good performance

of open-set detection. On the other hand, it can be observed that there is more

overlap between the two types of features in all baseline methods. In particular,

from Figure 5.6, it can be observed that our initial approach OSDN has less overlap
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Figure 5.8: Feature map visualization in the res2 block of Resnet-18, encoder of

OSDN, and encoder of proposed network. (Best viewed in colors.)

between the two types of features compared to the baselines of adversarial training

and feature denoising under PGD attacks, which is similar to the proposed method.

However, in Figure 5.7, the overlap of features corresponding to OSDN increases in

the presence of FGSM attacks. In contrast, the proposed method maintains superior

separation among features from known samples and open-set samples. This further

demonstrates the superiority of the proposed method for open-set recognition under

various adversarial attacks compared to our initial approach.

Moreover, please note that when open-set features lie away from the data man-

ifold of known classes, the reconstruction obtained through the decoder network

tends to be poor. Therefore, the tSNE plot just justifies why the reconstructions

of our method are poor for open-set samples in Figure 5.5. As such, Figure 5.5

along with Figures 5.6 and 5.7 mutually verify the effectiveness of our method for

identifying open-set samples under adversarial attacks.

Visualization of Features Maps

To demonstrate the effectiveness of feature denoising carried out in the encoder of the

proposed network, we visualize some randomly selected feature maps of the second

139



residual block from the trained Resnet-18 [48], the encoder of our initial approach

OSDN network and the encoder of the proposed network. The feature maps for each

row of examples are from the same corresponding channel of the feature maps. We

consider samples from both known and open-set classes from the CIFAR10 dataset.

Figure 5.8 shows a set of feature maps of the trained Resnet-18 applied on the clean

images (denoted as Clean) and the corresponding PGD adversarial images (denoted

as Adv on Clean). From samples of Resnet-18 in Figure 5.8, it can be observed

that feature maps of clean images mainly focus on semantically informative regions,

while feature maps corresponding to the adversarial images have noisy activations

on semantically irrelevant regions. This quantitatively demonstrates that a lot of

adversarial noise is produced in the features as the adversarial images are propagated

through the network [73]. Figure 5.8 further shows the feature maps corresponding

to the proposed method applied on the same PGD adversarial images (denoted as

Ours). From samples of the proposed method in Figure 5.8, it can be observed that

compared to Resnet-18 without any defense mechanism, the proposed network is

able to reduce adversarial noise significantly in feature maps of adversarial images.

In particular, as illustrated in Figure 5.8, compared to our initial approach OSDN,

the resulting denoised feature maps of the proposed method are closer to the feature

maps corresponding to the clean images. For example, from the third row of known

classes block and fourth row of open-set classes block, it can be observed that the

resulting feature maps corresponding to OSDN are still filled with adversarial noise.

Comparatively, the proposed method is able to remove the noise and restore the

feature maps. Moreover, from the fifth row of known classes block and the fifth row

of open-set classes block, it can be observed that the semantic regions of feature

maps are lost after feature denoising with OSDN. In contrast, the proposed method

can maintain the semantic regions while removing the adversarial noise. This means

that the proposed method carries out feature denoising more accurately. This vi-

sualization further demonstrates that the proposed network indeed carries out the

feature denoising through the embedded feature denoising layers, and obtains much
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better adversarial robustness. In addition, the visualization can also verify that the

proposed dual-attentive denoising layer in the proposed method can achieve better

feature denoising performance compared to the non-local means-based filter adopted

in our initial approach.

5.6 Conclusion

In this chapter, we study a novel research problem – Open-set Adversarial Defense

(OSAD). We first show that existing adversarial defense mechanisms do not general-

ize well to open-set samples. Furthermore, we show that even open-set classifiers can

be easily attacked using the existing attack mechanisms. We propose an Open-Set

Defense Network with Clean-Adversarial Mutual Learning (OSDN-CAML) with the

objective of producing a model that can detect open-set samples while being robust

against adversarial attacks. The proposed network consists of a feature denoising

operation with non-local means filter based denoising layers or dual-attentive de-

noising layers, a self-supervision operation, a denoised image generation function

and a clean-adversarial mutual learning mechanism. Extensive experiments demon-

strate the effectiveness of the proposed method under both open-set recognition and

various adversarial attack settings on three publicly available classification datasets.

In addition, we show that proposed method can be deployed for out-of-distribution

detection task as well. Finally, various visualizations corresponding to different prop-

erties of the proposed method are presented, which provide more a comprehensive

understanding for the proposed method.
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Chapter 6

Conclusions

6.1 Summary

Face presentation attack detection (fPAD) plays an important role in protecting

current face recognition systems from face presentation attacks. More generally,

adversarial defense methods defend visual recognition systems against adversarial

attacks. Various fPAD methods have been proposed and obtained promising per-

formance in intra-dataset experiments where training and testing data are from

the same dataset. However, in a real-world scenario, fPAD methods are likely to

encounter unseen face presentation attacks and their performance dramatically de-

grades in such an unseen attack detection. Similarly, various adversarial defense

methods have been proposed and these defense mechanisms are designed with the

assumption of a closed-set setting which assumes that classes between training and

testing are identical. But in a real-world scenario, a defense method is likely to con-

front open-set attacks from classes unseen during training and it cannot generalize

well to such open-set adversarial attacks. Therefore, to address the above limita-

tions, this thesis studies the defense of face presentation attacks and adversarial

attacks with good generalization ability.

This thesis firstly focuses on improving the generalization ability of fPAD by ex-

ploring the technique of domain generalization. We propose to learn the generalized

feature space of fPAD by searching a feature space shared by multiple discriminative
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source domains. To find this generalized feature space, a novel multi-adversarial dis-

criminative deep domain generalization framework is proposed. In this framework,

we train a feature generator to fight against multiple domain discriminators simul-

taneously through multiple adversarial learning processes. Therefore, the feature

space shared by all discriminative source domains can be discovered after the fea-

ture generator successfully beats all domain discriminators. To further enhance the

discriminability of the learned generalized feature space, we impose a dual-force

triplet-mining constraint in the adversarial learning process which forces distance

of each subject to its intra-domain positive smaller than to its intra-domain neg-

ative and simultaneously the distance of each subject to its cross-domain positive

smaller than to its cross-domain negative. An auxiliary face depth supervision is

incorporated to further enhance the generalization ability. Experiments on four pub-

lic 2D fPAD datasets validate the effectiveness of the proposed method to improve

the generalization ability. Following the idea of adversarial learning based domain

generalization, this thesis also proposes an adversarial learning based unsupervised

domain adaptation (UDA) model called Hierarchical Adversarial UDA to reduce the

domain distribution mismatch between source and target domain. A Hierarchical

Adversarial Deep Network is proposed to jointly optimize the feature-level and pixel-

level adversarial adaptation within a hierarchical network structure, which guides

the knowledge from pixel-level adversarial adaptation to facilitate the feature-level

adaptation. This contributes to a better feature alignment under the constraint of

pixel-level adversarial adaptation.

The objective of the above multi-adversarial discriminative deep domain gener-

alization framework is to search a shared and discriminative feature space. However,

it is difficult to perfectly discover such a feature space. To address this issue, we

further propose to improve the generalization ability of fPAD via meta-learning

based domain generalization without searching such a generalized feature space via

adversarial learning. Therefore, a new meta-learning framework called regularized

fine-grained meta face presentation attack detection is proposed. To enable our
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fPAD model to learn to generalize well to unseen attacks, the proposed framework

trains our model to perform well in the simulated domain shift scenarios, which is

achieved by learning generalized learning directions in the meta-learning process.

Specifically, to search better generalized learning directions for fPAD, the domain

knowledge of fPAD is incorporated as the regularization so that meta-learning is

conducted in the feature space regularized by the supervision of domain knowledge.

To equip the model with the generalization ability to unseen attacks of various sce-

narios, the proposed framework adopts a fine-grained learning strategy, in which a

variety of domain shift scenarios instead of a single one that are simulated for meta-

learning. This is more optimal for the task of fPAD. Experiments on four public

2D fPAD datasets validate the effectiveness of the proposed meta-learning based

domain generalization fPAD method.

Besides the defense of 2D face presentation attacks, this thesis also detects 3D

mask face presentation attacks and proposes a 3D mask fPAD method with im-

proved generalization ability to various 3D masks. We find that the facial motion

differences can be exploited as the intrinsic and generalized differentiation cues be-

tween real faces and various 3D mask attacks. These facial motions can be well

captured by facial dynamic textures. Based on this idea, we propose a novel feature

learning model to learn discriminative deep dynamic textures for 3D mask fPAD. A

novel joint discriminative learning strategy is incorporated in the learning model to

jointly learn the spatial- and channel-discriminability of the deep dynamic textures.

This learning strategy can be used to adaptively weight the discriminability of the

learned feature from different spatial regions or channels, which ensures that more

discriminative deep dynamic textures play more important roles in 3D mask fPAD.

Experiments on several public 3D fPAD datasets validate that the proposed method

achieves promising results in intra- and cross-dataset scenarios.

In a more general perspective, we propose a generalized adversarial defense

method by addressing a new research problem named as Open-Set Adversarial De-

fense (OSAD). The objective of open-set recognition is to identify samples from
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open-set classes during testing, while adversarial defense aims to defend the net-

work against images with imperceptible adversarial perturbations. We show that

open-set recognition systems are vulnerable to adversarial attacks and adversarial

defense mechanisms trained on known classes do not generalize well to open-set sam-

ples. Motivated by this observation, we propose the new research problem named

as Open-Set Adversarial Defense (OSAD). We propose an Open-Set Defense Net-

work with Clean-Adversarial Mutual Learning (OSDN-CAML) as a solution to the

OSAD problem. To learn a noise-free and informative latent feature space, the pro-

posed OSDN-CAML uses an encoder with feature denoising layers coupled with a

classifier. Moreover, a decoder is utilized to well reconstruct the clean images based

on the latent space, which makes the latent space more noise-free and informative.

Then, self-supervision is used to make latent features informative to carry out an

auxiliary task. Finally, to exploit more complementary knowledge from clean image

classification to facilitate feature denoising and search a robust local minimum with

better generalization ability, we further propose clean-adversarial mutual learning

between a peer network the classifier. Experiments on three image classification

datasets show the effectiveness of the proposed OSDN-CAML.

6.2 Future Work

Although the algorithms proposed in this thesis have achieved promising perfor-

mance in the defense of face presentation attacks and adversarial attacks, many

important and challenging topics are worth further exploring.

� Federated face presentation attack detection.

This thesis has proposed to improve the generalization ability of fPAD by ex-

ploring the technique of domain generalization (DG). Since DG based fPAD

aims to exploit a generalized feature space shared by multiple source domains,

we need to access all source domains to exploit such shared information. Nor-

mally, each source domain contains fPAD data collected by research institu-
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tions and companies which carry out the research and development of fPAD.

In reality, due to data sharing agreements and privacy policies, these research

institutions and companies are not allowed to share collected fPAD data with

each other. Therefore, it raises an important issue about how to exploit data

across all source domains while preserving data privacy. One possible direction

to go is to explore the technique of federated learning [86]. Through the means

of federated learning, models trained with each source domains are shared and

aggregated while training images are kept private in their respective source

domains, thereby preserving privacy.

� Test-time-training for face presentation attack detection.

In our proposed DG based fPAD methods, multiple source domains are re-

quired. However, it is usually difficult to collect such various source domains

in reality. Moreover, the generalization ability is limited by the number and

variety of collected source domains. To address these issues, one direction to

go is to adopt the Test-Time-Training [117]. Test-Time-Training aims to ex-

ploit the unlabeled test samples presented at test time which give us a hint

about the distribution of test data. By taking advantage of this hint on the

test distribution, fPAD models can adaptively tune their parameters and thus

the generalization ability to the test data can be improved. In this way, Test-

Time-Training can improve the generalization ability of fPAD regardless of

how many source domains can be collected, which is more practical.

� Model generalization with adversarial attacks.

It is well known that adversarial attacks are one of the biggest dangers to most

current visual recognition systems and various adversarial defense methods

are proposed to defend against them. However, it is an interesting topic to

treat the adversarial samples as the treasure instead of simply regard them

as the threat. As mentioned in [56], adversarial examples are not bugs, they

are features. That is to say, adversarial attacks expand the distribution of
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training data and we can treat the adversarial samples as augmented features

for training our model, which can further improve the generalization ability

of the trained model to testing data with different distribution compared to

training data.
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