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Abstract

Most real-world data such as images and videos are naturally organized as tensors,

and often have high dimensionality. Tensor subspace learning is a fundamental prob-

lem that aims at finding low-dimensional representations from tensors while preserv-

ing their intrinsic characteristics. By dealing with tensors in the learned subspace,

subsequent tasks such as clustering, classification, visualization, and interpretation

can be greatly facilitated. This thesis studies the tensor subspace learning prob-

lem from a generative perspective, and proposes four probabilistic methods that

generalize the ideas of classical subspace learning techniques for tensor analysis.

Probabilistic Rank-One Tensor Analysis (PROTA) generalizes probabilistic prin-

ciple component analysis. It is flexible in capturing data characteristics, and avoids

rotational ambiguity. For robustness against overfitting, concurrent regularizations

are further proposed to concurrently and coherently penalize the whole subspace, so

that unnecessary scale restrictions can be relaxed in regularizing PROTA.

Probabilistic Rank-One Discriminant Analysis (PRODA) is a bilinear generaliza-

tion of probabilistic linear discriminant analysis. It learns a discriminative subspace

by representing each observation as a linear combination of collective and individual

rank-one matrices. This provides PRODA with both the expressiveness of capturing

discriminative features and non-discriminative noise, and the capability of exploiting

the (2D) tensor structures.

Bilinear Probabilistic Canonical Correlation Analysis (BPCCA) generalizes prob-

abilistic canonical correlation analysis for learning correlations between two sets of

matrices. It is built on a hybrid Tucker model in which the two-view matrices are
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combined in two stages via matrix-based and vector-based concatenations, respec-

tively. This enables BPCCA to capture two-view correlations without breaking the

matrix structures.

Bayesian Low-Tubal-Rank Tensor Factorization (BTRTF) is a fully Bayesian

treatment of robust principle component analysis for recovering tensors corrupted

with gross outliers. It is based on the recently proposed tensor-SVD model, and

has more expressive modeling power in characterizing tensors with certain orienta-

tion such as images and videos. A novel sparsity-inducing prior is also proposed to

provide BTRTF with automatic determination of the tensor rank (subspace dimen-

sionality).

Comprehensive validations and evaluations are carried out on both synthetic and

real-world datasets. Empirical studies on parameter sensitivities and convergence

properties are also provided. Experimental results show that the proposed methods

achieve the best overall performance in various applications such as face recognition,

photograph-sketch match, and background modeling.

Keywords: Tensor subspace learning, probabilistic models, Bayesian inference,

tensor decomposition.
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Chapter 1

Introduction

1.1 Background

In the past decade, machine learning and artificial intelligence have been tremen-

dously developed and widely affected our daily life. Thanks to the growing amount

of data and computation resources, we are now able to provide computers with the

ability to “learn” and make data-driven predictions. Recently, advanced machine

learning techniques have outperformed humans in many real-world applications such

as image recognition, voice generation, art/style imitation, etc.

With increasing amounts of data, we not only obtain more information but

also confront with more attributes (features) and “unknowns”. As the number of

attributes increases, the volume of the feature space will increase significantly. As a

result, the available data instances become too sparse to be exploited for providing

meaningful and reliable results. This problem is known as the curse of dimensionality

[92]. Because of this, learning directly from high-dimension data is very challenging

and computationally expensive. On the other hand, it is commonly believed that

the useful information and underlying knowledge contained by the data usually hide

in a low-dimensional subspace or manifold.

Subspace learning methods are hence proposed to find low-dimensional repre-

sentations for high-dimensional data while preserving the useful information and

underlying structures as much as possible. The basic idea is to learn a transforma-
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tion that projects high-dimensional data to a low-dimensional subspace. If subspace

learning is performed appropriately, it would be much more efficient to handle data

in the learned subspace, so that subsequent tasks such as classification, interpreta-

tion, and visualization, can be greatly facilitated.

Classical subspace learning methods include Principal Component Analysis (PCA)

[45], Linear Discriminant Analysis (LDA) [27], Canonical Correlation Analysis (CCA)

[37], and Robust PCA (RPCA) [12], etc. PCA is arguably the most popular and

important subspace learning technique, which aims to find a subspace that preserves

maximum data variance. LDA learns a subspace by maximizing between-class scat-

ter while minimizing within-class scatter, so that data of the same class are grouped

together while those of different classes are well separated. Because of its supervised

nature, LDA is particularly suitable for dealing with labeled data.

In some cases, data may be collected from diverse sources or views that represent

different properties of the same object. For example, face images can be captured in

different poses or illumination conditions, and webpage contents often include text,

images, and hyperlinks. CCA aims at learning the correlations between two sets

of variables, i.e., data from two views. It seeks two transformations, one for each

view, to project data into a common subspace in which the two views are maximally

correlated.

The presence of outliers is ubiquitous in machine learning and computer vision

applications such as data mining, image processing, and video surveillance. For

instance, moving objects in a video taken by a stationary camera can be viewed

as sparse outliers in the static background. However, PCA is very sensitive to

outliers, and fails to perform well on data with gross corruptions. To overcome this

limitation, RPCA extends PCA by explicitly modeling gross corruptions as a sparse

term. It can recover a low-rank component (clean subspace) from data corrupted

with outliers of unknown magnitude and support.
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1.2 Tensor Subspace Learning

In practice, many data are naturally organized as tensors, a.k.a, multiway or multi-

dimensional arrays. The order of a tensor is the number of dimensions of the array,

and a mode is one dimension of it. For example, a gray-level image can be repre-

sented by a second-order tensor (matrix) with the dimensions of height × width, and

a gait silhouette sequence can be organized as a third-order tensor of height × width

× time. By preserving the structural information in each mode, tensors can nat-

urally characterize data from multiple aspects, providing compact and meaningful

representations.

Tensorial data are typically high-dimensional, and difficult to be directly handled

in their original space. Specifically, it is often the case that for real-world tensor

datasets, the number of training samples are much smaller than that of features. The

lack of training samples could greatly degrade the performance of machine learning

methods. This is known as the small sample size (SSS) problem, which arises in

many applications. For example, an ID card identification system usually records

only one photo for each person, because acquiring additional photos (samples) is very

difficult in this scenario. Whole-brain image analysis studies large brain images such

as MRI or fMRI scans, where the number of training samples is much smaller than

that of input features.

Due to these facts, it is reasonable to apply subspace learning for representing

tensorial data in a low-dimensional subspace while preserving the useful information

and underlying structures. However, most existing subspace learning methods are

designed for vectors, whose input is a data matrix with each column (or row) being

a data instance. To apply these vector-based subspace learning methods on high-

order tensors, one has to first reshape (vectorized) the input tensors into vectors.

Such vectorization brings two main limitations:

� Vectorizing tensors with a large size will result in very high-dimensional vec-

tors. Analyzing these vectors not only could cost high or even impractical

computational and memory demands, but also requires estimating a large
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number of parameters and may suffer from the SSS problem.

� More importantly, the vectorization breaks the intrinsic tensor structures and

correlations among different dimensions, leading to the loss of possibly more

compact data representations and informative multidimensional dependencies.

To overcome these limitations, tensor subspace learning, a kind of algorithms that

learns subspaces directly from tensorial inputs without vectorization, has emerged

as a more desirable and promising approach in tensor analysis. Compared with

their vector-based counterparts, tensor subspace learning methods preserve the

intrinsic tensor structures and have less parameters to be estimated, leading to

better performance, robustness against the SSS problem, and less memory de-

mands. Up to now, many tensor subspace learning methods have been proposed

[96, 70, 136, 126, 105, 48, 29, 138, 68, 98, 100, 99, 97]. Based on different ways

of modeling tensors and the corresponding low-dimensional (low-rank) definitions,

there exist three popular frameworks for tensor subspace learning, which are based

on the Tucker [109], CANDECOMP/PARAFAC (CP) [35, 14], and tensor-SVD (t-

SVD) models [51, 50], respectively. These models characterize tensors from different

perspectives. Each of them enjoys its unique advantages in learning subspaces with

certain tensor structures and desirable properties.

1.3 Challenges: Probabilistic Approaches for Ten-

sor Subspace Learning

In this research, we particularly focus on probabilistic methods in tensor subspace

learning. They learn subspaces by estimating a latent variable model that connects

each observed tensor to its (latent) low-dimensional representation in a generative

way. Performing subspace learning under the probabilistic frameworks has several

advantages over non-probabilistic approaches:

� Real-world data often contain noise and uncertainty that make them devi-
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ate from their original or correct values. Probabilistic models explicitly take

random noise into account, and thus can capture such data uncertainty and

provide probabilistic outputs.

� By placing priors over latent variables, prior knowledge and regularization

such as robustness [18], sparsity [49], and large-margin separability [23] can be

easily incorporated into the latent variable model without greatly changing the

model configuration and the parameter estimation scheme. Such regularization

is also helpful in alleviating overfitting.

� Most subspace learning methods involve free parameters that cannot be op-

timized and require being manually determined in advance. However, prob-

abilistic treatments of tensor subspace learning provide an elegant way to

automatic parameter selection and adaptive model complexity control.

Motivated by these benefits, probabilistic tensor subspace learning attracts an

increasing research interest in recent years. Despite of the encouraging success and

progress achieved, probabilistic tensor subspace learning is still underdeveloped, and

there are still some technical challenges of generalizing the rich ideas of vector-based

subspace learning to the tensor cases under the probabilistic framework.

1. Although the Tucker and CP models have shown their effectiveness in dealing

with tensors and induced many probabilistic tensor subspace learning meth-

ods, their pros and cons in characterizing tensors and the latent subspace have

not been formally studied yet. In addition, regularization is a common and

effective strategy to alleviate overfitting. However, existing regularization ap-

proaches fail to exploit the multidimensional nature of tensor inputs as well as

the intrinsic properties of Tucker and CP-based subspace representations, and

thus lead to suboptimal solutions in tensor subspace learning. Therefore, it

is promising and desirable to develop suitable regularization strategies for im-

proving the generalization performance of the Tucker and CP-based subspace

learning methods.
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2. Classical LDA aims to find a linear projection that maximizes the between-

class scatter while minimizing the within-class one. With the similar spirit,

tensor-based extensions of LDA aim to find multiple projections, one for each

mode, in which the ratio or difference between the between-class and within-

class scatter is maximized. However, ratio-based methods have inconsistent

objective functions for individual projections and thus suffer from convergence

problems. On the other hand, difference-based methods have to introduce

additional tuning parameters for good convergence properties. There is no

existing tensor-based LDA algorithm that addresses these two problems si-

multaneously.

3. CCA and its probabilistic variant, Probabilistic CCA, are classical methods

for learning correlations between two sets (views) of vectors. They seek two

transformations, one for each view, to project data into a common subspace

in which the two views are maximally correlated. However, extending Prob-

abilistic CCA to its tensor version is challenging, since correlations between

two-view tensors are not well-defined unless we reshape tensors into vectors and

abandon the informative tensor structures. Can we capture such tensor-based

correlations in probabilistic models without breaking the tensor structures?

4. Besides the conventional Tucker and CP models, tensor-SVD (t-SVD) [51] is a

recently proposed model for characterizing tensorial data. It has been demon-

strated that the t-SVD model has more expressive modeling power than the

Tucker and CP models in characterizing tensors that have a fixed orienta-

tion such as color images, videos, and multi-channel audio sequences [51, 43].

However, it is still unclear that how to bring the modeling power of the t-SVD

model to the probabilistic framework for tensor subspace learning.
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1.4 Contributions

Motivated by the above discussions, this thesis studies the tensor subspace learning

problem from a generative perspective, and aims to improve the state-of-the-art

by inheriting benefits from both the tensor representation and the probabilistic

framework. The detailed contributions of this thesis are summarized as follows:

1. Probabilistic Rank-One Tensor Analysis (PROTA): This thesis intro-

duces the PROTA algorithm, a CP-based probabilistic PCA method. PROTA

enjoys a flexible subspace representation and avoids rotational ambiguity, while

may suffer from overfitting. For better generalization and robustness against

overfitting, two novel regularization strategies, named as concurrent regular-

izations, are proposed. They can relax unnecessary scale restrictions for the

CP model and provide more flexibility in regularizing PROTA. To take full

advantage of the probabilistic framework, a Bayesian treatment of PROTA is

further introduced, which achieves both automatic feature determination and

robustness against overfitting. Besides, this work studies the pros and cons of

the Tucker or CP models, and proves that the Tucker model can be viewed as

a special case of the CP one in the scenario of tensor subspace learning.

2. Probabilistic Rank-One Discriminant Analysis (PRODA): This thesis

introduces PRODA, a supervised subspace learning method for matrix inputs.

Unlike existing work that relies on scatter ratio or difference for discriminant

analysis, PRODA represents each observed matrix as a linear combination

of collective and individual rank-one matrices, and finds the discriminative

subspace via maximizing the likelihood function. In this way, it takes data

uncertainty into account, has closed-form solutions, and achieves guaranteed

convergence without introducing additional tuning parameters.

3. Bilinear Probabilistic Canonical Correlation Analysis (BPCCA): This

thesis introduces BPCCA, a bilinear extension of probabilistic CCA (PCCA)

for learning correlations between two-view matrices. To preserve the matrix
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structures, existing bilinear PCCA methods require imposing restrictive model

assumptions, and thus sacrifice correctness of the data generation procedure

or model flexibility. In contrast, BPCCA overcomes these drawbacks by com-

bining two-view matrices in a hybrid joint model. Our new model introduces

intermediate variables and separates bilinear projections into two stages. In

this way, linear correlations can be captured from the vectorized matrix in-

puts, while the matrix structures can still be preserved in the intermediate

variables. This enables BPCCA to gain more model flexibility in capturing

two-view correlations and obtain closed-form solutions in parameter estima-

tion.

4. Bayesian Low-Tubal-Rank Tensor Factorization (BTRTF): Finally,

this thesis introduces BTRTF, a fully Bayesian treatment of tensor RPCA

based on the recently proposed t-SVD model. To the best of the author’s

knowledge, this is the first attempt that considers probabilistic modeling of

t-SVD. This work addresses the key challenge of automatically determining

two new tensor rank definitions, tubal rank and multi-rank. They are the

most important parameters of the t-SVD model, and reflect the subspace di-

mensionality and model complexity. Specifically, a novel sparsity-inducing

prior is proposed to make unnecessary components (dimensions) inactive in

the frequency domain, eventually resulting in the automatic tensor rank de-

termination.

1.5 Organizations

The rest of this thesis is organized as follows:

Chapter 2 reviews basic notations and tensor algebra on which the proposed

methods are based. A brief introduction on three popular tensor factorization models

(Tucker, CP, and t-SVD) is also provided.

Chapter 3 introduces the PROTA algorithm, its Bayesian extension, and con-
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current regularizations. In this chapter, connections between the Tucker and CP

models are discussed. Comparisons of concurrent regularizations with classical `2

regularization are made. Experiments on synthetic and real-world datasets are con-

ducted to demonstrate the superiority of PROTA in subspace estimation and clas-

sification, as well as the effectiveness of concurrent regularizations in alleviating

overfitting. The convergence property and parameter sensitivity of PROTA are also

analyzed.

Chapter 4 introduces the PRODA algorithm. It seeks a discriminative subspace

by maximizing the likelihood of a generative model that decomposes the input ma-

trices into collective and individual components. This provides PRODA with both

the expressiveness of capturing discriminative features and non-discriminative noise,

and the capability of exploiting the tensor structures. Experiments on face recog-

nition and photograph-sketch matching are conducted to show the effectiveness of

PROTA.

Chapter 5 introduces the BPCCA algorithm. Challenges in learning correla-

tions between two-view matrices and the limitations of existing tensor PCCA are

first pointed out. Then we show how these limitations can be addressed by sep-

arating bilinear projections into two stages and combining two-view matrices in a

hybrid joint model. Experimental results on two real-world applications are provided

to evaluate the performance of BPCCA.

Chapter 6 introduces the BTRTF algorithm for tensor RPCA. BTRTF is based

on the t-SVD model and two new tensor rank definitions, tubal rank and multi-rank.

After formally presenting how to construct a generative model with low-tubal-rank

structures, a novel sparsity-inducing prior is proposed, which enables automatic

determination for both the tubal rank and multi-rank. Experiments on synthetic

data are conducted to validate the effectiveness of BTRTF in rank estimation and

tensor recovery. Real-world applications including image denoising and background

modeling are tested to demonstrate the superiority of BTRTF over state-of-the-art

approaches.
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Chapter 7 provides concluding remarks on this thesis and discusses promising

avenues for future work.

The contents of Chapters 3, 4, 5, and 6 have partially appeared in the following

conferences and journals:

1. Yang Zhou, Haiping Lu, and Yiu-ming Cheung. “Bilinear Probabilistic

Canonical Correlation Analysis via Hybrid Concatenations,” in Proceedings

of the 31st AAAI Conference on Artificial Intelligence, San Francisco, USA,

pp. 2949-2955, February 04-09, 2017.

2. Yang Zhou and Haiping Lu. “Probabilistic Rank-One Matrix Analysis with

Concurrent Regularization,” in Proceedings of the 25th International Joint

Conference on Artificial Intelligence, New York, USA, pp. 2428-2434, July

09-15, 2016.

3. Yang Zhou and Yiu-ming Cheung, “Probabilistic Rank-One Discriminant

Analysis via Collective and Individual Variation Modeling,” IEEE Transac-

tions on Cybernetics, in press, 2018.

4. Yang Zhou, Haiping Lu, and Yiu-ming Cheung, “Probabilistic Rank-One

Tensor Analysis with Concurrent Regularizations,” submitted to IEEE Trans-

actions on Cybernetics, under the third-round review, 2018.

5. Yang Zhou and Yiu-ming Cheung, “Bayesian Low-Tubal-Rank Tensor Fac-

torization with Multi-Rank Determination,” submitted to IEEE Transactions

on Pattern Analysis and Machine Intelligence, under review, 2018.
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Chapter 2

Fundamentals of Tensor Analysis

This chapter first introduces the notations, definitions, and multilinear basics used

in this thesis. Then, three popular tensor factorization models are briefly reviewed,

which lay the foundation for the methods proposed in the subsequent chapters.

2.1 Mathematical Background

2.1.1 Notations

Vectors, matrices, and tensors are denoted by bold lowercase, bold uppercase, and

calligraphic letters (x, X, and X ), respectively. R and C denote the fields of real

numbers and complex numbers, respectively. The transpose of a vector or matrix is

denoted by >. 〈·〉 denotes the expectation of a certain random variable, tr(·) denotes

the matrix trace, and II denotes the I × I identity matrix. diag(·) constructs a

diagonal matrix from a vector, blkdiag(·, ·) constructs a block diagonal matrix from

two matrices, and diagN(·) constructs a Nth order diagonal tensor from a vector.

vec(·) is the vectorization operator that turns a tensor into a column vector. Symbols

◦, ⊗, ~, and � denote the outer, Kronecker, Hadamard (entrywise), and Khatri-Rao

(column-wise Kronecker) products, respectively. Ga(x|a, b) = baxa−1e−bx

Γ(a)
denotes the

Gamma distribution with Γ(a) being the Gamma function.

For a third-order tensor X ∈ RI1×I2×I3 , the matlab notations are used to denote
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the ith lateral, jth horizontal, and kth frontal slide of X by
−→
X i· = X (i, :, :),

−→
X ·j =

X (:, j, :), and X(k) = X (:, :, k), respectively. xij = X (i, j, :) denotes the (i, j)-th

tube of X . The conjugate transpose and the Frobenius norm of X are denoted as

X † and ‖X‖F , respectively. cir(X ) ∈ RI1I3×I2I3 is the block circulant matrix of X ,

unfold(X ) ∈ RI1I3×I2 is the unfolded matrix of X , −→x i· ∈ RI2I3 is the unfolded vector

of
−→
X †i· with −→x i· = unfold(

−→
X †i·), and −→x ·j ∈ RI1I3 is the unfolded vector of

−→
X ·j with

−→x ·j = unfold(
−→
X ·j).

2.1.2 Multilinear Basics

For an Nth-order tensor X ∈ RI1×...×IN , it is addressed by N indices {in}Nn=1. Each

in addresses the mode-n of X .

Mode-n unfolding: X(n) ∈ RIn×(I1×...×In−1×In+1×...×IN ) denotes the mode-n un-

folding matrix of X , where each column of X(n) is a In-dimensional mode-n vector

of X .

Mode-n product: Y = X ×n U(n) ∈ RI1×...×Pn×...×In denotes the mode-n product

of X by a matrix U(n) ∈ RJn×In , whose entries are given by:

Y(i1, . . . , jn, . . . , iN) =
In∑
in=1

X (i1, . . . , iN) ·U(n)(jn, in).

Multilinear product: The multilinear product of X by N matrices {U(n) ∈

RJn×In}Nn=1 is denoted by

Y = X ×1 U(1) × . . .×N U(N) = X ×Nn=1 U(n).

2.1.3 Matrix-Variate Normal Distribution

A random matrix X ∈ RI1×I2 that follows the matrix-variate normal distribution

NI1,I2(Ξ,Σ1,Σ2) with the mean matrix Ξ, covariance matrices Σ1 ∈ RI1×I1 and

Σ2 ∈ RI2×I2 , has the following probability density function:

p(X) = (2π)−
1
2
I1I2|Σ1|−

1
2
I2|Σ2|−

1
2
I1 exp

{
−1

2
tr
(
Σ−1

1 (X−Ξ)Σ−1
2 (X−Ξ)>

)}
.
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The matrix-variate normal distribution is related to the multivariate normal distri-

bution in the following way: p(X) = NI1,I2(X|Ξ,Σ1,Σ2) if and only if p(vec(X)) =

N (vec(X)|vec(Ξ),Σ2 ⊗Σ1) [33].

2.1.4 Discrete Fourier Transformation

This subsection introduces Discrete Fourier Transformation (DFT), which plays a

key role in the t-product algebraic framework shown later. Let x̄ = FIx be the DFT

of x ∈ RI . FI ∈ CI×I is the DFT matrix defined as

FI =



1 1 1 · · · 1

1 ω ω2 · · · ωI−1

...
...

...
. . .

...

1 ωI−1 ω2(I−1) · · · ω(I−1)(I−1)


, (2.1.1)

where ω = exp(−2πi
I

) and i =
√
−1 is the imaginary unit. Let X̄ be the DFT of

X ∈ RI1×I2×I3 along the third dimension, whose (i, j)-th tube is given by x̄ij =

X̄ (i, j, :) = FI3X (i, j, :). Using the matlab commands, we have X̄ = fft(X , [], 3) and

X = ifft(X̄ , [], 3) by applying (inverse) Fast Fourier Transform (FFT).

Let X̄ ∈ CI1I3×I2I3 be the block diagonal matrix whose kth diagonal block is

given by the kth frontal slide X̄(k) of X̄ , that is

X̄ = bdiag(X̄ ) =



X̄(1)

X̄(2)

. . .

X̄(I3)


, (2.1.2)

where bdiag(·) is the operator that transforms X̄ to X̄. We then define circ(X ) ∈

RI1I3×I2I3 as the block circulant matrix of X as follows:

circ(X ) =



X(1) X(I3) · · · X(2)

X(2) X(1) · · · X(3)

...
...

. . .
...

X(I3) X(I3−1) · · · X(1)


. (2.1.3)
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It is well known that block circulant matrices can be block diagonalized by DFT,

i.e.,

(FI3 ⊗ II1)circ(X )(F−1
I3
⊗ II2) = X̄, (2.1.4)

where ⊗ denotes the Kronecker product. The above operators and properties will

be frequently used in Chapter 6.

2.1.5 Tensor Product

This subsection introduces the t-product and its associated algebraic framework [50],

which are used in Chapter 6. Let unfold(·) and fold(·) be the unfold operator and

its inverse operator, respectively. For a third-order tensor X ∈ RI1×I2×I3 , unfold(X )

is the I1I3 × I2 matrix formed by the frontal slides of X , leading to

unfold(X ) = [X(1); . . . ; X(I3)], fold(unfold(X )) = X .

Definition 2.1.1 ( T-product [50] ). Given X ∈ RI1×R×I3 and Y ∈ RR×I2×I3, the

t-product X ∗ Y is the I1 × I2 × I3 tensor

Z = X ∗ Y = fold(circ(X )fold(Y)). (2.1.5)

The computation of t-product can also be viewed in a tube-wise way:

zij = Z(i, j, :) =
R∑
r=1

xir ∗ yrj, (2.1.6)

where xir is the (i, r)-th tube of X , yrj is the (r, j)-th tube of Y , and ∗ reduces to

the circular convolution between two tubes of the same size. If we consider the tube

zij ∈ RI3 as a “elementary” component, the third-order tensor Z ∈ RI1×I2×I3 is just

a I1 × I2 matrix of length-I3 tubal scalars. From this perspective, the t-product

is analogous to the standard matrix multiplication in the sense that the circular

convolution of tubes replaces the product of elements.

It is also worth noting that when I3 = 1 the t-product reduces to the matrix

multiplication. Moreover, the t-product can be viewed as the matrix multiplication

in the Fourier domain, since Z = X ∗Y is equivalent to Z̄ = X̄Ȳ because of (2.1.4).
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This is a key property which provides an efficient way of computing the t-product.

In what follows, we further review some definitions related to the t-product.

Definition 2.1.2 (Identity tensor [51]). The identity tensor I ∈ RI×I×I3 is defined

as the tensor whose first frontal slice is the I × I identity matrix, and other slides

are all zeros.

The identity tensor with appropriate sizes satisfies X ∗ I and I ∗ X . The DFT

of I, Ī = fft(I, [], 3), is the tensor with each frontal slide being the identity matrix.

Definition 2.1.3 (F-diagonal tensor [51]). A tensor is called f-diagonal if its frontal

slides are all diagonal matrices.

Definition 2.1.4 (Conjugate transpose [51]). The conjugate transpose of a tensor

is defined as the tensor X † ∈ RI2×I1×I3 constructed by conjugate transposing each

frontal slides of X ∈ RI1×I2×I3 and then reversing the order of the transposed frontal

slices 2 through I3.

Definition 2.1.5 (Orthogonal tensor [51]). A tensor Q ∈ QI×I×I3 is called or-

thogonal, provided that Q† ∗ Q = Q ∗ Q† = I with I being an I × I × I3 identity

tensor.

2.2 Tensor Factorization Models

The key idea of tensor subspace learning is to find low-dimensional (low-rank) rep-

resentation from high-dimensional tensors. To this end, three popular tensor factor-

ization models with their corresponding tensor rank definitions have been proposed,

which include the Tucker, CANDECOMP/PARAFAC (CP), and tensor-SVD (t-

SVD) models.
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2.2.1 Tucker Decomposition

The Tucker model represents a given tensor X ∈ RI1×...×IN as a low-dimensional

core tensor multiplied by a factor matrix along each mode as follows:

X = Z ×1 U(1) ×2 U(2) ×3 · · · ×N U(N), (2.2.7)

where ×n denotes the mode-n tensor product, U(n) ∈ RIn×Rn (n = 1, . . . , N) is

the mode-n factor matrix, Z is the core tensor capturing the correlations among

{U(n)}Nn=1. The Tucker (multilinear) rank [54] of X is defined as Ranktc(X ) ≡

(R1, . . . , RN) with Rn = Rank(X(n)) and X(n) ∈ RIn×
∏

m 6=n Im being the mode-n

unfolding matrix of X .

2.2.2 CP Decomposition

The CP model decomposes X into the sum of rank-one tensors as follows:

X =
R∑
r=1

zru
(1)
r ◦ u(2)

r ◦ · · · ◦ u(N)
r = diagN(z)×Nn=1 U(n)>, (2.2.8)

where ◦ denotes the outer product, and u
(n)
r ∈ RIn (n = 1, . . . , N ; r = 1, . . . , R) is

the rth column of U(n) ∈ RIn×R. The CP rank of X is given by Rankcp(X ) ≡ R,

defined as the smallest number of the rank-one tensor decomposition [54]. The CP

rank is difficult to be determined (known as a NP-hard problem) and its convex

relaxation is intractable [56, 36].

2.2.3 Tensor Singular Value Decomposition

Tensor Singular Value Decomposition (t-SVD) is a recently proposed tensor factor-

ization model. It is originally designed for third-order tensors, while can be general-

ized for higher-order tensors in a recursive way. For simplicity, in what follows, we

only introduce t-SVD in 3D cases.

Definition 2.2.1 (T-SVD [51]). Let X be an I1 × I2 × I3 real-valued tensor. Then

X can be factored as

X = U ∗ D ∗ V†, (2.2.9)
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where U ∈ RI1×I1×I3, V ∈ RI2×I2×I3 are orthogonal tensors, and D ∈ RI1×I2×I3 is an

f-diagonal tensor. The factorization (2.2.9) is called the t-SVD (i.e., tensor SVD).

The t-SVD provides a way to factorizing any third-order tensor into two orthog-

onal tensors and a f-diagonal tensor. When the third dimension I3 = 1, it reduces

to the classical matrix SVD.

Definition 2.2.2 (Tensor tubal rank and multi-rank [50]). The multi-rank of a

third-order tensor X ∈ RI1×I2×I3 is a length-I3 vector defined as

Rankm(X ) = (Rank(X̄(1)), . . . , Rank(X̄(I3))),

where X̄(k) is the kth frontal slide of X̄ = fft(X , [], 3) and Rank(X̄(k)) is the rank of

X̄(k). The tubal rank of X is the number of nonzero tubes of D from the t-SVD of

X = U ∗ D ∗ V†, i.e.,

Rankt(X ) = #{i,D(i, i, :) 6= 0} = max
k
Rank(X̄(k)).

Lemma 2.2.3 (Best rank-R approximation [51, 50]). Let X = U ∗ D ∗ V† be the

t-SVD of X ∈ RI1×I2×I3. Then given tubal rank R < min(I1, I2),

XR = argX̂∈M min ‖X − X̂‖F =
R∑
r=1

U(:, r, :) ∗ D(r, r, :) ∗ V(:, r, :)†,

is the best approximation of X with the tubal rank at most R, where M = {C =

A ∗ B†|A ∈ RI1×R×I3 ,B ∈ RI2×R×I3}.
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Chapter 3

Probabilistic Rank-One Tensor

Analysis

This chapter presents the PRODA method for learning low-dimensional represen-

tations from high-dimensional tensors, and formally discusses the connections and

differences between the two most popular tensor factorization models, the Tucker

and CP models, in the scenario of subspace learning. Moreover, two simple yet ef-

fective regularization strategies, named as concurrent regularizations, are proposed

to alleviate overfitting for CP-based subspace learning methods. Finally, a Bayesian

treatment of PRODA is proposed to enable automatic feature determination and

provide a probabilistic interpretation for concurrent regularizations.

3.1 Introduction

Principal Component Analysis (PCA) [45] is one of the most popular subspace learn-

ing techniques. It aims to find a subspace that preserves maximum data variance.

In the past few decades, many PCA extensions have been proposed. Among them,

one important and fundamental representative is Probabilistic PCA (PPCA) [107].

PPCA reformulates PCA under the probabilistic framework by learning a generative

model that relates low-dimensional latent features with high-dimensional observa-

tions. In this way, PPCA obtains two main advantages over PCA: 1) It can capture
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data uncertainty and handle missing values; 2) It enables automatic model selection

or incorporation of certain desirable properties such as robustness [18], sparsity [49],

and large-margin separability [23].

Although PCA and PPCA have wide applications, they have limitations in deal-

ing with tensors. Since PCA and PPCA can only take vectors as inputs, they have

to vectorize or reshape tensors into vectors first. This breaks the meaningful tensor

structures, and leads to larger parameter sizes and higher memory demands [73].

To address these problems, two kinds of multilinear PCA extensions have been pro-

posed, which learn subspaces directly from tensorial inputs for preserving structural

information. One is based on the Tucker model [109] that projects high-dimensional

tensors into low-dimensional tensors [123, 124, 125, 120, 70]. The other is based on

the CANDECOMP/PARAFAC (CP) model [14, 35] that projects high-dimensional

tensors into low-dimensional vectors [96, 71].

Along this line, several multilinear PPCA extensions have been proposed to

take advantages of both probabilistic models and tensor representations. Most of

them are based on the Tucker model. For example, Matrix-Variate Factor Analysis

(MVFA) [117] attempts to extend PPCA for matrix inputs. It constructs a bilinear

Tucker model to relate each matrix observation to a low-dimensional latent matrix

via column and row factor matrices. Probabilistic Second-Order PCA (PSOPCA)

[129] provides a probabilistic interpretation of bilinear PCAs by employing matrix-

variate normal distributions [33] and variational approximation techniques. Bilin-

ear Probabilistic PCA (BPPCA) [136] further adds two extra noise terms into the

PSOPCA model. This leads to tractable probability density functions and closed-

form updates for maximum likelihood estimation (MLE).

Compared with Tucker-based approaches, CP-based PPCAs are relatively under-

developed. To the best of our knowledge, Tensor Bayesian Vectorial Dimension

Reduction (TBVDR) [46] is the only existing CP-based multilinear PPCA. It intro-

duces an additional linear projection into the CP model, so that the model com-

plexity and the number of extracted features can be controlled separately. There
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are also several related works on probabilistic/Bayesian CP decomposition (CPD),

which were developed for tensor completion but can be applied to subspace learn-

ing. Bayesian Probabilistic Tensor Factorization (BPTF) [118] formalizes the col-

laborative filtering problem as a CPD with time factors and smooth constraints for

capturing temporal correlations. It is further extended to a parameter-free Bayesian

version to automatically control the model complexity. Bayesian CP Factorization

(BCPF) [137] applies automatic relevance determination (ARD) [78, 85] for CPD,

so that the CP rank can be determined automatically. Variational Bayesian Tensor

CP decomposition (VBTCP) [20] extends BCPF to deal with noisy complex-valued

tensors, and imposes orthogonal constraints on one or more dimensions.

Although both Tucker- and CP-based multilinear PPCAs have shown their ef-

fectiveness in dealing with tensors, they have their own limitations. Tucker-based

approaches suffer from rotational ambiguity [107, 2], and have a compact yet restric-

tive subspace representation. On the other hand, CP-based ones are more flexible in

representing subspaces without rotational ambiguity, whereas they are more prone

to overfitting, leading to poor generalization abilities. A few regularization strategies

have been studied in Bayesian CPD methods for alleviating overfitting. However,

they are designed for tensor completion, taking no prior knowledge of subspace

learning into account and introducing strong restrictions into the CP model.

To address the above problems, we propose Probabilistic Rank-One Tensor

Analysis (PROTA) with concurrent regularizations. Our contributions are three-

fold:

� We propose PROTA, a new CP-based multilinear PPCA, which represents

each observation as a linear combination of rank-one tensors. Compared with

Tucker-based PPCAs, PROTA is more flexible in capturing data characteris-

tics, and avoids rotational ambiguity. Its advantages over existing CP-based

PPCAs are described in the next contribution.

� To alleviate overfitting for CP-based PPCAs, we propose two simple and effec-

tive regularization strategies in PROTA, named as concurrent regularizations,
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where we control the model complexity by adjusting the noise variance or the

moments of latent features. Different from existing Bayesian CPDs that penal-

ize each factor independently, we make use of the group-wise scale invariance

of the CP model to concurrently and coherently regularize the whole subspace,

while keeping the latent features unconstrained. As a result, our new regu-

larizations avoid imposing unnecessary restrictions, leading to a more flexible

and effective way of regularizing CP-based PPCAs.

� To fully utilize the probabilistic framework, we recast the idea of whole sub-

space regularization as prior distributions, and further propose a Bayesian

treatment of PROTA, along with model estimation schemes via variational in-

ference. It inherits both the ability of Bayesian CPD methods in automatically

pruning irrelevant features and the robustness of concurrent regularizations

against overfitting.

We presented a preliminary work called Probabilistic Rank-One Matrix Analysis

(PROMA) only for second-order tensors in [142]. This chapter differs from [142] in

three aspects:

1. Generalized model : We generalize PROMA to PROTA for dealing with higher-

order tensors.

2. New regularization strategy : We propose a new concurrent regularization strat-

egy, which is more effective in alleviating overfitting than the one proposed in

[142].

3. Bayesian extension: We recast the new regularization into a prior distribu-

tion, and further propose a Bayesian extension of PROTA for both robustness

against overfitting and automatic feature determination.

4. Additional experiments : We conduct additional experiments on both 2D and

3D real-world datasets.
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3.2 Related Works

3.2.1 Probabilistic PCA

Classical PPCA method is designed only for vector inputs. It learns a subspace

from high-dimensional observed vectors by estimating the following latent variable

model:

x = Wz + µ+ ε, (3.2.1)

where x ∈ RI is the observation, z ∈ RP with p(z) = N (z|0, I) is the latent variable

that serves as the low-dimensional representation of x, I is the identity matrix with

an appropriate size, W ∈ RI×P is the factor loading matrix that spans the P -

dimensional latent subspace, ε ∈ RP with p(ε) = N (ε|0, σ2I) is the random noise

with the variance σ2, and µ is the mean vector.

With the above model, PPCA generalizes PCA to take advantage of the prob-

abilistic framework. It also lays the foundations of probabilistic interpretations for

other subspace learning techniques such as Linear Discriminant Analysis and Canon-

ical Component Analysis [5]. Despite its success, PPCA still has some limitations.

When the observations are tensors, PPCA has to first reshape them into vectors,

which breaks the tensor structures and discards some useful data information.

3.2.2 Tucker-Based Multilinear PPCAs

To overcome the above limitation, several Tucker-based multilinear PPCAs [117,

129, 136] have been proposed. These methods directly formulate tensorial observa-

tions in the Tucker model without vectorization, so that the tensor structures can be

preserved. Typically, they represent each Nth-order observed tensor X ∈ RI1×...×IN

as follows:

X = Z ×Nn=1 V(n)> + Ξ + E , (3.2.2)

where Z ∈ RP1×...×PN is the Nth-order low-dimensional latent tensor with Pn ≤ In,

V(n) ∈ RIn×Pn = (v
(n)
1 , . . . ,v

(n)
Pn

) is the mode-n factor matrix, Ξ is the mean tensor,
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and E is the random noise following p(vec(E)) = N (vec(E)|0, σ2I) with the noise

variance σ2.

Compared with PPCA, Tucker-based multilinear PPCAs have lower model com-

plexity and a smaller parameter size. Specifically, to learn a P =
∏N

n=1 Pn-dimensional

subspace from N-th order tensors X ∈ RI1×...×IN , they only need to estimate
∑N

n=1 InPn

parameters for {V(n)}Nn=1 rather than P ·
∏N

n=1 In ones for W as in PPCA. However,

as will be shown in the next section, such compact subspace representation is rela-

tively restrictive and may limit the flexibility of Tucker-based PPCAs in capturing

data characteristics.

3.2.3 CP-Based Multilinear PPCAs

CP-based multilinear PPCAs such as TBVDR [46] use the CP model for preserving

the tensor structures. They have a more flexible subspace representation, whereas

are more prone to overfitting than Tucker-based PPCAs. To alleviate overfitting,

existing Bayesian CPD methods have studied several regularization strategies. How-

ever, these strategies are designed in the context of tensor completion. They bring

strong restrictions into the CP model and can exclude good solutions for CP-based

PPCAs. These issues (points) will be analyzed in detail when presenting PROTA

in Sections 3.3.2 and 3.3.5.

3.3 Probabilistic Rank-One Tensor Analysis

This section proposes PROTA with concurrent regularizations to address the prob-

lems of existing multilinear PPCAs. PROTA has both the flexible CP-based sub-

space representation and robustness against overfitting.

3.3.1 The PROTA Model

PROTA is based on the CP model. It relates each Nth-order observed tensor X ∈

RI1×...×IN to a latent vector z ∈ RP by representing X as a linear combination of P
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rank-one tensors as follows [87, 30]:

X =
P∑
p=1

zpu
(1)
p ◦ u(2)

p ◦ . . . ◦ u(N)
p + E

=diagN(z)×Nn=1 U(n)> + E ,

(3.3.3)

where we have assumed that data are centered with zero mean, diagN(z) ∈ RP×...×P

is the Nth-order diagonal tensor whose super-diagonal elements are given by z with

p(z) = N (z|0, I), U(n) ∈ RIn×P = (u
(n)
1 , . . . ,u

(n)
P ) is the mode-n factor matrix,

and E is the Nth-order noise tensor following p(vec(E)) = N (vec(E)|0, σ2I) with

the variance σ2.

Conditional distributions: Let I =
∏N

n=1 In be the number of features in

X . By vectorizing the both sides of (3.3.3) with vec(u
(1)
p ◦ u

(2)
p ◦ . . . ◦ u

(N)
p ) =

u
(N)
p ⊗u

(N−1)
p ⊗. . .⊗u

(1)
p , we have vec(X ) =

∑P
p=1 zpu

(N)
p ⊗u

(N−1)
p ⊗. . .⊗u

(1)
p +vec(E),

and obtain the conditional distribution p(X|z) in a vectorized form as follows:

p(vec(X )|z) = N (vec(X )|Wz, σ2I), (3.3.4)

where W ∈ RI×P = (w1, . . . ,wP ) = U(N) � . . . � U(1) is the joint factor matrix,

and wp ∈ RI with wp = u
(N)
p ⊗ u

(N−1)
p ⊗ . . .⊗ u

(1)
p is the pth column of W.

Let X(n) be the mode-n unfolding of X and I(n−) =
∏

k 6=n Ik. The CP model

(3.3.3) can also be expanded along the nth mode (see Sec. 12.5.4 in [30] for more

details). This leads to p(X|z) in a unfolded form as follows:

p(X(n)|z) = NIn,I(n−)(X(n)|U(n)diag(z)U(n−)>, σI, σI), (3.3.5)

where U(n−) ∈ RI(n
−)×P = (u

(n−)
1 , . . . ,u

(n−)
P ) = U(N)� . . .�U(n+1)�U(n−1)� . . .�

U(1) is the mode-n complement factor matrix.

Log-likelihood function: Given the dataset ofM tensorial examples {Xm}Mm=1,

we can obtain the “complete-data” log-likelihood L =
∑M

m=1 ln p(Xm(n), zm) from

(3.3.5), where Xm(n) is the mode-n unfolding of Xm, and zm with p(zm) = N (zm|0, I)

is an example of the latent variable z. Then the MLE of the PROTA parameters

24



θ = {{U(n)}Nn=1, σ
2} can be obtained by maximizing the posterior expectation of L:

L(θ) =
M∑
m=1

〈ln p(Xm(n)|zm) + ln p(zm)〉 = −1

2
MI ln〈σ2〉 −

M∑
m=1

1

2
〈z>mzm〉

−
M∑
m=1

1

2〈σ2〉
〈||Xm(n) −U(n)diag(zm)U(n−)>||2F 〉+ const.

(3.3.6)

3.3.2 Connections with Existing PPCAs

After formally presenting the PROTA model for general tensors, this section studies

the connections between PROTA with other PPCAs. In what follows, different

PPCA models are compared in a typical scenario of subspace learning, where the

subspace dimensionality P is predetermined.

Connections with PPCA: Firstly, we explore the connections between PPCA

and its multilinear extensions.

Proposition 3.3.1. Given P =
∏N

n=1 Pn, the Tucker and CP models, (3.2.2) and

(3.3.3), are equivalent to the PPCA model (3.2.1) with the factor matrices WTucker =

V(N) ⊗ . . .⊗V(1) and WCP = U(N) � . . .�U(1), respectively.

Proof. The above conclusion can be drawn by vectorizing the Tucker and CP models,

(3.2.2) and (3.3.3), and applying vec(Z ×Nn=1 V(n)>) = (V(N) ⊗ . . . ⊗ V(1))z and

vec(diagN(z)×Nn=1 U(n)>) = (U(N) � . . .�U(1))z, respectively.

Proposition 3.3.1 implies that the PPCA model can be viewed as the Tucker and

CP ones with specific parameterizations of the factor matrix W. It also indicates

that the subspaces learned by Tucker and CP-based multilinear PPCAs are spanned

by the columns of WTucker and WCP, respectively.

Connections with Tucker-based PPCAs: The CP model is commonly con-

sidered as a special case of the Tucker one, where the core tensor Z in (3.2.2) is

super-diagonal with P = P1 = . . . = PN . However, we can view their relationships

from an opposite perspective, when the CP and Tucker models are used to extract

the same number of features with P =
∏N

n=1 Pn.
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Theorem 3.3.2. Given P =
∏N

n=1 Pn, the Tucker model (3.2.2) can be written as

a special case of the CP model (3.3.3).

Proof. By expanding the tensor multiplication, the Tucker model (3.2.2) can be

rewritten in the following summation form:

X =
N∑
n=1

(
Pn∑
in=1

Z(i1, . . . , iN)v
(1)
i1
◦ . . . ◦ v

(N)
iN

)
+ E

= diagN(z)×Nn=1 V̂(n)> + E ,

where V̂(n) ∈ RIn×P is constructed by P
Pn

repeated factors v
(n)
in

(in = 1, . . . , Pn).

Therefore, the Tucker model can be written as a CP model with the parameterized

factor matrices {V̂(n)}Nn=1.

Generalized subspace representation: Theorem 3.3.2 implies that the CP model

is in fact more general than the Tucker one in the scenario of subspace learning.

To make this clear, we discuss the Tucker and CP models with N = 2 in detail,

while similar conclusions can be drawn for higher-order cases. Given N = 2 and

P = P1 + P2, the Tucker model (3.2.2) becomes

X =

P1,P2∑
i1,i2=1

Zi1i2v
(1)
i1

v
(2)>
i2

+ E = V̂(1) diag(z)V̂(2)> + E, (3.3.7)

where V̂(1) = (

P2︷ ︸︸ ︷
v

(1)
1 , . . . ,v

(1)
1 , . . . ,

P2︷ ︸︸ ︷
v

(1)
P1
, . . . ,v

(1)
P1

and V̂(2) = (

P1︷ ︸︸ ︷
Ur, . . . ,Ur).

We can view (3.3.7) as a specific CP model (3.3.3) whose factor matrices U(1) and

U(2) are given by P2 and P1 repeated v
(1)
i1

(i1 = 1, . . . , P1) and v
(2)
i2

(i2 = 1, . . . , P2),

respectively. Combining (3.3.7) with Proposition 3.3.1, we have WTucker = V(2) ⊗

V(1) = V̂(2)�V̂(1) = (v
(2)
1 ⊗v

(1)
1 ,v

(2)
2 ⊗v

(1)
1 , . . . ,v

(2)
P2
⊗v

(1)
1 ,v

(2)
1 ⊗v

(1)
2 , . . . ,v

(2)
P2
⊗v

(1)
P1

).

This is a relatively restrictive subspace representation, since each column of V(n) is

reused to construct multiple subspace bases. For example, the first P2 columns of

WTucker can only capture some common information, since they are constructed by

the same factor v
(1)
1 and different v

(2)
i2

s.

In contrast, the CP model (3.3.3) represents the latent subspace by WCP =

U(2) �U(1) = (u
(2)
1 ⊗ u

(1)
1 , · · · ,u(2)

P ⊗ u
(1)
P ). Such subspace representation is much
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more flexible than its Tucker-based counterpart, since each subspace basis u
(2)
p ⊗u

(1)
p

(p = 1, · · · , P ) is allowed to be constructed by distinct pair of factors. Therefore,

PROTA generalizes Tucker-based PPCAs and has more flexibility in capturing data

characteristics. However, the generalized subspace representation also makes the CP

model more prone to overfitting than the Tucker one, since it has more parameters

to be estimated.

Avoided rotational ambiguity: Apart form the more flexible subspace represen-

tation, PROTA also puts an edge over Tucker-based PPCAs in learning subspaces

without rotational ambiguity. It is well known that the Tucker model suffers from

rotational ambiguity, whose solutions with and without rotation transformations

are equally good in the sense of yielding the maximum likelihood [136]. This im-

plies that Tucker-based PPCAs can only find arbitrary bases of the latent subspace.

In contrast, PROTA is based on the CP model, whose solutions are unique up to

rotation transformations. Formally, let Û(n) ∈ RIn×P be the maximum likelihood

solution in terms of L(θ) (3.3.6). For an arbitrary orthogonal matrix R ∈ RP×P ,

the rotation transformation Û(n)R yields L(Û(n)R) < L(Û(n))1, and thus is not

the maximum likelihood solution anymore. This means that PROTA can find the

exact coordinate axes rather than just the subspace bases, which facilitates certain

applications such as data interpretation and visualization.

Connections with CP-based PPCAs: To the best of our knowledge, TB-

VDR [46] is the only existing CP-based PPCA. It introduces an additional linear

projection Wh ∈ RP×Q into the CP model (3.3.3) and defines z = Whh, where

h ∈ RQ ∼ N (0, I) serves as the latent features. In this way, TBVDR can control the

complexity of the CP model (reflected by P ) and the number of the latent features Q

separately. Such modification can be viewed as specifying z ∼ N (0,WhW
>
h ), which

is restrictive in capturing general data characteristics. Different from TBVDR, we

simply model the latent features z as i.i.d. Gaussian without additional constraints.

Instead, we impose proper regularizations on the factor matrices U(n) to alleviate

1For clarity, we fix and ignore the parameters other than U(n), i.e., {U(k)}k 6=n and σ2, in θ.
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overfitting (see Section 3.3.4). In addition, we further propose a Bayesian treatment

of PROTA in Section 3.3.5 to achieve both automatic feature determination and

robustness against overfitting.

3.3.3 ECM Algorithm for PROTA

This section develops an EM-type algorithm for estimating the PROTA parame-

ters. Although it is intractable to maximize (3.3.6) w.r.t. all the factor matrices

{U(n)}Nn=1 simultaneously, it is easy to solve U(n) of each mode sequentially provided

that the others are fixed. We achieve this by using the expectation-conditional max-

imization (ECM) approach [81], which leads to both closed-form solutions and good

convergence properties. The ECM algorithm consists of the Expectation (E-step)

and the Conditional Maximization (CM-step).

E-step: In this step, we calculate the expectations 〈zm〉 and 〈zmz>m〉 w.r.t. the

posterior distribution p(zm|vec(Xm)). Using Bayes’s rule for Gaussian variables (see

Sec. 2.3.3 of [10] for more details), we can derive p(zm|vec(Xm)) from (3.3.4) as

follows:

p(zm|vec(Xm)) = N (zm|M−1W>vec(Xm), σ2M−1), (3.3.8)

where M = W>W + σ2I is a P × P matrix. Then given the model parameters at

the kth iteration θ(k), the expectations 〈zm〉 and 〈zmz>m〉 can be computed by:

〈zm〉 = M−1W>vec(Xm), (3.3.9)

〈zmz>m〉 = σ2M−1 + 〈zm〉〈zm〉>. (3.3.10)

CM-step: In this step, we partition the model parameters θ into three groups:

U(n), U(n−), and σ2. Then we alternately maximize L(θ) (3.3.6) w.r.t. each group of

the parameters with the others fixed. By fixing U(n−) and σ2, we take the derivative

of L(θ) w.r.t. the mode-n factor matrix U(n) and obtain:

Ũ(n) =

[
M∑
m=1

Xm(n)U
(n−)diag(〈zm〉)

][
M∑
m=1

〈zmz>m〉~ U(n−)>U(n−)

]−1

. (3.3.11)
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After estimating all the factor matrices (n = 1, . . . , N), the noise variance σ2

can be estimated by taking the derivative of L(θ) w.r.t. σ2 with fixed {Ũ(n)}Nn=1,

leading to

σ̃2 =
1

Md

M∑
m=1

{
tr
(
X>m(n)Xm(n)

)
− tr

(
Xm(n)Ũ

(n) diag(〈zm〉)U(n−)>
)}

. (3.3.12)

By alternating between the E-step and CM-step, we can find the MLE solutions for

{U(n)}Nn=1 and σ2. Besides the closed-form updates, the ECM algorithm monoton-

ically increases the log-likelihood (3.3.6) at each iteration, and achieves a provable

convergence guarantee [81].

3.3.4 Concurrent Regularizations for CP-Based PPCAs

Next, we develop regularization strategies for PROTA to achieve robustness against

overfitting.

L2 regularization

A conventional way of regularizations is introducing certain regularization terms into

the log-likelihood function (3.3.6). This leads to a regularized CM-step that gives

preference to solutions with desirable properties. The most popular representative

of this approach is L2 regularization, which penalizes larger norms and enforces

smoothness on the factor matrices. Specifically, it regularizes the log-likelihood

function (3.3.6) as follows:

LL2(θ) = L(θ) + γ

N∑
n=1

tr(U(n)U(n)>), (3.3.13)

where γ is the regularization parameter. By maximizing (3.3.13) w.r.t. U(n), we

can obtain the following regularized CM-step for each factor matrix:

Ũ(n) =

[
M∑
m=1

Xm(n)U
(n−)diag(〈zm〉)

][
M∑
m=1

〈zmz>m〉~ U(n−)>U(n−) + γI

]−1

,

(3.3.14)

where the L2 regularization term γI improves the conditioning of the inverse, and

leads to more stable and robust solutions against overfitting.
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Scale restriction

Although L2 regularization has been widely used, it introduces strong scale re-

strictions into the CP model and is not flexible enough for regularizing PROTA.

Recall that the subspace learned by PROTA is spanned by the columns of W =

U(N)� . . .�U(1). For better generalization, we eventually pursuit robust/smoothed

estimations for the whole subspace W rather than the individual factor matrices

U(n). L2 regularization gives preference to a smoothed W by independently re-

stricting the norms of all the factors to be small. However, we could still obtain a

smoothed W for the CP model even if certain factors u
(n)
p have large norms, since

the log-likelihood (3.3.6) is invariant to the scale transformations u
(n)
p 7→ su

(n)
p ,

u
(n−)
p 7→ s−1u

(n−)
p (s 6= 0). Therefore, L2 regularization introduces strong scale

restrictions into the CP model, and may exclude some good solutions in terms of

(3.3.6). Can we relax such scale restrictions in regularizing PROTA?

Concurrent regularizations

To address the above problem, we propose concurrent regularizations (CRs) to reg-

ularize the whole subspace in a concurrent and coherent way, so that the strong

scale restrictions of L2 regularization can be avoided.

Variance-based CR: PROTA can be implicitly regularized by adjusting the

noise level of the CP model (3.3.3). Specifically, we replace the noise variance σ2

by a fixed regularization parameter γ without further updating. Adjusting σ2 to

an appropriate level makes the bias-variance tradeoff for the CP model, and thus

improves the generalization ability of PROTA. In more detail, variance-based CR

regularizes the E-step for more robust expectation estimations. It solves the ill-

conditioned problems of M−1 in computing 〈zm〉 (3.3.9) and 〈zmz>m〉 (3.3.10) as

follows:

M = W>W + γI. (3.3.15)

In this way, we avoid directly restricting the scale of each factor u
(n)
p , and regularize

the whole subspace and the CP model concurrently.
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Moment-based CR: Besides the implicit regularization via adjusting the noise

variance, we can explicitly add a regularization term into the second-order moment

〈zmz>m〉 (3.3.10) as follows:

〈zmz>m〉MCR = σ2M−1 + 〈zm〉〈zm〉> +
γ

M
I. (3.3.16)

This improves the conditioning of 〈zmz>m〉, and solves the possibly ill-posed inverse

in the U(n) update (3.3.11). To make this clear, substituting (3.3.16) into (3.3.11)

leads to:

Ũ(n) =

[
M∑
m=1

Xm(n)U
(n−)diag(〈zm〉)

][
M∑
m=1

〈zmz>m〉~ U(n−)>U(n−) + γΛ(n−)

]−1

,

(3.3.17)

where Λ(n−) = I ~ (U(n−)>U(n−)) is a P × P diagonal matrix whose pth diagonal

element is the norm of the pth complement factor ||u(n−)
p ||2.

Similar to L2 regularization, moment-based CR regularizes the log-likelihood

function as follows:

LMCR(θ) = L(θ) + γ
N∑
n=1

tr(U(n)Λ(n−)U(n)>) = L(θ) + γNtr(WW>). (3.3.18)

Compared (3.3.18) with (3.3.13), moment-based CR essentially penalizes the whole

subspace W rather than each factor matrix U(n). It also generalizes L2 regular-

ization by adopting Λ(n−) instead of an identity matrix to penalize each mode-n

factor in a weighted manner. Moment-based CR not only favors individual fac-

tors u
(n)
p with smaller norms, but also those leading to smaller norms ||wp||2 =∏N

n=1 ||u
(n)
p ||2 = ||u(n)

p ||2||u(n−)
p ||2 for each subspace basis wp. In this way, a mode-n

factor u
(n)
p is allowed to have a relatively large norm as long as the norm of the

corresponding subspace basis wp is small. Therefore, moment-based CR relaxes the

scale restrictions of L2 regularization, coherently regularizes the whole subspace,

and has potential to learn better subspaces.

Remarks: Different from variance-based CR that can be applicable for both

Tucker-based and CP-based PPCAs, moment-based CR can only be applied to

PROTA or other CP-based PPCAs, because its capability of whole subspace regu-
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Algorithm 1 PROTA with moment-based CR

1: Input: Dataset {Xm}Mm=1, the number of extracted features P , and the regularization

parameter γ.

2: Initialize {U(n)}Nn=1 and σ2 randomly, and normalize each column of U(n) to have unit

norm.

3: repeat

4: Compute 〈zm〉 and 〈zmz>m〉 via (3.3.9) and (3.3.10), respectively.

5: for n = 1 to N do

6: Update the mode-n factor matrices U(n) via (3.3.17).

7: end for

8: Update the noise variance σ2 via (3.3.12).

9: until convergence.

10: Output: The factor matrices {U(n)}Nn=1 and the noise variance σ2.

larization relies on the group-wise scale invariance of the CP model. Algorithm 1

gives the pseudocode of PROTA with moment-based CR.

3.3.5 PROTA with Bayesian CR

To fully utilize the probabilistic framework, we further propose a Bayesian treat-

ment of PROTA, along with the model estimation schemes via variational inference.

It is based on a probabilistic implementation of moment-based CR, and achieves

automatic feature determination and robustness against overfitting.

Model Specification

Prior distributions: To regularize the whole subspace W in a Bayesian treatment,

we recast moment-based CR as prior distributions, and specify them over each factor

matrix U(n) as follows:

U(n) ∼
P∏
p=1

N (u(n)
p |0, (γ〈τ〉〈||u(n−)

p ||2〉)−1I), (3.3.19)

where γ is the regularization parameter, and τ ≡ 1/σ2 is the precision (inverse of

the noise variance).
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The above prior distribution provides a probabilistic implementation of moment-

based CR, which essentially leads to a similar likelihood function as (3.3.18). If

〈||u(n−)
p ||2〉 becomes large, u

(n)
p tends to be small. When the inverse variance γ〈τ〉〈||u(n−)

p ||2〉

concentrates at large values, u
(n)
p is constrained to be zero. In this case, u

(n)
p and

the corresponding latent feature have no effect on explaining the training data, and

thus can be pruned from the PROTA model.

Recall that we have specified the latent feature zm ∼ N (0, I) without further

constraints. To complete the Bayesian specification of the PROTA model, we intro-

duce a conjugate (Gamma) prior over τ . Thus,

τ ∼ Ga(τ |a0, b0), (3.3.20)

where we follow the convention and set a0 = b0 = 10−6 to obtain a broad and

non-informative prior for τ .

Remarks: As in the ARD framework [85], a conjugate prior can also be specified

over the regularization parameter γ so that γ can be optimized like other random

variables. However, we find such optimization leads to overfitting in our empirical

studies, as it only reflects which factors are relevant to fitting the training set.

Therefore, we still leave γ as a hyper-parameter for improving the generalization

ability.

Joint distribution: Let the dataset be D = {Xm}Mm=1, and the variable set be

Θ =
{
{zm}Mm=1, {U(n)}Nn=1, τ

}
. Combining the conditional distribution (3.3.4) and

the above priors, the complete PROTA model can be obtained by:

p(D,Θ) =
∏
m

{
p(Xm|zm, {U(n)}, τ)p(zm)

}∏
n

p(U(n))p(τ). (3.3.21)

The logarithm of p(D,Θ) is given by:

ln p(D,Θ) = −1

2

M∑
m=1

[
τ ||Xm(n) −U(n)diag(zm)U(n−)>||2F − I ln τ + z>mzm

]
− 1

2
γ〈τ〉tr(

N∑
n=1

〈Λ(\n)〉U(n)>U(n)) + (a0 − 1) ln τ − b0τ + const.

(3.3.22)
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Variational Inference

Armed with the above results, the PROTA model can be learned by estimating the

posterior distribution p(Θ|D) = p(D,Θ)∫
p(D,Θ)dΘ

. Since p(Θ|D) is generally intractable,

we apply Variational Bayesian (VB) methods [115] for the model estimation. VB

methods seek a variational distribution q(Θ) to approximate the true posterior by

minimizing the KL divergence KL(q(Θ)||p(Θ|D)) = ln p(D) − L(q) or equivalently

maximizing the variational lower bound L(q) =
∫
q(Θ) ln{p(D,Θ)

q(Θ)
}dΘ.

To achieve this, we assume that q(Θ) is factorized as:

q(Θ) =
∏
m

q(zm)
∏
n

q(U(n))q(τ). (3.3.23)

Then, the optimal distribution of the jth parameter set in terms of maxqj(Θj) L(q)

takes the following form:

ln qj(Θj) ∝ 〈ln p(D,Θ)〉Θ\Θj
, (3.3.24)

where 〈·〉Θ\Θj
denotes the expectation w.r.t. the variational distributions of all

random variables in Θ except Θj.

Variational posterior distributions: Substituting the joint distribution (3.3.21)

into the explicit forms (3.3.24), we can obtain the desirable variational posterior dis-

tributions for each set of random variables in Θ. With Θj = zm, the variational

posterior for the latent feature zm is given by

q(zm) = N (zm|〈zm〉,Σz), (3.3.25)

where the variational parameters are

z̄m =〈τ〉Σz〈W〉>vec(Xm), (3.3.26)

Σz =
(
〈τ〉〈W>W〉+ I

)−1
. (3.3.27)

The involved expectation can be computed by

〈W〉 = 〈U(N)〉 � . . .� 〈U(1)〉, 〈W>W〉 = ~N
n=1〈U(n)>U(n)〉, (3.3.28)

where ~N
n=1〈U(n)>U(n)〉 = 〈U(N)>U(N)〉~ . . .~ 〈U(1)>U(1)〉.

34



With Θj = U(n), the variational posterior for the factor matrix is given by

q(U(n)) = NIn,Pn(U(n)|〈U(n)〉, I,Σ(n)) (3.3.29)

with the variational parameters

〈U(n)〉 =
M∑
m=1

Xm(n)〈U(n−)〉diag(〈zm〉)Σ(n), (3.3.30)

Σ(n) =

[
〈τ〉(

M∑
m=1

〈zmz>m〉+ γI) ~ 〈U(n−)>U(n−)〉

]−1

. (3.3.31)

The expectations 〈U(n−)〉, 〈zmz>m〉, and 〈U(n−)>U(n−)〉 are given by

〈U(n−)〉 = 〈U(N)〉 � . . .� 〈U(n+1)〉 � 〈U(n−1)〉 � . . .� 〈U(1)〉, (3.3.32)

〈zmz>m〉 = Σz + 〈zm〉〈zm〉>, 〈U(n−)>U(n−)〉 = ~k 6=n〈U(k)>U(k)〉, (3.3.33)

where ~k 6=n〈U(k)>U(k)〉 = 〈U(N)>U(N)〉~. . .~〈U(n+1)>U(n+1)〉~〈U(n−1)>U(n−1)〉~

. . .~ 〈U(1)>U(1)〉, and 〈U(k)>U(k)〉 = IkΣ
(k) + 〈U(k)〉>〈U(k)〉.

Finally, with Θj = τ , the variational posterior for the noise precision is given by

q(τ) = Ga(τ |aτ , bτ ) (3.3.34)

with the variational parameters

aτ = a0 +
1

2
M

N∏
n=1

In, bτ = b0 +
1

2

M∑
m=1

〈||vec(Xm)−Wzm||2〉. (3.3.35)

The expectation of the model error can be computed by

〈||vec(Xm)−Wzm||2〉 = vec(Xm)>vec(Xm)−

2vec(Xm)〈W〉〈zm〉+ tr(〈W>W〉〈zmz>m)〉.
(3.3.36)

The posterior expectation is given by 〈τ〉 = aτ/bτ . Algorithm 2 shows the pseudo-

code for PROTA with Bayesian CR.

Connections with Bayesian CPDs: PROTA also has close connections with

Bayesian CPD methods [118, 93, 137, 20]. They are all based on the CP model and

incorporate regularizations. However, PROTA tailors the CP model for multilinear

subspace learning, and utilizes very distinct regularization strategies. Bayesian CPD
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Algorithm 2 PROTA with Bayesian CR

1: Input: Dataset {Xm}Mm=1, and the regularization parameter γ.

2: Initialize {U(n)}Nn=1 and σ2 randomly.

3: repeat

4: Update the latent features zm via (3.3.25).

5: for n = 1 to N do

6: Update the mode-n factor matrices U(n) via (3.3.29).

7: end for

8: Update the precision τ via (3.3.34).

9: until convergence.

10: Output: The variational distributions (3.3.25), (3.3.29), (3.3.34).

methods adapt the CP model for tensor completion. They commonly assume that

the latent features z and the factor matrices U(n) play the same role in explaining

tensor inputs, and regularize them equally and independently. Such assumption is

reasonable for tensor completion, whereas could be too restrictive for other applica-

tions. For instance, many Bayesian CPD methods employ ARD for automatic CP

rank determination. This in fact can be viewed as imposing L2 regularization on

both the factors and latent features with data-dependent regularization parameters.

As discussed in Section 3.3.5, such L2 regularization brings strong scale restrictions

into the CP model. In contrast, PROTA advocates that U(n) needs proper reg-

ularizations while z should remain unconstrained. This motivates our concurrent

regularizations to concurrently and coherently regularize the whole subspace, leading

to a more flexible and effective way of regularizing CP-based PPCAs.

3.3.6 Algorithmic Issues

This section first presents the initialization scheme for PROTA, then discusses how

to use the PROTA model for dimensionality reduction, and finally analyzes the time

complexity of the PROTA algorithm.

Initialization: For PROTA with variance- and moment-based CRs, the factor
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matrices {U(n)}Nn=1 are randomly initialized by sampling from the standard uniform

distribution. Then they are normalized to have unit column norms. We find that

different random initializations lead to similar results, and the normalization can

empirically improve the PROTA performance by about 0.5% ∼ 1% in classification

accuracy. For PROTA with Bayesian CR, we randomly initialize U(n) by sampling

from N (0, 1). The noise variance σ2 (1/τ) is initialized to be data variance for all

the regularized PROTAs.

Prediction: With the learned PROTA model, we can project a high-dimensional

tensor X into the low-dimensional latent subspace. This is achieved by computing

the expectation of z w.r.t. p(z|X ) (3.3.8) and (3.3.26) for the ECM-based and

Bayesian PROTA, respectively.

Time complexity: Suppose the input dataset consists of M tensors {Xm ∈

RI1×...×IN}Mm=1. Let I =
∏N

n=1 In be the number of input features, and P be the

number of extracted features. ECM-based and Bayesian PROTA have comparable

time complexity. At each iteration, they take O(MIP 2) for expectation computa-

tions, O(MIP ) for (variational) parameter updates, and O(P 3) for matrix inverse.

Therefore, the overall time complexity of PROTA at each iteration is dominated by

O(MIP 2 + P 3), which is comparable with that of existing EM-based and Bayesian

PPCAs.

3.4 Experiments

This section evaluates the performance of PROTA in subspace estimation and clas-

sification on synthetic and real-world datasets.

3.4.1 Subspace Estimation on Synthetic Data

We first validate the capability of the PROTA model in subspace estimation without

regularization on synthetic datasets. The synthetic tensors are generated from the

CP model (3.3.3) as follows: M latent vectors {z∗m ∈ RP ∗}Mm=1 are drawn from a stan-
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Table 3.1: Average arc length distances and running time on 3D synthetic datasets

under varying noise levels (Best; Second best).

SNR 0 dB 10 dB 20 dB 50 dB 100 dB Time (s)

MPCA 3.57±0.10 3.58±0.10 3.58±0.10 3.58± 0.10 3.58±0.10 2.76

TROD 1.78±0.15 1.60±0.44 1.60±0.43 1.61±0.43 1.61±0.43 1.52

BCPF 0.23±0.20 0.13±0.16 0.11±0.16 0.06±0.12 0.06±0.12 2.84

VBTCP 0.77±1.04 0.52±1.04 0.87±1.16 1.14±1.12 1.14±1.12 9.83

TBVDR 0.89±0.86 1.92±0.41 1.10±0.76 1.34±0.76 1.38±0.80 0.52

PROTA 0.69±0.76 0.04±0.01 1.17e-2±0.42e-2 3.58e-4±1.15e-4 1.16e-6±0.38e-6 1.82

dard Gaussian distribution N (0, IP ∗), and N factor matrices {U(n)∗ ∈ RIn×P ∗}Nn=1

are constructed by drawing each row from N (0, IP ∗). Then the observed tensors

are generated by Xm = diagN(zm) ×Nn=1 U(n)∗> + E for m = 1, . . . ,M , where

E(i1, . . . , iN) ∼ N (0, σ2
ε) is the i.i.d. random noise with the variance σ2

ε .

In this experiment, we generate multiple 3D synthetic datasets under varying

noise levels. Each dataset consists of M = 1000 examples of third-order (N = 3)

tensors with the size of 10 × 10 × 10 and the true dimensionality P ∗ = 8. Based

on Proposition 1, such synthetic tensors lie in the subspace spanned by the columns

of W∗ = U(N)∗ � . . . � U(1)∗. We use the arc length distance ||β||2 between the

estimated subspace W and the ground truth W∗ as the criterion to measure the

accuracy of subspace estimation. The pth element of β is given by arccos(λp), where

λp is the pth largest singular value of W>W∗ [136].

Given the true dimensionality P ∗, PROTA is compared with the competing mul-

tilinear PCAs and PPCAs: MPCA, TRDO, and TBVDR, as well as Bayesian CPDs:

BCPF and VBTCP. Results of all the methods are averaged over 10 repetitions of

the above data generations. To estimate the P ∗-dimensional latent subspace, the

reduced dimensions of each mode are set to (P ∗)
1
N for MPCA, and P ∗ for TROD,

BCPF, TBTCP, TBVDR, and PROTA. In addition, to reduce the variability caused

by random initializations, BCPF and PROTA are randomly initialized 10 times, and

the subspace yielding the largest log-likelihood (or variational lower bound) is used

for test.

Table 3.1 shows the average arc length distances and running time on the 3D

synthetic datasets under varying noise levels. As can be seen, PROTA is as efficient
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Table 3.2: Detailed descriptions of PROTA and the competing methods.

Method Full name Tensor Prob. Type

PCA Principal Component Analysis [45] × × Linear

PPCA Probabilistic PCA [107] × X Linear

MPCA Multilinear PCA [70] X × Tucker

TROD Tensor Rank-One Decomposition [96] X × CP

UMPCA Uncorrelated Multilinear Principal Component Analysis [71] X × CP

PSOPCA Probabilistic Second-Order PCA [129] X × Tucker

BPPCA Bilinear Probabilistic PCA [136] X X Tucker

BCPF Bayesian CP Factorization [137] X X CP

VBTCP Variational Bayesian Tensor CP decomposition [20] X X CP

TBVDR Tensor Bayesian Vectorial Dimension Reduction [46] X X CP

PROTA Probabilistic Rank-One Tensor Analysis (Proposed) X X CP

as other tensor-based PPCAs. Moreover, it can accurately estimate the ground

truth subspace when the noise level is low, and outperforms other methods in the

noisy cases except SNR = 0dB. This confirms the ability of PROTA in fitting the

ideal data. Since MPCA is based on the Tucker model, it fails to perform well in

learning the subspace generated from the CP model. On the other hand, BCPF,

VBTCP, and TBVDR have the CP-based subspace representation and thus obtain

better results. However, they tend to be trapped into local optimums when SNR

becomes larger, and thus fail to accurately recovery the true subspace.

3.4.2 Classification on 2D Images

This section evaluates the classification performance of PROTA on two image datasets.

The first one is a subset from the CMU PIE database [101]. It consists of 9,987 face

images from 68 subjects, with seven poses (C05, C07, C09, C27, C29, C37, C11)

of at most 45 degrees of pose variations, and under 21 illumination conditions (02

to 22). The second one is the COIL20 dataset [86]. It includes 1,440 images of

20 objects taken from 72 views varying at every five degrees of rotations. All face

images are normalized to 32× 32 graylevel pixels.

Algorithms and their settings: PROTA is compared against linear base-
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lines : PCA, PPCA; Tucker-based PCA: MPCA [70]; CP-based PCAs: TROD

[96], UMPCA [71]; Tucker-based PPCAs : PSOPCA, BPPCA; Bayesian CPDs:

BCPF [137] and VBTCP [20]; and CP-based PPCA: TBVDR [46]. BPPCA has

both MLE and MAP implementations. Here, we follow the settings in [136] that

apply the MLE-based one for classification. We test PROTA equipped with four

regularization strategies including L2 regularization, variance-based CR, moment-

based CR, and Bayesian CR, which are denoted by the superscripts L2 , VCR, MCR,

and BCR, respectively. PROTAVCR for 2D tensors is the PROMA algorithm in [142].

For fair comparisons, we also test PSOPCA and BPPCA with variance-based CR,

and TBVDR with moment-based CR. Table 3.2 gives the detailed descriptions of

PROTA and the competing methods.

Extracted feature numbers: We set PCA and MPCA to preserve 97% energy,

after verifying that preserving more energy just leads to similar results. Up to 1023,

32, 961, and 961 features are tested for PPCA, UMPCA, PSOPCA, and BPPCA,

respectively. They are the maximum numbers of features that can be extracted

by these methods. TROD, BCPF, VBTCP, TBVDR, and PROTA are tested up

to P = 600 features, since their maximum numbers of extracted features are not

bounded by the input dimensionality.

Regularization parameters: For all the regularized methods except PROTAVCR,

we select the regularization parameters from {10−5, 10−4, . . . , 105}, and then report

the best results. For PROTAVCR, we select the best parameter from {0.1σ̃2, 0.5σ̃2, σ̃2,

2σ̃2, 10σ̃2}, where σ̃2 is the noise variance learned by PROTA with P = 1 [142].

Iteration number and convergence criterion: The maximum iteration num-

bers for MPCA, TROD, and UMPCA are set to their default settings with up to

1, 10, and 10 iterations, respectively. For probabilistic methods such as PPCA,

PSOPCA, BPPCA, BCPF, VBTCP, TBVDR, and PROTA, we iterate them until

convergence or 500 iterations, where we define a method converges if the relative

change of the log-likelihood or the variational lower bound is smaller than 10−5.

Experimental setup: Each dataset is randomly split into training and test sets
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Table 3.3: Classification accuracies (Mean±Std.%) on the CMU PIE dataset (Best;

Second best; Comparable* based on t-test with p = 0.05).

L 2 3 4 5 6 8 10 20

PCA 26.4±3.4 37.3±1.5 43.0±2.5 49.5±2.1 52.1±2.6 60.7±1.7 66.3±0.9 82.4±0.6

PPCA 24.4±2.1 38.0±0.9 45.5±1.8 51.2±0.9 55.5±1.0 64.3±1.3 69.8±0.5 86.7±0.9

MPCA 35.3±3.0 46.3±2.6 51.7±1.8 56.6±1.6 59.6±0.6 66.8±0.7 71.5±0.8 84.4±0.9

UMPCA 29.1±3.1 38.1±2.1 42.5±3.4 48.3±3.0 51.0±3.1 58.1±3.3 61.6±3.2 76.4±2.4

TROD 34.5±1.8 42.9±2.8 47.9±2.5 52.9±1.9 56.3±1.5 63.3±0.9 67.7±1.2 81.1±1.5

PSOPCA 31.1±2.3 39.2±1.9 45.8±1.8 52.4±1.1 56.6±1.3 64.0±1.1 68.8±1.2 84.4±1.0

PSOPCAVCR 35.2±1.2 44.9±1.2 50.6±2.1 56.0±1.7 60.3±1.0 67.8±0.8 71.7±1.2 85.7±0.7

BPPCA 36.1±1.9 47.4±1.9 53.2±2.4 59.3±2.3 63.8±1.8 71.1±1.1 74.8±2.0 88.1±0.5

BPPCAVCR 37.2±2.7 47.7±1.9 54.0±2.4 60.2±1.7 63.9±1.9 71.0±2.0 75.1±0.8 87.8±0.9

BCPF 32.2±1.3 43.3±2.1 50.7±1.9 57.7±1.6 61.8±0.9 69.8±0.7 74.8±0.6 81.3±1.1

VBTCP 35.5±2.3 47.5±2.3 54.2±2.6 59.8±2.4 62.0±1.8 61.4±3.1 65.1±5.0 77.5±4.5

TBVDR 36.5±1.3 45.3±1.0 50.9±1.4 55.2±1.0 59.2±1.1 66.6±1.1 71.5±0.8 87.8±0.9

TBVDRMCR 35.5±1.1 44.3±1.0 51.3±1.5 56.3±1.0 60.1±0.7 67.3±1.0 72.2±0.8 87.9±0.9

PROTAL2 35.2±1.9 47.2±1.2 56.4±2.2 62.1±1.7 65.8±1.4 73.6±1.4 78.0±0.8 89.7±0.5

PROTAVCR 42.2±1.7 53.7±1.7∗ 60.0±1.7 65.7±1.7∗ 69.1±1.2∗ 75.3±1.3∗ 79.1±0.9 89.4±0.6

PROTAMCR 44.3±1.9∗ 54.7±1.8∗ 61.1±1.4∗ 66.0±0.9∗ 69.6±1.4∗ 76.2±1.0∗ 80.2±0.9∗ 90.5±0.7*

PROTABCR 40.6±1.8 51.8±1.7 58.5±1.2 64.1±1.2 68.2±1.0 74.9±1.3 78.5±1.0 90.0±0.7

so that each class has L images for training, and the rest for test. After subspace

learning, we sort the extracted features based on their corresponding Fisher scores

[24] in descending order. Then, different numbers of the extracted features (up to

the maximums) are fed into the nearest neighbor classifier to obtain classification

results. For each method and L, we report the best averaged classification accuracies

over ten such random splits. The best and the second best results are highlighted

to be bold and underlined, respectively. The comparable results in terms of t-test

with a p-value of 0.05 are marked by ∗.

Results and analysis: Table 3.3 shows the classification accuracies on the CMU

PIE dataset. As can be seen, PROTAMCR consistently achieves the best performance

with statistical significance in all the cases. PROTAVCR is the second best method,

and PROTABCR obtains the third best overall results. BPPCA with variance-based

CR (BPPCAVCR) also performs reasonably well, whereas it is much worse than

PROTAMCR by 5.69% on average. This could be attributed to not only the CP

model in capturing data characteristics with more flexibility but also moment-based
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Table 3.4: Classification accuracies (Mean±Std.%) on the COIL20 dataset (Best;

Second best; Comparable∗ based on t-test with p = 0.05).

L 2 3 4 5 6 7 8 10

PCA 73.8±1.7 78.2±2.5 81.3±1.9 85.2±1.6 87.0±1.8 88.3±1.5 89.6±1.8 92.1±1.1

PPCA 40.4±21.0 57.5±23.5 79.0±2.3 83.3±3.0 85.3±2.5 87.7±1.9 88.9±1.0 91.0±1.7

MPCA 73.9±2.1 77.6±1.9 80.4±1.9 83.6±1.1 86.4±1.6 87.1±1.4 88.6±1.8 90.7±1.2

UMPCA 77.2±2.4∗ 81.2±2.6∗ 83.9±3.1 86.1±2.1 87.7±1.4 88.7±1.5 90.1±1.7 91.6±1.7

TROD 76.7±4.2∗ 81.7±4.1∗ 85.0±2.4 88.9±2.6 90.9±1.7 92.1±1.6 92.6±1.5 94.3±1.5

PSOPCA 42.4±1.8 47.2±2.0 50.3±1.4 53.4±1.6 56.1±0.9 57.4±0.6 59.0±1.8 62.3±1.4

PSOPCAVCR 50.1±3.2 57.0±3.5 58.6±3.6 62.5±2.3 65.6±2.7 66.5±1.9 69.1±1.9 73.0±1.7

BPPCA 72.4±6.4∗ 81.7±3.6∗ 85.3±3.4∗ 88.7±2.2 90.3±1.6 90.8±2.9 92.3±1.9 93.4±1.3

BPPCAVCR 72.5±6.4∗ 81.3±3.4∗ 85.3±3.8∗ 88.7±2.2 90.3±1.6 90.8±1.6 92.3±1.9 93.4±1.3

BCPF 68.4±2.9 72.8±2.8 75.0±2.8 78.0±1.1 80.6±2.7 82.3±2.1 83.6±0.7 85.0±1.9

VBTCP 67.0±5.2 72.6±3.2 74.7±2.2 79.2±3.1 81.6±3.3 83.0±2.5 85.5±1.4 87.8±1.7

TBVDR 65.2±2.1 69.9±3.7 70.9±2.0 73.6±2.7 75.4±2.0 75.6±1.8 77.5±0.8 80.0±1.0

TBVDRMCR 66.0±2.2 72.3±2.9 75.2±1.9 78.8±0.8 80.3±2.3 81.5±1.6 83.4±1.1 85.3±1.3

PROTAL2 73.9±4.0 80.4±2.2 85.1±3.5∗ 88.0±2.2 91.9±1.6∗ 92.9±1.9∗ 95.1±1.6∗ 95.6±1.6∗

PROTAVCR 76.6±3.7∗ 82.3±3.2∗ 86.6±2.1∗ 89.9±2.0∗ 91.7±1.6∗ 92.5±1.2 93.6±1.1 94.7±1.4∗

PROTAMCR 77.1±2.7∗ 82.5±2.6∗ 86.5±2.4∗ 90.7±1.3∗ 92.4±1.9∗ 93.7±1.4∗ 94.8±1.2∗ 95.6±1.5∗

PROTABCR 76.5±2.8∗ 82.1±2.4∗ 87.0±2.6∗ 90.1±1.6∗ 92.1±1.4∗ 92.7±1.2 94.0±1.2∗ 95.3±1.4∗

CR in alleviating overfitting. In contrast, TBVDR suffers from overfitting and does

not perform well in all the cases. Although BCPF and VBTCP are also based on

the CP model and impose regularizations, they perform much worse than PROTA.

A possible reason could be that Bayesian CPD methods are not aware of the prior

knowledge of subspace learning and introduce unnecessary restrictions into the CP

model.

Table 3.4 shows the classification results on the COIL20 dataset. Again, regular-

ized PROTAs perform much better than the competing methods in most cases, while

only PROTAMCR consistently obtains the top two results except L = 4. Among the

competing methods, TROD obtains better results except L = 2, 4, while it is still

worse than PROTAMCR by 1.4% on average. In addition, the best Tucker-based

PPCAs, BPPCA and BPPCAVCR, perform worse than CP-based methods such as

TROD and PROTA on the whole, especially when L is large. This indicates that

the Tucker model may not be flexible enough in learning subspaces on the COIL20

dataset.
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In summary, PROTA outperforms the competing methods in most cases by tak-

ing advantages of both the CP model and concurrent regularizations. Among all the

regularization strategies, moment-based CR is the best one, which achieves the top

two performance in most cases. PROTAVCR and PROTABCR are generally better

than or at least comparable with PROTAL2 . Specifically, PROTAMCR outperforms

PROTAL2 and PROTAVCR by 6.47% and 2.53% on average for all the 2D datasets,

respectively. This demonstrates that by penalizing the whole subspace in a concur-

rent and coherent way, the moment-based CR relaxes unnecessary scale restrictions

for the CP model, and could further improve the performance of PROTA.

Although PROTABCR is a Bayesian extension of PROTAMCR, it has to em-

ploy variational inference to approximate the true posterior for analytical tractabil-

ity. This may lead to the degenerated performance of PROTABCR on the CMU

PIE dataset. Nevertheless, PROTABCR still achieves similar performance with

PROTAMCR on the COIL20 dataset. More importantly, as will be shown in Section

3.4.4, it can automatically determine the number of extracted features P , which is

more convenient to use in practice than other regularized PROTAs.

3.4.3 Classification on 3D Sequences

This section evaluates PROTA on two 3D Sequences (third-order tensors) datasets.

The first one is a subset of the USF gait challenge dataset [90]. Following the

standard settings of gait recognition, we use the same gallery set with 731 examples

of 71 subjects (classes) for training as in [71], and select the probes A (727 examples),

B (423 examples), C (420 examples), D (682 examples), and E (435 examples) for

test. So there is no random partitioning of the training and test sets for this dataset.

All the gait examples are 32× 22× 10 (binary) silhouette sequences.

The second one is the Cambridge-Gesture database [52], which consists of 900

image sequences of 9 hand gestures (classes). Each gesture class includes 100 ex-

amples from two subjects, under five illumination conditions, and with 10 motions.

Following the same preprocessing steps in [76], we select the middle 32 frames from
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Table 3.5: Gait recognition results (%) on the USF gait dataset (Best; Second best).

Recognition Type Individual gait examples Gait sequences

Probe A B C D E A B C D E

PCA 49.79 44.68 27.38 18.18 16.78 76.06 70.73 53.66 26.87 25.58

PPCA 55.85 49.41 30.48 18.91 16.78 80.28 80.49 53.66 29.85 27.91

MPCA 54.75 50.35 34.29 18.91 18.16 84.51 80.49 60.98 28.36 23.26

UMPCA 26.82 23.17 14.29 4.99 5.06 57.75 58.54 31.71 10.45 11.63

TROD 57.77 48.94 33.57 18.18 17.24 90.14 75.61 63.41 28.36 25.58

PSOPCA 15.27 12.06 9.29 8.21 6.67 28.17 21.95 17.07 19.40 11.63

PSOPCAVCR 37.55 22.46 15.71 10.85 9.89 66.20 36.59 24.39 20.90 20.93

BPPCA 62.04 54.14 37.14 20.38 19.54 84.51 78.05 58.54 35.82 27.91

BPPCAVCR 60.94 53.19 36.67 19.94 18.16 91.55 80.49 68.29 29.85 23.26

BCPF 60.11 49.65 36.19 19.94 16.78 90.14 78.05 60.98 34.33 25.58

VBTCP 53.37 44.44 32.38 19.35 17.01 81.69 75.61 53.66 28.36 25.58

TBVDR 40.99 39.48 19.52 13.93 11.49 61.97 58.54 34.15 20.90 16.28

TBVDRMCR 56.95 52.01 30.71 20.53 19.54 78.87 78.05 51.22 32.84 27.91

PROTAL2 55.16 45.15 32.38 17.89 17.70 84.51 73.17 51.22 34.33 32.56

PROTAVCR 63.14 52.96 39.05 21.99 18.62 90.14 75.61 63.41 35.82 27.91

PROTAMCR 64.37 56.26 37.62 20.82 21.61 91.55 78.05 58.54 35.82 30.23

PROTABCR 62.59 55.56 39.29 21.70 19.54 87.32 78.05 63.41 34.33 30.23

each sequence, and resize each image frame to 20× 20, resulting in 20× 20× 32 ten-

sorial examples. For each gesture class, we randomly select L examples for training,

and the rest for test. We report the best averaged results over ten such training/test

partitions.

We apply the similar algorithmic settings in Section 3.4.2 for PROTA and the

competing methods. Since PSOPCA and BPCCA are bilinear approaches and can-

not be directly applied to higher-order tensors, the tensorial examples are first un-

folded along the third mode into matrices, so that they can be fed into PSOPCA

and BPCCA. In addition to the recognition results of individual gait examples, we

also report those of gait sequences for the USF gait dataset, following [90].

Results and analysis: Table 3.5 shows the gait recognition results on the

USF gait dataset. For classifying individual gait examples, CR-based PROTAs

achieve the top three overall performance, which demonstrates again the effective-

ness of PROTA and concurrent regularizations. In contrast, PROTAL2 obtains much

worse results than other regularized PROTAs. This indicates that L2 regularization

could be too restrictive, and may exclude good solutions for PROTA. For classify-

ing gait sequences, PROTAMCR obtains good overall results except on Probe C, and

PROTABCR is the second best method except on Probe A. BPPCAVCR outperforms
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others on Probes B and C. PSOPCAVCR and TBVDRMCR perform significantly

better than their plain versions. These indicate that besides PROTA, concurrent

regularizations are also effective in alleviating overfitting for other multilinear PP-

CAs.

Table 3.6 shows the classification results on the Cambridge-Gesture dataset.

Similar to the experiments on other datasets, PROTAVCR and PROTAMCR ob-

tain the top two results with statistical significance in most cases. In more detail,

PROTAMCR outperforms PROTAVCR and the best competing method by 0.9% and

3.14% on average, respectively. Among the competing methods, PPCA and MPCA

achieve better overall performance, while the best Tucker-based PPCA, BPPCA,

obtains poor results. This can be attributed to the limited flexibility of the Tucker

model in capturing data characteristics as well as the broken tensor structures due

to unfolding.

It is also worth noting that the performance of PSOPCA and BPPCA greatly

depends on which mode is selected as the base dimension for unfolding. In our ex-

periments, the third mode, the dimension of time, is the best choice for PSOPCA and

BPPCA. However, if the input tensors are unfolded along other modes, PSOPCA

and BPPCA can only obtain much worse results (about 10∼20% lower than their

best).

3.4.4 Parameter Sensitivity and Convergence Study

This section studies the parameter sensitivity and the convergence property of

PROTA. We follow the same experimental settings in Section 3.4.2, and conduct ex-

periments on both 2D (CMU PIE, COIL20) and 3D (Cambridge-Gesture) datasets.

Since the USF gait dataset is constructed by fixed training and test sets without

repeated random partitions, it is not included in this study for fair comparisons,

while we have verified that the behavior of PROTA on the USF gait dataset is not

much different from that on the other datasets. We report experimental results with

moderate training sizes by setting L = 5 and L = 15 for the 2D and 3D datasets,
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Table 3.6: Classification accuracies (Mean±Std.%) on the Cambridge-Gesture

dataset (Best; Second best; Comparable∗ based on t-test with p = 0.05).

L 5 10 15 20 25 30

PCA 29.53±2.31 39.75±3.62 46.60±2.45 51.36±3.00 56.58±2.99 58.38±3.31

PPCA 43.86±2.75∗ 56.73±2.01 62.05±3.35 66.06±2.10 68.27±2.26 67.87±3.14

MPCA 41.38±6.14∗ 54.68±4.49 61.11±3.04 68.74±1.93 70.04±2.88 69.87±2.10

UMPCA 22.84±3.34 28.10±2.23 30.31±1.86 31.07±2.24 34.18±1.53 36.86±2.27

TROD 34.41±4.78 49.95±2.81 56.76±4.25 61.82±3.13 66.01±3.72 68.35±1.12

PSOPCA 29.08±3.15 40.16±2.41 44.63±3.41 50.04±3.42 55.56±2.05 55.81±3.21

PSOPCAVCR 33.82±5.37 43.42±7.96 46.90±1.47 50.76±2.04 55.97±2.31 57.62±1.67

BPPCA 33.80±5.32 46.44±3.62 52.43±2.87 59.35±2.53 62.77±1.68 61.84±3.10

BPPCAVCR 35.53±4.17 46.79±2.31 54.43±1.21 58.85±1.83 61.11±2.58 60.79±2.42

BCPF 31.35±3.55 40.60±2.75 46.63±2.28 52.13±2.60 55.51±3.05 58.68±1.44

VBTCP 31.27±2.98 42.15±4.67 35.92±5.63 40.85±5.20 37.11±13.53 38.44±5.84

TBVDR 32.83±3.02 46.28±3.53 52.93±2.71 58.29±3.29 62.50±1.80 63.19±2.24

TBVDRMCR 37.31±2.29 49.49±2.76 55.24±3.35 60.22±1.67 63.85±1.84 64.21±2.22

PROTAL2 39.71±5.13 54.93±3.51 62.76±3.31 69.67±2.39∗ 70.40±1.58 72.90±2.10

PROTAVCR 42.64±4.86∗ 59.07±3.37∗ 65.10±2.95∗ 69.74±3.13∗ 72.83±3.16∗ 75.35±2.38∗

PROTAMCR 43.77±5.47∗ 59.85±3.82∗ 65.32±2.54∗ 71.32±1.82∗ 73.63±1.40∗ 76.24±1.92∗

PROTABCR 39.85±4.78 56.80±2.39 62.97±3.09 69.38±2.07 73.48±1.53∗ 75.17±1.52∗

respectively.

Parameter sensitivity: Firstly, we study how different values of the regu-

larization parameters affect the performance of regularized PROTAs. Figure 3.1

illustrates the classification accuracies obtained by regularized PROTAs. At the

beginning, the performance of PROTA consistently improves as the regularization

parameters increase for all the datasets. This demonstrates that imposing regular-

ization on PROTA is effective in alleviating overfitting.

Among the four regularized PROTAs, PROTAMCR and PROTABCR are stable

in terms of different parameter configurations and datasets. They mostly achieve

good performance when γ is around 100 ∼ 1000. On the other hand, PROTAL2 and

PROTAVCR are more sensitive to the regularization parameters. Although the best

value of γVCR varies a lot on different datasets, it is often close to σ̃2, the noise vari-

ance learned by performing PROTA with P = 1. This suggests that plain PROTA

(without regularization) could be used to roughly determine the regularization pa-

rameter for variance-based CR.

Number of extracted features: We investigate the behavior of PROTABCR
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Figure 3.1: Classification results of regularized PROTAs with different parameter

settings on 2D and 3D datasets.

in pruning irrelevant features. Figure 3.2 shows how the feature number P of

PROTABCR varies at each iteration given different values of γBCR on the CMU

PIE and Cambridge-Gesture datasets. As can be seen, PROTABCR prunes a large

number of features after several iterations, indicating its ability of automatic feature

determination. Since γBCR controls the range of variation that each subspace basis

wp can take, a larger γBCR will eliminate more features. Considering PROTABCR is

not sensitive to γBCR as shown in , it is relatively easy for PROTABCR to determine

an appropriate feature number with good performance.

Convergence: Finally, we study the convergence properties of regularized PRO-

TAs by fixing γL2 = 100, γVCR/σ̃2 = 1, γMCR = 100, and γBCR = 100 respectively.
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Figure 3.2: The number of features extracted by PROTABCR at each iteration with

different parameter settings on the CMU PIE and Cambridge-Gesture datasets.
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Figure 3.3: Log-likelihood of regularized PROTAs at each iteration on the CMU

PIE and Cambridge-Gesture datasets.

From Figure 3.1, such parameter settings yield reasonably good performance for

all the datasets. Figure 3.3 shows the log-likelihood (or variational lower bound)

of regularized PROTAs at each iteration on the CMU PIE and Cambridge-Gesture

datasets. As can be seen, all PROTAs monotonically increase their objective func-

tions and converge properly.

In addition, the behavior of PROTA is affected by the imposed regularization
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strategies. Moment-based CR leads to higher log-likelihood than the variance-based

one, which suggests that PROTAMCR fits the PROTA model better and is less re-

strictive than PROTAVCR. On the other hand, PROTAVCR converges faster than

PROTAMCR. This is because PROTAVCR has no need to estimate the noise vari-

ance σ2 while fixing it to a relatively large value instead. By making the bias-

variance tradeoff, a larger σ2 improves the convergence speed of PROTA though

at the expense of goodness-of-fit. For PROTABCR, the values of its objective func-

tion are smaller than those of other regularized PROTAs. This is expected because

PROTABCR aims at maximizing the variational lower bound rather than the log-

likelihood.

3.5 Summary

We have proposed PROTA, a new CP-based multilinear PPCA. Compared with

Tucker-based PPCAs, PROTA has a more flexible subspace representation, and

does not suffer from rotational ambiguity. Compared with existing CP-based PP-

CAs, our new concurrent regularizations penalize the whole subspace and avoid

introducing unnecessary restrictions into the CP model, making PROTA more ro-

bust against overfitting. To fully utilize the probabilistic framework, we have further

proposed a Bayesian treatment of PROTA, which achieves both automatic feature

determination and robustness against overfitting. Experiments on both synthetic

and real-world data have demonstrated the superiority of PROTA in subspace es-

timation and classification, as well as the effectiveness of concurrent regularizations

in alleviating overfitting for PROTA and other multilinear PPCAs.
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Chapter 4

Probabilistic Rank-One

Discriminant Analysis

This chapter focuses on supervised subspace learning for tensors, and proposes the

PRODA method. Our aim is to project tensors into a discriminative subspace, in

which data of the same class are grouped together while those of different classes are

well separated. For this purpose, existing methods usually use scatter ratio or dif-

ference as the objective function. However, such scatter-based discriminant criteria

are problematic in tensor subspace learning, where there are multiple projections to

be estimated. In what follows, we will show how PRODA solves this limitation by

estimating a (probabilistic) CP mode and taking the log-likelihood instead of the

scatter ratio or difference as the objective function.

4.1 Introduction

PCA is an unsupervised method, which learns a subspace that preserves maximum

data variance. Linear Discriminant Analysis (LDA) [27] is a supervised method. It

learns a subspace by maximizing between-class scatter while minimizing within-class

scatter, so that data of the same class are grouped together while those of different

classes are well separated. Because of its supervised nature, LDA is generally more

suitable than PCA for dealing with labeled data.
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Although the effectiveness of LDA has been demonstrated in many applications,

it is designed for vectors only, and has to first reshape tensorial inputs into vectors

when it comes to dealing with tensors. Consequently, LDA fails to exploit the

structural information from tensors due to the reshaping. Moreover, it is often the

case that many real-world tensors such as whole-brain MRI or fMRI scans are very

high-dimensional, where the number of samples is usually much smaller than that

of features. In this scenario, LDA may suffer from the small sample size (SSS)

problem and obtain degraded performance [94] because the estimation of between-

and within-class scatter tends to be inaccurate with limited sample sizes.

To address these problems, several multilinear LDA (MLDA) methods have been

proposed, which are motivated by the observations that tensor structures are very

informative and helpful for subspace learning, and can be used to alleviate the SSS

problem [123, 70, 62, 136, 128]. By exploiting the tensor structures, MLDAs learn

multilinear projections to reduce the dimensionality of tensors from each direction

(i.e. mode), e.g. the column and row directions for 2-D tensors (matrices). This

provides MLDAs with compact subspace representations, reduced parameter sizes,

and improved robustness in estimating the scatter matrices [73].

Two-Dimensional LDA (2DLDA) [126] takes matrices as inputs, and alternately

learns the column and row subspaces by maximizing the ratio of between-class to

within-class scatter. Discriminant Analysis with Tensor Representation (DATER)

[122] generalizes 2DLDA to higher-order cases for dealing with general tensors.

Based on the same scatter-ratio-based discriminant criterion, Uncorrelated Multilin-

ear LDA (UMLDA) [71] further imposes uncorrelated constraints on subspace bases

for less feature redundancy, where each basis is solved in a greedy and successive

way.

One main limitation of the above ratio-based MLDAs is that they fail to mono-

tonically increase their objective function, i.e. the scatter ratio, over iterations, and

thus have no convergence guarantee. To avoid this problem, General Tensor Discrim-

inant Analysis (GTDA) [106] learns subspaces by maximizing the scatter difference

51



rather than the ratio. Similarly, Tensor Rank-One Discriminant Analysis (TR1DA)

[105] successively finds each subspace basis based on the scatter difference criterion.

Unlike their ratio-based counterparts, difference-based MLDAs can monotonically

increase the scatter difference over iterations, and thus achieve good convergence

properties. However, they have to introduce additional tuning parameters to control

the weight between between- and within-class scatter. From the practical perspec-

tive, these parameters are often sensitive and difficult to be well-determined.

Although both the scatter ratio and difference are valid discriminant criteria,

they suffer from their own limitations for multilinear subspace learning, leading

to either convergence problems or additional tuning parameters. To address these

limitations, this chapter therefore considers multilinear subspace learning from a

probabilistic perspective, and proposes a probabilistic MLDA for matrix inputs,

named as Probabilistic Rank-One Discriminant Analysis (PRODA).

Instead of taking the scatter ratio or difference as the discriminant criterion,

PRODA aims at maximizing the log-likelihood of a generative model that char-

acterizes between- and within-class information by the variation of collective and

individual latent features, respectively. In this way, PRODA inherits the capabil-

ity of MLDAs in exploiting the (2-D) tensor structures while achieving guaranteed

convergence without introducing additional tuning parameters. Moreover, it is well

known that the probabilistic framework offers unique advantages in capturing data

uncertainty, handling missing data, and Bayesian model selection. Theses benefits

also motivate us to develop a probabilistic approach to MLDAs accordingly. Our

contribution is summarized below:

� We propose a new generative model for learning discriminative subspaces from

matrices, where each observed matrix is represented as a linear combination of

collective and individual rank-one matrices. In this way, the proposed model

achieves both the expressiveness of capturing discriminative features and non-

discriminative noise, and the capability of exploiting the (2-D) tensor struc-

tures.
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� To overcome the convergence problem of existing MLDAs, we develop an EM-

type algorithm for parameter estimation. By maximizing the log-likelihood

rather than the scatter ratio or difference, the proposed method is guaranteed

to converge to local optima without introducing additional tuning parameters.

It is worth noting that PRODA is designed for 2-D tensors (matrices), but the

proposed idea is general and can be extended to higher-order cases.

4.2 Related Works

4.2.1 Linear Discriminant Analysis

Let {{xjk ∈ Rd}Nk
j=1}Kk=1 be the training set that consists of N =

∑K
k=1 Nk samples

from K classes, where xjk is the jth sample of the kth class, and Nk is the number

of samples in the kth class. LDA seeks a linear projection U(LDA) ∈ Rd×q that

maximizes the Fisher’s discriminant ratio as follows [27]:

U(LDA) = arg max
U

|U>S
(LDA)
B U|

|U>S
(LDA)
W U|

, (4.2.1)

where S
(LDA)
B ∈ Rd×d and S

(LDA)
W ∈ Rd×d are the between- and within-class scatter

matrices, respectively.

The definitions of S
(LDA)
B and S

(LDA)
W are given by:

S
(LDA)
B =

K∑
k=1

Nk(µk − µ)(µk − µ)>, (4.2.2)

S
(LDA)
W =

∑
jk

(xjk − µk)(xjk − µk)>, (4.2.3)

where
∑

jk is the abbreviation of
∑K

k=1

∑Nk

j=1, µ = 1
N

∑
jk xjk is the mean of the

whole training set, and µk = 1
Nk

∑Nk

j=1 xjk is the mean of the kth class. The LDA

solution U(LDA) is given by the eigenvectors of (S
(LDA)
W )−1S

(LDA)
B corresponding to

the q largest eigenvalues.
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4.2.2 Probabilistic LDA

LDA establishes a simple and effective way of supervised subspace learning, and has

been extended for different applications. Among various LDA extensions, Proba-

bilistic LDA (PLDA) [88, 25, 102] is one of the most popular representatives, which

is closely related to our PRODA method. Unlike LDA, PLDA learns discriminative

subspaces by estimating a generative model that characterizes between-class and

within-individual variation. Specifically, PLDA models the jth observed vector of

the kth class xjk as follows:

xjk = Uyyk + Uzzjk + µ+ εjk, (4.2.4)

where yk is the Py-dimensional latent class variable, zjk is the Pz-dimensional latent

individual variable, Uy ∈ Rd×Py is the class factor matrix, Uz ∈ Rd×Pz is the

individual factor matrix, εjk ∈ Rd ∼ N (0,Λ) is the random noise with the diagonal

covariance matrix Λ, and µ is the mean vector.

The PLDA model (4.2.4) can be divided into two parts: 1) The discriminative

part Uyyk + µ that is shared by all the observations of the kth class and describes

between-class variation. 2) The noise part Uzzjk + εjk that is different for individ-

ual observations and represents within-individual variation. Since PLDA explicitly

characterizes both the class and noise components, it takes data uncertainty and

individual-specific variation into account, and thus can extract discriminative fea-

tures that may be discarded or considered as less important by LDA [88].

More probabilistic LDA variants: Besides PLDA, there are also some other

probabilistic LDA variants. Ioffe [41] possibly proposed the first probabilistic exten-

sion of LDA. This approach models between- and within-class scatter in Gaussian

distributions, which eventually results in a weighted form of the classical LDA solu-

tion. Ioffe’s probabilistic LDA assumes that each class can only consist of the same

number of training samples. Such assumption is usually impractical, and greatly

limits the effectiveness and applicability of Ioffe’s probabilistic LDA.

Yu et al. [130] proposed a supervised PCA method, which performs discriminant

analysis by maximizing the correlation between each observation and its class indica-
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tor vector. Although it is derived from the probabilistic perspective, the maximum

likelihood solution of this supervised PCA is just identical to that of the classical

LDA. Apart from the above probabilistic LDA variants, some attempts have also

been made to utilize the probabilistic framework for heterogeneous face recognition

[63] and data restoration [61].

Neglected tensor structures: All the above mentioned LDA variants are

designed for vectors only, while many real-world data such as images and videos

are naturally in the form of tensors rather than vectors. Under the circumstances,

when it comes to dealing with tensorial data, these vector-based LDAs have to first

reshape tensors into vectors, which breaks the tensor structures. Consequently, they

fail to discover the structural information from tensors, and may lead to suboptimal

results for certain applications [72, 13].

4.2.3 Multilinear LDA

To exploit the tensor structures for discriminant analysis, several multilinear dis-

criminant analysis (MLDA) methods have been proposed. According to different

discriminant criteria used in subspace learning, they can be grouped into two cate-

gories: ratio-based and difference-based MLDAs. For clarity, we introduce them in

2-D cases, where the inputs are matrices.

Ratio-based MLDAs: Let {{Xjk ∈ Rdc×dr}Nk
j=1}Kk=1 be the training set, where

Xjk is the jth matrix input of the kth class. Ratio-based MLDAs aim at find-

ing multilinear projections that maximize the ratio of between-class to within-class

scatter. For instance, 2DLDA [126] learns two projection matrices Uc ∈ Rdc×qc and

Ur ∈ Rdr×qr , which characterize the column and row subspaces, respectively. Those

projection matrices are solved iteratively and alternately based on the following

scatter ratio criterion. By fixing Ur, Uc is solved by:

U(2DLDA)
c = arg max

U

tr(U>S
(MLDA)
Bc

U)

tr(U>S
(MLDA)
Wc

U)
, (4.2.5)

where S
(MLDA)
Bc

∈ Rdc×dc and S
(MLDA)
Wc

∈ Rdc×dc are the column-wise between- and
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within-class scatter matrices, respectively. The definitions of S
(MLDA)
Wc

and S
(MLDA)
Bc

are as follows:

S
(MLDA)
Bc

=
K∑
k=1

Nk(Mk −M)UrU
>
r (Mk −M)>, (4.2.6)

S
(MLDA)
Wc

=
∑
jk

(Xjk −Mk)UrU
>
r (Xjk −Mk)

>, (4.2.7)

where M = 1
N

∑
jk Xjk is the overall mean matrix, and Mk = 1

Nk

∑Nk

j=1 Xjk is

the class mean matrix. Analogous to LDA, the solution U
(2DLDA)
c is given by the

eigenvectors of (S
(MLDA)
Wc

)−1S
(MLDA)
Bc

associated with the qc largest eigenvalues.

By fixing Uc, the row projection U
(2DLDA)
r is solved by:

U(2DLDA)
r = arg max

U

tr(U>S
(MLDA)
Br

U)

tr(U>S
(MLDA)
Wr

U)
. (4.2.8)

S
(MLDA)
Br

∈ Rdr×dr and S
(MLDA)
Wr

∈ Rdr×dr are the row-wise between- and within-class

scatter matrices, respectively, whose definitions are given by:

S
(MLDA)
Br

=
K∑
k=1

Nk(Mk −M)>UcU
>
c (Mk −M), (4.2.9)

S
(MLDA)
Wr

=
∑
jk

(Xjk −Mk)
>UcU

>
c (Xjk −Mk). (4.2.10)

Then U
(2DLDA)
r is given by the eigenvectors of (S

(MLDA)
Wr

)−1S
(MLDA)
Br

associated with

the qr largest eigenvalues.

With the same objective function, DATER [122] generalizes 2DLDA to higher-

order cases, which can deal with general tensors. UMLDA [71] is also designed for

general tensors and employs the ratio-based discriminant criterion, while it finds each

subspace basis (column of Uc and Ur) in a greedy and successive way. Moreover,

UMLDA imposes uncorrelated constraints on the projection matrices to extract

independent features and reduce the subspace redundancy.

Difference-based MLDAs: Difference-based MLDAs learn discriminative sub-

spaces by maximizing the difference between between- and within-class scatter. For

instance, GTDA [106] learns the column and row projections by alternately maxi-
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mizing the following two objective functions:

U(GTDA)
c = arg max

U
tr
(
U>(S

(MLDA)
Bc

− ξcS(MLDA)
Wc

)U
)
, (4.2.11)

U(GTDA)
r = arg max

U
tr
(
U>(S

(MLDA)
Br

− ξrS(MLDA)
Wr

)U
)
, (4.2.12)

where ξc and ξr are the tuning parameters whose values are heuristically set to

the largest eigenvalue of (S
(MLDA)
Wc

)−1S
(MLDA)
Bc

and (S
(MLDA)
Wr

)−1S
(MLDA)
Br

, respectively.

With fixed Ur, the solution U
(GTDA)
c is given by the eigenvectors of S

(MLDA)
Bc

−

ξcS
(MLDA)
Wc

associated with the qc largest eigenvalues. The row projection U
(GTDA)
r

can be solved in a similar way. Along this line, TR1DA [105] successively finds each

column of Uc and Ur based on the scatter difference criterion, which can be viewed

as a difference-based version of UMLDA without the uncorrelated constraints.

Exploited structural information: In general, the performance of LDA is

highly dependent on the quality of the scatter matrices S
(LDA)
B and S

(LDA)
W . When

dealing with real-world tensors such as whole-brain MRI or fMRI scans, it is often

the case that the number of training samples is much smaller than that of input

features. In this scenario, the estimation of between- and within-class scatter tends

to be inaccurate due to the limited sample size. As a result, the performance of

LDA could be seriously degraded, which is known as the small sample size (SSS)

problem [26, 74, 75, 94].

By exploiting the tensor structures, MLDAs can extract discriminative infor-

mation from the multilinear scatter matrices such as S
(MLDA)
Bc

(4.2.6) and S
(MLDA)
Wc

(4.2.7), which have much smaller sizes and better conditioning than the original ones

(4.2.2) and (4.2.3). Because of this, MLDAs save much memory cost for storing the

scatter matrices, reduce the parameter size of LDA from dq for W to dcqc + drqr

for Uc and Ur, and most importantly gain robustness in estimating between- and

within-class scatter from small sample sizes.

Convergence and tuning parameter issues: One great limitation of ratio-

based MLDAs is that they fail to monotonically increase their objective functions,

i.e. the column- and row-wise scatter ratios (4.2.5) and (4.2.8), over iterations,

and may not converge properly [40, 119, 70, 77]. This is because the column-wise
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solution for (4.2.5) does Not necessarily increase the row-wise scatter ratio (4.2.8)

and vice versa. Therefore, the results of ratio-based MLDAs would be unstable

during iterations, and have no convergence guarantee. In contrast, difference-based

MLDAs avoid the convergence problem, since the scatter differences (4.2.11) and

(4.2.12) can be monotonically increased in the alternate optimization procedure.

However, they have to introduce the tuning parameters ξc and ξr for controlling

the weight between between- and within-class scatter, which are often sensitive and

difficult to be well-determined in practice.

4.3 The Proposed Method

Although Probabilistic and Multilinear LDAs enjoy some benefits over LDA, they

still have their own limitations. This section presents a probabilistic MLDA for

matrix inputs, named as Probabilistic Rank-One Discriminant Analysis (PRODA).

Different from existing MLDAs that employ the scatter ratio or difference, PRODA

takes the log-likelihood of a generative model as the discriminant criterion, where

between- and within-class information is characterized by the variation of collective

and individual latent features, respectively. In this way, it inherits the benefits of

both PLDA and MLDA while avoiding their limitations.

In the following, PRODA is presented in three stages: 1) We first propose the

PRODA model to incorporate the matrix structures into the probabilistic frame-

work. 2) An EM-type algorithm is then developed for parameter estimation to

overcome the convergence problem of MLDAs, where the M-step is further regu-

larized for better generalization. 3) Finally, we discuss initialization strategies and

analyze the time complexity of PRODA.
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Figure 4.1: Graphical model for PRODA.

4.3.1 PRODA Model

Analogous to the singular value decomposition, we decompose the jth observed

matrix of the kth class Xjk into a number of rank-one matrices as follows:

Xjk =

Py∑
p=1

ykpc
y
pr
y
p
> +

Pz∑
q=1

zjkq czqr
z
q
> + Ejk

=Cy diag(yk)R
>
y + Cz diag(zjk)R

>
z + Ejk,

(4.3.13)

where yk ∼ N (0, IPy) is the Py-dimensional collective latent variable, zjk ∼ N (0, IPz)

is the Pz-dimensional individual latent variable, and Ejk ∼ Ndc,dr(0, σI, σI) is the

random noise matrix with σ > 0. Cy/z ∈ Rdc×Py/z and Ry/z ∈ Rdr×Py/z are the

collective/individual column and row factor matrices, respectively.

The PRODA model represent each observation as a linear combination of Py+Pz

rank-on matrices. Among them, Py of them are discriminative factors that char-

acterize between-class variation, while the others are non-discriminative ones that

describe within-individual variation. The coefficients yk and zjk serve as the low-

dimensional latent representations in the discriminative and individual subspaces,

respectively. yk can be viewed as the class identity, and is shared by all the obser-

vations of the kth class. On the other hand, different zjks are independent of each

other, and can be viewed as structured noise.

Besides the capability of capturing discriminative features and non-discriminative

noise, there is another key benefit can be obtained by representing each observation

as a number of rank-one matrices. Specifically, the PRODA model (4.3.13) can nat-

urally group the collective and individual rank-one matrices together in a joint form
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as follows:

Xjk =[Cy,Cz]

 diag(yk) 0

0 diag(zjk)

 [Ry,Rz]
> + Ejk

=C diag(fjk)R
> + Ejk,

(4.3.14)

where fjk = [y>k , z
>
jk]
> is the joint latent variable, C = [Cy,Cz] and R = [Ry,Rz]

are the column and row factor matrices, respectively. By combining the collective

and individual factors in C and R, such joint form not only preserves the spatial

structures of Xjk, but also greatly facilitates the subsequent parameter estimation,

leading to closed-form solutions with guaranteed convergence. Figure 4.1 gives the

graphical model for PRODA.

Armed with the PRODA model (4.3.14), we can obtain the conditional distribu-

tion p(Xjk|fjk) as follows:

Xjk|fjk ∼ Ndc,dr(C diag(fjk)R
>, σI, σI). (4.3.15)

Using the properties of the column-wise Kronecker product, (4.3.15) can be rewritten

in the following vector form:

xjk|fjk ∼ N (Wfjk, σ
2I), (4.3.16)

where xjk = vec(Xjk), Wy = Ry�Cy, Wz = Rz�Cz, W = R�C = [Wy,Wz]. In

the following derivation, we need both the vector and matrix forms of the conditional

distribution to obtain tractable formulations for the log-likelihood and posterior

expectations.

Given the training set {{Xjk}Nk
j=1}Kk=1, our aim is to find the model parameter

set θ = {C,R, σ2} that maximizes the following log-likelihood function:

L(θ) =
∑
jk

ln p(Xjk, fjk) = −
∑
jk

[
dcdr

2
lnσ2 +

1

2
f>jkfjk

+
1

2σ2
||Xjk −C diag(fjk)R

>||2F
]

+ const.

(4.3.17)

This can be achieved by learning the joint latent variable fjk and the model param-

eters θ sequentially under the EM framework.
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Comparison with PLDA: Both PLDA and PRODA construct a generative

model to characterize collective and individual variation. However, PRODA achieves

this by representing each observation as a linear combination of rank-one matrices

rather than vectors. This leads to the following advantages over PLDA: 1) PRODA

can preserve the spatial structures of the observed matrices, which could be uti-

lized to improve the performance of discriminant analysis. 2) PRODA has compact

subspace representations with fewer model parameters to be estimated. Specifi-

cally, PLDA has dcdr(Py + Pz) parameters for Wy and Wz, while PRODA has

(dc + dr)(Py + Pz) ones for C and R. 3) The reduced parameter size (model com-

plexity) in turn could improve the robustness of PRODA in parameter estimation

with small sample sizes.

Comparison with MLDAs: To the best of our knowledge, PRODA is the first

bilinear probabilistic LDA, which takes advantages of not only the matrix structures

for robustness against the SSS problem but also the probabilistic framework for

compact and flexible subspace representations. In addition, the objective function

of PRODA is the log-likelihood (4.3.17) rather than the scatter ratio or difference.

As will be seen in the next section, it can be monotonically increased under the

EM framework, providing PRODA with guaranteed convergence. In contrast, ratio-

based MLDAs such as DATER and UMLDA fail to monotonically increase the

scatter ratio over iterations, and thus have no convergence guarantee. Although

difference-based MLDAs such as GTDA and TR1DA avoid the convergence problem,

they involve additional tuning parameters, which are often sensitive and difficult to

be well-determined in practice.

4.3.2 Parameter Estimation for PRODA

This section develops an EM-type algorithm for estimating θ, which has guaranteed

convergence without introducing additional tuning parameters. Since C and R are

coupled together, it is difficult to optimize them simultaneously. We solve this

problem by using the expectation-conditional maximization (ECM) approach [81].
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Our ECM algorithm optimizes C and R conditionally, and consists of two stages:

the E-step and CM-step.

E-step: In the E-step, the joint latent variable fjk is optimized w.r.t. L(θ) given

θ. The solution turns out to be the expectations of fjk in terms of the posterior

p(fjk|Xk), where Xk = [x1k, . . . ,xNkk]. Since the collective latent variable yk is de-

termined by all the observations of the kth class while the individual latent variable

zjk is only related to the corresponding observation xjk, we decompose the posterior

p(fjk|Xk) into two factors : p(fjk|Xk) =
∏Nk

j=1 p(zjk|yk,xjk)p(yk|Xk) and derive them

separately.

Outer posterior: Given yk, the individual latent variables zjk (j = 1, . . . , Nk) of

the kth class are conditionally independent of each other. Applying the Gaussian

properties, we can obtain the outer posterior p(zjk|xjk,yk) as follows:

zjk|xjk,yk ∼ N (ΣzW
>
z (xjk −Wyyk), σ

2Σz), (4.3.18)

where Σz = (W>
z Wz + σ2I)−1.

Inner posterior: According to Bayes’ rule, we have

p(yk|Xk) =
p(Xk,yk)

p(Xk)
=

p(Xk,yk,Zk)

p(Zk|Xk,yk)p(Xk)

=

Nk∏
j=1

p(xjk|fjk)p(yk)p(zjk)
p(zjk|xjk,yk)p(xjk)

, (4.3.19)

where Zk = [z1k, . . . , zNkk].

Substituting (4.3.18) and (4.3.16) into (4.3.19) and taking terms that are in-

dependent of yk as a constant, the inner posterior p(yk|Xk) can be derived by

completing the quadratic form of a Gaussian distribution, leading to:

yk|Xk ∼ N (Σ(k)
y W>

y Ψx̄k, σ
2Σ(k)

y ), (4.3.20)

where x̄k =
∑Nk

j=1 xjk, Ψ = I−WzΣzW
>
z , and Σ

(k)
y = (NkW

>
y ΨWy + σ2I)−1.

With the above results, we can calculate the expectations 〈fjk〉 and 〈fjkf>jk〉 in
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terms of p(fjk|Xk) as follows:

〈fjk〉 = [〈yk〉>, 〈zjk〉>]>, (4.3.21)

〈fjkf>jk〉 =

 〈yky>k 〉 〈ykz>jk〉
〈zjky>k 〉 〈zjkz>jk〉

 , (4.3.22)

where

〈yk〉 = E[yk]yk|Xk
= Σ(k)

y W>
y Ψx̄k,

〈zjk〉 = E[E[zjk]zjk|xjk,yk
]yk|Xk

= ΣzW
>
z (xjk −Wy〈yk〉),

〈yky>k 〉 = σ2Σ(k)
y + 〈yk〉〈yk〉>,

〈zjky>k 〉 = ΣzW
>
z (xjk〈yk〉> −Wy〈yky>k 〉),

〈zjkz>jk〉 = σ2Σz + ΣzW
>
z HijWzΣz,

Hij = xjkx
>
jk + Wy〈yky>k 〉W>

y − xjk〈yk〉>W>
y −Wy〈yk〉x>jk.

CM-step: In the CM-step, we alternately and conditionally estimate the column

and row factor matrices by maximizing the log-likelihood function (4.3.17) w.r.t. C

(or R) with the other fixed.

With R fixed, the optimized C is given by:

C̃ =

[∑
jk

XjkR diag(〈fjk〉)

][∑
jk

〈fjkf>jk〉~ R>R

]−1

. (4.3.23)

After obtaining C̃, R can be solved similarly as follows:

R̃ =

[∑
jk

X>jkC̃ diag(〈fjk〉)

][∑
jk

〈fjkf>jk〉~ C̃>C̃

]−1

. (4.3.24)

Finally, by maximizing (4.3.17) w.r.t. σ2, the optimized noise variance can be ob-

tained as follows:

σ̃2 =
1

Ndcdr

∑
jk

{
tr
(
X>jkXjk

)
− tr

(
X>jkC̃ diag(〈fjk〉)R̃>

)}
. (4.3.25)

Regularization on the CM-step: Apart from utilizing the matrix structures

and probabilistic modeling, we also introduce regularization in the CM-step for

better generalization and more robustness against the SSS problem. Specifically,
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Algorithm 3 ECM algorithm for PRODA

1: Input: The training set {{Xjk}Nk
j=1}Kk=1, the number of class features Py, the

number of individual features Pz, and the regularization parameter γ.

2: Initialize C, R, and σ2 randomly or in other ways.

3: Normalize each column of C and R to have unit norm.

4: repeat

5: Compute the expectations 〈fjk〉 and 〈fjkf>jk〉 via (4.3.21) and (4.3.22), respec-

tively.

6: Update C, R, and σ2 via (4.3.26), (4.3.27), and (4.3.25), respectively.

7: until convergence.

8: Output: C, R, and σ2.

a multiple of the identity matrix γI is added to the second-order sample moment∑
jk〈fjkf>jk〉 in (4.3.23) and (4.3.24), leading to the regularized updates for C and R

as follows:

C̃ =
∑
jk

XjkR diag(〈fjk〉)
[
F ~ R>R

]−1
, (4.3.26)

R̃ =
∑
jk

X>jkC̃ diag(〈fjk〉)
[
F ~ C̃>C̃

]−1

. (4.3.27)

where F = γI +
∑

jk〈fjkf>jk〉, and γ is the regularization parameter. The regularized

terms stabilize the matrix inverses in (4.3.23) and (4.3.24), and consequently improve

the generalization ability of PRODA.

By alternating between the E-step and CM-step until convergence, we can obtain

the MLE solutions for θ. Algorithm 3 summaries the ECM algorithm for PRODA. It

can be proved that the ECM algorithm always increases the log-likelihood function

(4.3.17) and is guaranteed to converge to local optima [81].

4.3.3 Initialization and Prediction

Initialization: The parameters θ = {C,R, σ2} of PRODA can be initialized ran-

domly, so that unnecessary biases would not be introduced at the beginning of the

iteration. Then, the columns of C and R are normalized to have unit length so that
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each initialized latent factor contributes equally to the PRODA model. Recall that

C = [Cy,Cz] and R = [Ry,Rz] are constructed by the collective and individual

factors. As the discriminative factor matrices, Cy and Ry are expected to project

data of the same class close together while those of different classes apart. There-

fore, it is also reasonable to initialize Cy and Ry by using the learned projections of

non-probabilistic MLDAs such as TR1DA or UMLDA. On the other hand, since Cz

and Rz are responsible for capturing structured noise, they should still be initialized

randomly to maintain non-informative.

Prediction: With the trained PRODA model, we can obtain the low-dimensional

features of a new coming observation X by computing the expectation of the col-

lective latent variable y in terms of the posterior distribution p(y|vec(X)). From

(4.3.16), we can integrate out z and obtain

vec(X)|y ∼ N (Wyy,WzW
>
z + σ2I). (4.3.28)

Then the predictive posterior distribution can be readily derived as follows:

y|vec(X) ∼ N (Σ−1W>
z (WzW

>
z + σ2I)−1vec(X),Σ), (4.3.29)

where Σ = (I + W>
y (WzW

>
z + σ2I)−1Wy)

−1. Finally, the desired latent features of

X is given by the expectation E[y|vec(X)] = ΣW>
z (WzW

>
z + σ2I)−1vec(X).

4.3.4 Time Complexity Analysis

Since both PLDA and PRODA are under the EM framework, they have comparable

time complexity. For simplicity, let D = dcdr be the number of input features, and

P = Py = Pz be the number of extracted features. The E-step of PRODA takes

O(NDP 2) for computing the expectations 〈fjk〉 and 〈fjkf>jk〉. The M-step takes

O(NDP ) for summing up the statistics, and O(P 3) for matrix inverse. Therefore,

the overall time complexity of PRODA is dominated by O(TNDP 2), where T is the

number of iterations.

Please note that classical LDA takes O(ND2) for computing the scatter matri-

ces, and O(D3) for the generalized eigenvalue decomposition. Since P < D, each
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Table 4.1: Detailed descriptions of PRODA and the competing methods.

Method Full name Tensor Prob. Cvg.

LDA Linear Discriminant Analysis [27] × × X

PCA+LDA Fisherface [9] × × X

RLDA Regularized Linear Discriminant Analysis [26, 74, 75] × × X

NLDA Null Linear Discriminant Analysis [16] × × X

ULDA Uncorrelated Linear Discriminant Analysis [127] × × X

MULDA Maximum Uncertainty Linear Discriminant Analysis [47] × × X

DATER Discriminant Analysis with TEnsor Representation [122] X × ×

GTDA General Tensor Discriminant Analysis [106] X × X

TR1DA Tensor Rank-One Discriminant Analysis [105] X × X

UMLDA Uncorrelated Multilinear Discriminant Analysis [71] X × ×

PLDA Probabilistic Linear Discriminant Analysis [88] × X X

PRODA Probabilistic Rank-One Discriminant Analysis (Proposed) X X X

PRODA iteration is not much slower than LDA, provided that P is not too large. As

will be shown in the next section, PRODA usually converges within a few iterations.

Therefore, the overall computational cost of PRODA is acceptable for extracting a

moderate number of features. For large scale problems, stochastic inference with

mini-batch updates can be used to improve the efficiency of PRODA, which could

be a future work.

4.4 Experiments

This section evaluates the performance of PRODA in supervised subspace learning,

where a set of experiments are conducted to achieve the following two objectives:

1. Demonstrate the effectiveness of PRODA on classification tasks by comparing

against LDA and its state-of-the-art extensions.

2. Investigate the behavior and properties of PRODA under different configura-

tions.
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4.4.1 Experimental Settings

PRODA is compared against LDA and its linear, multilinear, and probabilistic vari-

ants. Table 4.1 gives the detailed descriptions of PRODA and the competing meth-

ods.

Number of extracted features: For non-probabilistic LDAs: LDA, PCA+LDA,

RLDA, NLDA, ULDA, and MULDA, up to K − 1 features are tested, which is

the maximum number can be extracted. For MLDAs: DATER and GTDA, up to

30× 30 = 900 features are tested. TR1DA is tested up to 500 features. UMLDA is

tested up to 35 features by following the settings in [71]. For probabilistic methods:

PLDA and PRODA, we set Py = Pz = 500 for the collective and individual features,

respectively. We have verified that extracting more features does not lead to better

results with statistical significance for the competing methods.

Initialization: DATER, GTDA, TR1DA, UMLDA, PLDA, and PRODA are it-

erative methods and require initialization. DATER and GTDA are initialized by

pseudo identity matrices. TR1DA and UMLDA are initialized uniformly [71], and

PLDA is initialized randomly. These settings lead to the best results for the cor-

responding methods in our experiments. Unless otherwise specified, PRODA is

initialized randomly.

Number of iterations and convergence criteria: We set the number of iterations

for DATER and GTDA to be 1, which results in the best performance in our exper-

iments. TR1DA and UMLDA are tested with 10 iterations by following the settings

in [71]. For PLDA and PRODA, we iterate them until 300 iterations or the relative

change of the log-likelihood is smaller than 10−4.

Tuning parameters: Originally, RLDA, TR1DA, UMLDA, and PRODA have

tuning parameters to be determined. For fair comparison, the same regularization

strategy of PRODA is also applied to PLDA, which introduces a regularization

parameter for PLDA. We test these methods by selecting all the parameters from

{10−5, 10−4, . . . , 105}, and report their best results.
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4.4.2 Face Recognition

Datasets: Two face datasets are utilized. The first is the UMIST database [32],

which consists of 575 images of 20 subjects. Images of each subject are taken in

various poses from profile to frontal views with a neutral expression. The second

one is the CMU PIE database [101]. It consists of 41,368 images of 68 subjects with

four expressions, in 13 poses, and under 43 illumination conditions. We conduct the

experiments on a subset of the CMU PIE database by selecting face images in seven

poses (C05, C07, C09, C27, C29, C37, C11) and under 21 illumination conditions

(02 to 22). This results in 9,987 images in total, and around 147 samples per subject.

All face images are normalized to 32× 32 gray-level pixels.

Experimental setup: Each dataset is randomly partitioned into training and

test sets, leading to L images per subject for training and the rest for test. We

extract low-dimensional features via each of the above mentioned method, and then

sort the extracted features in descending order by their Fisher scores [24]. After

feature extraction, we follow the same settings of the competing methods [122, 106,

105, 71, 88] to use the nearest neighbor classifier for classification, which is trained

with different numbers of the extracted features (up to the maximums). We conduct

experiments over 10 such random partitions, and report the best average recognition

rates with the standard deviations for each method. The best results are highlighted

in bold font, and the second best ones are underlined. We also mark the comparable

results with an asterisk ∗ based on a t-test with a p-value of 0.06.

Result analysis: Table 4.2 shows the recognition rates on the UMIST dataset.

Most non-probabilistic linear extensions of LDA get significantly better results than

the baseline, among which RLDA is the best method. On average, all MLDAs except

TR1DA achieve comparable or even better performance than RLDA, which indicates

that utilizing the matrix structures can improve the performance of discriminant

analysis.

UMLDA and PRODA are the best two methods on the UMIST dataset, which

achieve comparably good performance except for L = 3. This could be attributed
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Table 4.2: Recognition rates (Mean±Std.%) on the UMIST dataset (Best,

second best, and ∗ statistically comparable.)

L 2 3 4 5 6 7 10 15

LDA 67.2±2.5 74.9±3.1 80.5±2.9 84.8±3.4 88.9±3.7 91.6±2.4 95.3±1.9 97.2±0.9

PCA+LDA 70.8±2.5 78.5±3.6 82.1±7.8 84.9±4.2 90.9±5.3 88.4±5.8 96.7±1.4 98.4±0.8

RLDA 75.0±3.1 86.6±4.1∗ 91.0± 2.7 93.1±2.5∗ 96.0±2.3 98.0±1.1∗ 99.0±0.6 99.8±0.4∗

NLDA 75.0±3.1 85.5±3.2 90.4±2.7 92.0±2.8 95.8±2.5 97.0±0.7 98.6±0.9 99.3±0.4

ULDA 66.9±2.2 75.0±2.3 80.1±3.0 84.6±3.2 88.2±3.5 91.5±2.2 94.8±1.8 97.3±0.9

MULDA 70.8±2.6 83.5±3.5 89.1±2.2 91.9±3.6 95.4±2.1 97.8±1.0∗ 98.9±0.7 99.8±0.4∗

DATER 77.5±4.6 87.6±2.6∗ 91.6±1.9 93.2±2.7∗ 96.4±1.8∗ 97.9±1.1 98.9±0.5 99.8±0.3∗

GTDA 78.0±5.0 86.2±3.1 91.4±1.6 93.2±2.9∗ 95.9±2.0 97.8±0.8∗ 98.6±0.5 99.2±0.6

TR1DA 72.2±5.4 82.3±2.4 86.4±2.9 89.4±3.3 93.9±3.5 96.1±1.5 98.4±0.7 99.4±0.5

UMLDA 81.9±3.0∗ 86.9±2.9 92.4 ± 2.7∗ 94.4±2.2∗ 97.2±1.9∗ 98.0±0.6∗ 99.0±0.5 99.6±0.4

PLDA 77.3±3.2 85.3±2.5 90.8± 2.2 93.0 ± 2.9∗ 96.3±2.4∗ 98.0±0.9∗ 99.3±0.3∗ 99.7±0.4∗

PRODA 80.6±3.7∗ 88.4±2.3∗ 93.3±2.1∗ 94.4±2.4∗ 96.9±1.9∗ 98.5±0.7∗ 99.4±0.4∗ 99.9±0.2∗

to both the exploited matrix structures and their individual properties preserved

in the extracted features. Specifically, UMLDA imposes uncorrelated constraints to

extract independent features, while PRODA learns a flexible generative model to

capture generic data characteristics.

Table 4.3 shows the recognition rates on the CMU PIE dataset. PRODA achieves

the best performance with statistical significance in most cases. Specifically, it

outperforms the second best results 2.47% on average with L = 2 ∼ 7, and is more

advantageous with small training sizes (L = 2, 3, 4). This implies that PRODA

is more robust than the competing methods against the SSS problem. Although

PRODA is worse than PLDA by 0.58% on average with L = 10, 40, it still achieves

reasonably good performance, and consistently outperforms other multilinear LDAs.

It is worth noting that NLDA does not work on the CMU PIE dataset with L = 40,

since the null space of the within-class scatter matrix becomes non-informative and

only contains zero vectors when the training size is large.

Unlike the experiments on the UMIST dataset, UMLDA fails to perform well

on the CMU PIE dataset. Such difference of the UMLDA performance could be

attributed to the uncorrelated constraints imposed by UMLDA and the different
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Table 4.3: Recognition rates (Mean±Std.%) on the CMU PIE dataset (Best,

second best, and ∗ statistically comparable).

L 2 3 4 5 6 7 10 40

LDA 43.7±1.8 55.3±1.3 62.8±1.7 67.7±1.0 70.5±0.9 73.1±0.6 75.2±1.1 98.6±0.2

PCA+LDA 34.6±1.8 47.9±2.0 59.2±2.5 66.4±1.7 71.0±0.7 74.8±0.9 79.1±1.3 98.6±0.2

RLDA 44.5±1.9 58.6 ±2.0 67.4±2.2 73.7±1.7 78.0±1.0 82.5±0.8 87.7±0.9 99.2±0.2

NLDA 44.5±1.9 57.8±2.0 65.8±2.5 71.4±1.5 74.5±0.8 77.7±1.1 80.9±1.3 -

ULDA 44.0±1.7 55.6±1.4 62.9±1.7 67.8±1.1 70.7±0.8 73.1±0.7 75.1±1.2 97.7±0.3

MULDA 36.9±1.7 50.2±1.4 58.8±1.6 66.9±0.7 72.1±0.8 77.1±0.9 85.6±0.7 98.8±0.2

DATER 40.4±4.1 56.1±1.7 63.6±1.5 68.9±1.0 72.6±1.4 75.9±1.6 82.5±1.2 97.1±0.4

GTDA 41.2±3.2 52.0±2.1 56.9±2.5 61.9±0.8 65.9±1.6 69.7±1.8 76.7±1.0 96.7±0.5

TR1DA 34.2±2.4 42.2±1.5 48.3±1.9 54.0±1.5 57.1±1.3 61.3±1.1 67.6±1.8 92.2±0.7

UMLDA 39.9±1.8 50.8±1.7 58.4±1.7 63.3±1.4 67.0±1.1 70.9±0.7 76.8±1.3 94.3±0.2

PLDA 44.7 ± 1.8 58.1±1.9 67.0±2.3 73.4 ± 1.5 77.6±1.0 81.9±0.9 88.1±0.9∗ 99.3±0.2∗

PRODA 47.9±2.2∗ 62.8±1.7∗ 70.6±2.2∗ 76.1±1.4∗ 79.4±1.1∗ 83.0±1.2∗ 87.6±0.6∗ 98.7±0.3

characteristics of the two datasets. The UMIST dataset consists of face images cov-

ering a range of poses from 20 subjects (classes), where samples of each class have

strong correlations. On the other hand, the CMU PIE dataset is more challeng-

ing, where face images are from 68 subjects and under both pose and illumination

variations. Due to the uncorrelated constraints, UMLDA is effective in extracting

discriminative features from the UMIST dataset. However, when it comes to the

CMU PIE dataset, the uncorrelated constraints could be too restricted to charac-

terize both pose and illumination variations, leading to relatively poor results.

For the both datasets, ratio-based MLDAs such as DATER and UMLDA out-

perform the difference-based ones such as GTDA and TR1DA in most cases. This

indicates that the good convergence property of GTDA and TR1DA may come at

the expense of their feature discriminability. On the other hand, although DATER

and UMLDA perform better than their difference-based counterparts, they have

no convergence guarantee, and may test different iteration numbers to find the

best results. In contrast, PRODA overcomes the limitations of both the ratio-

and difference-based MLDAs by learning matrix subspaces under the probabilistic

framework, leading to the best performance and the convergence guarantee.
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To verify whether the probabilistic framework itself helps classification, we de-

velop a degenerated version of PRODA (denoted by PRODA*), where the posterior

expectation (4.3.22) is replaced by its point estimation during the ECM updates. To

be more specific, 〈ykyk>〉 and 〈zjkz>jk〉 are replaced by 〈yk〉〈yk〉> and 〈zjk〉〈zjk〉>,

respectively. Due to this modification, the E-step of PRODA* ignores some un-

certainty information captured by the probabilistic framework, i.e. the covariance

matrices σ2Σ
(k)
y and σ2Σz. We test PRODA* on the UMIST and CMU PIE datasets.

The experimental results show that PRODA* achieves almost the same performance

with PRODA for the UMIST dataset, whereas it is worse than PRODA by 1.49% on

average for the CMU PIE dataset. This indicates that by estimating the covariance

matrices, the probabilistic framework can improve the classification performance.

4.4.3 Facial Photograph-Sketch Matching

Dataset: The Chinese University of Hong Kong (CUHK) student database [104]

is tested, which consists of 188 subjects. Each subject has a facial photograph and

a corresponding sketch of the photograph in the frontal pose, under the normal

illumination condition, and with the neutral expression. Each image is resized to

40× 32 gray-level pixels.

Experimental setup: We randomly select T = 30, 90, 150 subjects from the

CUHK student dataset. The task is to recognize the sketches (or photographs) of

each subject by observing the others, leading to T photographs/sketches for training

and the corresponding T sketches/photographs for test. For each T , we conduct

such experiments 10 times, and report the average recognition rates. This is both

a single-sample and heterogeneous classification problem, making face recognition

more challenging. As a consequence, LDA, PCA+LDA, NLDA, ULDA, MULDA,

and UMLDA are inapplicable due to the badly ill-conditioned within-class scatter

matrix. We test both the random and TR1DA-based schemes in Section 4.3.3 for

initializing PRODA, which are indicated as PRODA1 and PRODA2, respectively.

Result analysis: Figures 4.2 and 4.3 show the recognition rates on the CUHK
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Figure 4.2: Sketch recognition rates with T training photographs (PvS) on the

CUHK student dataset.
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Figure 4.3: Photo recognition rates with T training sketches (SvP) on the CUHK

student dataset.

student dataset for the training photograph vs. testing sketch (PvS) and training

sketch vs. testing photograph (SvP) cases, respectively. As can be seen, non-

probabilistic LDAs fail to perform well, while the probabilistic ones obtain signif-

icantly better results. Since each subject only has a single training sample, it is

almost impossible to estimate the between- and within-class scatter accurately. This

is probably responsible for the poor results of RLDA, DATER, GTDA, and TR1DA,

since their performance is highly dependent on the quality of the scatter matrices.

On the other hand, PLDA and PRODA are more robust against the so-called “sin-

gle sample per person” problem, because they implicitly model the between- and

within-class information under the probabilistic framework rather than explicitly

manipulate the inaccurate scatter matrices.

Although both PLDA and PRODA take advantage of the probabilistic frame-

work, PRODA consistently outperforms PLDA except the PvS case with T = 90.
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Figure 4.4: Average log-likelihood of PRODA at each iteration.

This demonstrates the effectiveness of the matrix structures in improving the perfor-

mance of subspace learning. In addition, since PRODA has less model complexity

with fewer parameters, the estimation of PRODA with limited sample sizes should

be more robust than that of PLDA. This may also contribute to the good perfor-

mance of PRODA on the CUHK student dataset. It is worth noting that although

TR1DA only obtains poor results, it seems to be a good initialization for PRODA,

which leads to great improvements over the randomly initialized PRODA. This im-

plies that data-dependent initializations based on other MLDAs can help PRODA to

escape bad local optima, which would be more preferable than the random scheme

especially when there is only a small number of training samples.

4.4.4 Convergence and Parameter Sensitivity

This section empirically studies the convergence property and the parameter sensi-

tivity of PRODA.

Convergence: The convergence property of PRODA is first tested with Py =

Pz = 500, where we set γ = 100 for the UMIST and CMU PIE datasets, and

γ = 10 for the CUHK student dataset. Figure 4.4 shows the average log-likelihood

of PRODA at each iteration on the UMIST, CMU PIE, and CUHK student datasets,

respectively. PRODA monotonically increases the log-likelihood and converges in a

few iterations, which supports its theoretical convergence guarantee.

Regularization parameter γ: We then study how the performance of PRODA
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Figure 4.5: Recognition rates of PRODA in different settings of the regularization

parameter γ.

changes with the regularization parameter γ by fixing Py = Pz = 500. As can be

seen in Figure 4.5, the imposed regularization in the CM-step effectively improves

the performance of PRODA. In addition, the best choice of γ seems to be around

50 ∼ 100 for all the involved datasets in different settings. This suggests that the

best γ is not very sensitive to different training settings.

Collective and individual feature numbers Py and Pz: Finally, with the

same γ settings in the convergence study, the effects of Py and Pz are investigated.

Figure 4.6 shows the recognition rates of PRODA as Py increases with Pz fixed.

With a fixed Pz, the recognition rates of PRODA become higher as Py increases,

which suggests that a relatively large Py is desirable for PRODA. This is expectable

because there are more and more features available for capturing the discriminative

information as Py increases.

Figure 4.7 shows the recognition rates of PRODA as Pz increases with Py fixed.

PRODA does not perform well when Pz = 0. This indicates that it is necessary and

important to learn both the collective and individual subspaces for extracting more

discriminative features. Increasing Pz improves the performance of PRODA at the

beginning, while it no longer leads to better results after Pz > 300. This suggests

that a medium Pz is enough for PRODA to get good results.
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Figure 4.6: Recognition rates of PRODA as Py increases with Pz fixed.
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Figure 4.7: Recognition rates of PRODA as Pz increases with Py fixed.
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4.5 Summary

We have proposed PRODA for learning discriminative subspaces from matrices. By

representing each observation as a linear combination of collective and individual

rank-one matrices, PRODA achieves the following desirable properties: 1) It is flex-

ible in capturing discriminative features and non-discriminant noise. 2) It exploits

the matrix structures to obtain compact subspace representations, reduced model

complexity, and robustness against the SSS problem. 3) It is guaranteed to converge

to local optima without introducing additional tuning parameters. These proper-

ties give PRODA the edge over both probabilistic and multilinear LDA extensions.

Experimental results on three real-world datasets have shown the superiority of

PRODA to the competing methods.
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Chapter 5

Bilinear Probabilistic Canonical

Correlation Analysis

After proposing multilinear extensions of PCA and LDA, this chapter presents the

BPCCA method, a bilinear extension of CCA, for learning correlations from two sets

of matrices. By combining the two-view models via hybrid vector-based and matrix-

based concatenations, it addresses the challenge of capturing linear correlations from

two-view matrices while preserving their (2D) tensor structures.

5.1 Introduction

Today’s data are commonly collected from diverse sources or views that could rep-

resent different properties of the same object. For example, face images can be

captured in different poses or illumination conditions, and webpage contents often

include text, images, and hyperlinks. Canonical correlation analysis (CCA) [37] is a

classical method to learn the (linear) relationships between two sets of variables, i.e.,

data from two views. It seeks two transformations, one for each view, to project data

into a common subspace in which the two views are maximally correlated. CCA

has wide applications including information retrieval [34], multi-view clustering [15],

and multi-label learning [132].

CCA can also be viewed from a probabilistic perspective. Bach and Jordan
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[5] gave a probabilistic interpretation of CCA, namely Probabilistic CCA (PCCA).

Benefiting from the probabilistic framework, PCCA can capture data uncertainty,

deal with missing values, and incorporate priori knowledge. Specifically, PCCA

relates two-view observations x(1) ∈ Rd1 and x(2) ∈ Rd2 to a common latent variable

z ∈ Rq(1 6 q 6 min(d1, d2)) as follows:

z ∼ N (0, I),x(v)|z ∼ N (W(v)z,Σ(v)), (5.1.1)

where we have assumed that data are centered with zero means, v ∈ {1, 2} denotes

the view, W(v) ∈ Rdv×q is the factor loading matrix, and Σ(v) ∈ Rdv×dv is the

covariance matrix.

The key idea of PCCA is to construct a joint model to capture the correlations

of the two views. This is achieved via vector-based concatenation as follows: x(1)

x(2)

 |z ∼ N (

 W(1)

W(2)

 z,
 Σ(1) 0

0 Σ(2)

), (5.1.2)

where x(1) and x(2) are concatenated as a joint observation generated by the common

latent variable z. With the same idea of two-view combination, several PCCA

extensions have been proposed, including Bayesian CCA [53] and nonlinear Bayesian

CCA [21].

CCA and PCCA are designed for vector inputs, while many real-world data are

naturally in the form of tensors. Recently, some multilinear extensions of CCA have

been proposed to learn correlations from tensors rather than vectors [58, 121, 28,

69]. These works show that exploiting the tensor structures in CCA could lead

to compact subspace representation and robustness against the small sample size

problem [73].

In contrast, extending PCCA to its multilinear version is more challenging and

has not been well-studied yet. One of the main challenges is how to construct a joint

model for two-view combination while preserving the tensor structures. Of course,

two-view tensors can be reshaped into vectors and then combined via vector-based

concatenation. However, the resultant joint variable is a vector rather than a tensor

whose structures have been lost in this way.
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To preserve tensor structures in two-view combination, several bilinear PCCAs

have been proposed. Two-dimensional Probabilistic CCA (2DPCCA) [1] takes par-

tially projected (matrix) observations rather than the original ones as inputs, so that

two views can be combined via matrix-based concatenation with preserved matrix

(2D tensor) structures. However, this modification violates the generative nature of

PCCA and fails to fully exploit the information from both views. Bayesian Multi-

View Tensor Factorization (BMTF) [48] assumes that two-view matrix observations

are generated by the same row (or column) factors so that they can be naturally

combined in a bilinear model (via matrix-based concatenation) without vectoriza-

tion. However, such restrictive assumption greatly limits the model flexibility and

makes BMTF suitable only for two-view matrices with the same row (or column)

dimensions.

In this chapter, we propose a new bilinear PCCA named as Bilinear Probabilistic

Canonical Correlation Analysis (BPCCA), which achieves both two-view combina-

tion and matrix structure preservation without violating the generative nature of

PCCA or imposing restrictive model assumptions. Unlike existing works that seek

only matrix-based concatenation of observations for direct structure preservation,

we build BPCCA based on a hybrid joint model with intermediate matrices, where

observations are combined via vector-based concatenation for more model flexibil-

ity while the intermediate matrices are combined via matrix-based concatenation

for preserving matrix structures indirectly. Moreover, the hybrid model decouples

the column and row structures from two-view matrices, which enables parameter

estimation with closed-form solutions.

5.2 Related Works

Given two-view observed matrices X(1) ∈ Rdc1×dr1 and X(2) ∈ Rdc2×dr2 , our goal is to

estimate a latent matrix Z ∈ Rqc×qr (1 6 qc 6 min(dc1, d
c
2), 1 6 qr 6 min(dr1, d

r
2))

shared by the two views. It is common to relate the matrix observations of each
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view to the latent matrix via bilinear projections as follows [117, 129]:

X(v) = C(v)ZR(v)> + E(v), (5.2.3)

where v ∈ {1, 2}, C(v) ∈ Rdcv×qc and R(v) ∈ Rdrv×qr are the column and row factor

matrices, respectively, and E(v) is the noise matrix. For simplicity, we assume that

data from the two views are centered with zero means.

Remarks: To estimate the common latent matrix Z, we need to first combine

the two views in a joint model. This can be easily done by vector-based concate-

nation, i.e., vectorizing both sides of (5.2.3) and concatenating the corresponding

variables as (5.1.2), where x(v) = vec(X(v)), W(v) = R(v) ⊗ C(v), and z = vec(Z)

due to the fact that vec(C(v)ZR(v)>) = (R(v) ⊗C(v))vec(Z). However, such vector-

based concatenation breaks the matrix structure of X(v), losing potentially useful

structural information.

To address the above problem, 2DPCCA [1] takes partially projected observa-

tions T(v,c) = X(v)R(v) ∈ Rdcv×qr and T(v,r) = X(v)>C(v) ∈ Rdrv×qc as inputs to avoid

directly concatenating X(1) and X(2). This enables matrix-based concatenation of

T(1,c) and T(2,c) as follows (a similar formulation hold for T(v,r) with R(v)): T(1,c)

T(2,c)

 =

 C(1)

C(2)

Z + Ec, (5.2.4)

where the joint observation maintains the column structures of the two-view ob-

served matrices, and Ec is the column noise matrix. However, this model violates

the generative nature of PCCA, since the true observations X(v) can not be recon-

structed from the latent matrix Z any more. In addition, the partial projections

T(v,c) and T(v,r) only depend on X(v), and fail to take the information from the

other view into account.

Another recent method BMTF [48] assumes that two views share the same row

(or column, equivalently) factor matrix R̃ = R(1) = R(2), so that X(1) and X(2) are

naturally combined in the following bilinear model via matrix-based concatenation: X(1)

X(2)

 =

 C(1)

C(2)

 diag(z)R̃> +

 E(1)

E(2)

 . (5.2.5)

80



However, such restrictive assumption greatly limits the model flexibility and the

applicability of BMTF. Since R(1) = R(2), BMTF can only deal with two-view

matrices with the same row (or column) dimensions.

5.3 Bilinear Probabilistic CCA

Both 2DPCCA and BMTF aim to preserve the matrix structures directly in the

joint observation by avoiding vector-based concatenation as well as the subsequent

vectorization. However, they achieve this at the expense of the generative nature or

model flexibility. In this chapter, we propose Bilinear Probabilistic CCA (BPCCA)

with a hybrid joint model that allows both vector-based concatenation of observa-

tions to get rid of unnecessary model assumptions and matrix-based concatenation

of intermediate matrices to preserve the matrix structures indirectly.

We present BPCCA in detail below. Firstly, we adapt a modified bilinear model

for individual views, and then show how to combine the two views in a hybrid joint

model with preserved matrix structures. Finally, we develop an EM-type algorithm

for parameter estimation with closed-form solutions.

Bilinear model for individual views: We characterize individual views with

a modified bilinear model [136]:
X(v) = C(v)ZR(v)> + F

(v)
c + F

(v)
r + E(v),

E
(v)
c ∼ Ndcv ,qr(0,Σ

(v)
c , I),E

(v)
r ∼ Nqc,drv(0, I,Σ

(v)
r ),

E(v) ∼ Ndcv ,drv(0,Σ
(v)
c ,Σ

(v)
r ),Z ∼ Nqc,qr(0, I, I),

where F
(v)
c = C(v)E

(v)
r , F

(v)
r = E

(v)
c R(v)>, and E

(v)
c , E

(v)
r , and E are column, row,

and common noise matrices, respectively. Σ
(v)
c and Σ

(v)
r are the column and row

covariance matrices, respectively.

Originally, this model was proposed as a bilinear extension of Probabilistic PCA

to learn subspaces for only one view. Here, we make use of it to model individual

views in CCA. Compared with (5.2.3), two extra noise terms C(v)E
(v)
r and E

(v)
c R(v)>

are included. This improves the flexibility in capturing data uncertainty, and makes
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the marginal distribution p(X(v)) to be matrix-variable Gaussian, which is natural

to model matrices.

The above model can also be rewritten as follows by decomposing the bilinear

projection into two stages [136]:
X(v) = Y(v,c)R(v)> + F(v,c),

Y(v,c) = C(v)Z + E
(v)
c ,

F(v,c) = C(v)E
(v)
r + E(v),

(5.3.6)

where Y(v,c) ∈ Rdcv×qr is the column-projected intermediate matrix, and F(v,c) ∈

Rdcv×drv is the column-projected noise (residual) matrix. The conceptual meaning of

this two-stage representation is that the latent matrix Z is first partially projected

in the column direction onto Y(v,c), and then Y(v,c) is projected in the row direction

to finally generate X(v). Similarly, we can also decompose the bilinear projection by

first projecting row and then column directions:
X(v) = C(v)Y(v,r) + F(v,r),

Y(v,r) = ZR(v)> + E
(v)
r ,

F(v,r) = E
(v)
c R(v)> + E(v),

(5.3.7)

where Y(v,r) ∈ Rqc×drv and F(v,r) ∈ Rdcv×drv .

The three models above have the same marginal distribution X(v) ∼ Ndcv ,drv(0,Ψ
(v)
c ,Ψ

(v)
r ),

where Ψ
(v)
c = C(v)C(v)> + Σ

(v)
c , and Ψ

(v)
r = R(v)R(v)> + Σ

(v)
r . Therefore, they are

equivalent.

With the above results, we tackle the problem of two-view combination with

preserved matrix structures. Specifically, we combine the two views with preserved

column and row structures based on (5.3.6) and (5.3.7), respectively. For compact

presentation, we will provide detailed derivation only for combining the column-wise

model (5.3.6), while the row-wise model (5.3.7) can be combined similarly. Figure

5.1 provides graphical illustrations of the one-stage and two-stage BPCCA models.

Observed vector combination: We first combine the two-view observations.

The conditional distribution of X(v) given Y(v,c) for individual views is X(v)|Y(v,c) ∼
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Figure 5.1: Graphical illustrations of the one-stage and two-stage BPCCA models.

Ndcv ,drv(Y(v,c)R(v)>,Ψ
(v)
c ,Σ

(v)
r ). It can be rewritten in a vector form: x(v,c)|y(v,c) ∼

N (R̂(v)y(v,c),Ψ
(v)
c ⊗ Σ

(v)
r ), where x(v,c) = vec(X(v)>), y(v,c) = vec(Y(v,c)>), and

R̂(v) = I⊗R(v). Since X(1) and X(2) are independent given Y(1,c) and Y(2,c), the

two-view observations X(1) and X(2) can be combined via vector-based concatenation

as follows:

xc|yc ∼ N (R̂yc,Lc), (5.3.8)

where xc = [x(1,c)>,x(2,c)>]>, yc = [y(1,c)>,y(2,c)>]>, R̂ = blkdiag(R̂(1), R̂(2)), and

Lc = blkdiag(Ψ
(1)
c ⊗ Σ

(1)
r ,Ψ

(2)
c ⊗ Σ

(2)
r ). Compared with 2DPCCA and BMTF, we

allow vector-based concatenation and do not require the joint observation xc to be

a matrix. As a result, the hybrid joint model is more flexible, since there is no need

to impose additional assumptions on the observations.

Intermediate matrix combination: Although the matrix structures are not

directly preserved in the joint observation xc above, we can still preserve them

indirectly in the intermediate matrices. Based on (5.3.6), the two-view intermediate

matrices Y(1,c) and Y(2,c) can be directly combined via matrix-based concatenation

as follows:

Yc|Z ∼ Ndc1+dc2,q
r(CZ,Σc, I), (5.3.9)

where Yc = [Y(1,c)>,Y(2,c)>]>, C = [C(1)>,C(2)>]>, and Σc = blkdiag(Σ
(1)
c ,Σ

(2)
c ).

Here, Yc is generated by the joint factor matrix C, and thus maintains the column

structures of the two views. In other words, we preserve the matrix structures

indirectly via the intermediate matrices.

With the above results, we can easily obtain other distributions involved in Yc
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as follows:

Yc ∼ Ndc1+dc2,q
r(0,Ψc, I), (5.3.10)

Z|Yc ∼ Nqc,qr(McC
>Σ−1

c Yc,Mc, I), (5.3.11)

where Ψc = CC> + Σc, and Mc = (C>Σ−1
c C + I)−1. Using the matrix-variate

Gaussian property, it is easy to obtain the following distributions for yc:

yc ∼ N (0,Ψc ⊗ I), (5.3.12)

yc|xc ∼ N (ΠcR̂
>L−1

c x
c,Πc), (5.3.13)

where Πc = (Ψ−1
c ⊗ I + R̂>L−1

c R̂)−1.

Remarks: The intermediate matrix Y(v,c) can be viewed as a partial projection,

which serves similar roles as T(v,c) for matrix-based concatenation in 2DPCCA. How-

ever, 2DPCCA fails to relate T(v,c) to X(v) in a probabilistic model, and thus breaks

the generation path from the latent matrix Z to the observation X(v). Moreover,

T(v,c) = X(v)R(v) depends only on one view, while Y(1,c) and Y(2,c) jointly connect

with both views (the joint observation xc) in p(yc|xc) (5.3.13), and can be estimated

more accurately.

Column-wise parameter estimation: The introduced hybrid joint model fa-

cilitates not only two-view combination but also parameter estimation. Provided

a data set {X(1)
n ,X

(2)
n }Nn=1 with N examples, our aim is to estimate BPCCA pa-

rameters θc = {C,Σ(1)
c ,Σ

(2)
c } and θr = {R,Σ(1)

r ,Σ
(2)
r }. Unfortunately, it is diffi-

cult to solve θc and θr by maximizing the complete-data log-likelihood L(θc,θr) =∑N
n=1 ln p(xcn|ycn,θc,θr)p(Yc

n,Zn|θc) =
∑N

n=1 ln p(xrn|yrn,θc,θr)p(Yr
n,Zn|θr), since

θc and θr are coupled in p(xc|yc) and p(xr|yr).

To address this problem, we first consider to estimate θc based on the column-

wise two-stage model (5.3.6). If the intermediate matrices {Yc
n}Nn=1 are observed, we

can easily solve for θc via the EM algorithm by maximizing Lc(θc) =
∑N

n=1 ln p(Yc
n,Zn|θc) =∑N

n=1 ln p(Yc
n|Zn,θc)p(Zn) instead of the original log-likelihood L(θc,θr). This mo-

tivates us to obtain the statistics of {Yc
n}Nn=1 via their maximum posteriori estima-

tions according to p(yc|xc) (5.3.13), and maximize the expectation of Lc(θc) w.r.t.
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p(yc|xc) instead of the complicated L(θc,θr) for closed-form solutions.

In the E step, we take the expectation of Lc(θc) w.r.t. p(Z,Yc|xc) = p(Z|Yc)p(yc|xc)

and obtain

Qc(θc) =− 1

2

N∑
n=1

{
qr ln |Σc|+ tr(〈Σ−1

c (Yc
nY

c
n
>

+CZnZ
>
nC> −Yc

nZ
>
nC> −CZnY

c
n
>)〉c)

}
, (5.3.14)

where terms of p(Zn) have been omitted as a constant, and 〈·〉c denotes the expec-

tation E[E[·|Yc]|xc] w.r.t. p(Z|Yc) and p(yc|xc) correspondingly.

Define an operator trq(A) that generates an m×n matrix from an mq×nq block

matrix A with q × q submatrices, where each element trq(A)ij is the trace of the

corresponding block Aij. With simple substitutions, we have E[Yc
nY

c
n
>|xcn] of size

(dc1 + dc2)× (dc1 + dc2) as the only statistic required for (5.3.14) as follows:

E[Yc
nY

c
n
>|xcn] = trqr(E[ycny

c
n
>|xcn]), (5.3.15)

where E[ycny
c
n
>|xcn] = ΠcR̂

>L−1
c x

c
nx

c
n
>L−>c R̂Πc + Πc from (5.3.13) is just a (dc1 +

dc2)qr× (dc1 + dc2)qr block matrix with qr× qr submatrices (the covariance of the i-th

and j-th rows of Yc
n given xcn).

In the M step, we maximize Qc(θc) w.r.t. θc and obtain:

C̃ =

[
N∑
n=1

〈Yc
nZ
>
n 〉c

][
N∑
n=1

〈ZnZn
>〉c

]−1

, (5.3.16)

Σ̃(v)
c =

1

Nqr

N∑
n=1

〈H(v,c)
n H(v,c)

n

>〉c, (5.3.17)

where 〈Yc
nZ
>
n 〉c = E[Yc

nY
c
n
>|xcn]Σ−1

c CMc, 〈ZnZ
>
n 〉c = qrMc + McC

>Σ−1
c 〈Yc

nZ
>
n 〉c,

and H
(v,c)
n = Y

(v,c)
n −C(v)Zn.

Row-wise parameter estimation: With the hybrid concatenations in (5.3.8)

and (5.3.9), we can combine the row-wise model (5.3.7) and estimate the parameter

θr similarly. Define x(v,r) = vec(X(v)), y(v,r) = vec(Y(v,r)), xr = [x(1,r)>,x(2,r)>]>,

yr = [y(1,r)>,y(2,r)>]>, and Yr = [Y(1,r),Y(2,r)]>. After obtaining the posterior

distribution p(yr|xr) like (5.3.13), θr can be solved by maximizing the expectation

of Lr(θr) =
∑N

n=1 ln p(Yr
n,Zn|θr) w.r.t. p(yr|xr) via the EM algorithm.
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Algorithm 4 Bilinear Probabilistic CCA

1: Input: Data set {X(1)
n ,X

(2)
n }Nn=1, regularization parameter γ, and initialized

C(v),R(v),Σ
(v)
c ,Σ

(v)
r , v ∈ {1, 2}.

2: Center the data and compute the regularized sample covariance.

3: repeat

4: Compute the expectation E[Yc
nY

c
n
>|xcn] via (5.3.15).

5: Update C and Σ
(v)
c via (5.3.16) and (5.3.17), respectively.

6: Compute the expectation E[Yr
nY

r
n
>|xrn] via (5.3.18).

7: Update R and Σ
(v)
r via (5.3.19) and (5.3.20), respectively.

8: until convergence.

9: Output: C(v),R(v),Σ
(v)
c ,Σ

(v)
r , v ∈ {1, 2}.

In the E step, we take the expectation of Lr(θr) w.r.t. p(Z,Yr|xr) = p(Z|Yr)p(yr|xr)

and compute the following expectation:

E[Yr
nY

r
n
>|xrn] = trqc(E[yrny

r
n
>|xrn]), (5.3.18)

where E[yrny
r
n
>|xrn] is a (dr1 +dr2)qc×(dr1 +dr2)qc block matrix with qc×qc submatrices

and can be computed from p(yr|xr). Let 〈·〉r denote the expectation E[E[·|Yr]|xr]

w.r.t. p(Z|Yr) and p(yr|xr) correspondingly. In the M step, we maximize Qr(θr) =∑N
n=1 ln〈p(Yr

n,Zn|θr)〉r w.r.t. θr, which leads to the following solutions:

R̃ =

[
N∑
n=1

〈Yr
nZn〉r

][
N∑
n=1

〈Zn
>Zn〉r

]−1

, (5.3.19)

Σ̃(v)
r =

1

Nqc

N∑
n=1

〈H(v,r)
n H(v,r)

n

>〉r. (5.3.20)

where 〈Yr
nZn〉r = E[Yr

nY
r
n
>|xrn]Σ−1

r RMr, 〈Z>nZn〉r = MrR
>Σ−1

r 〈Yr
nZ
>
n 〉r + qcMr,

and H
(v,r)
n = Y

(v,r)
n −R(v)Z>n .

The BPCCA algorithm: By alternatively updating θc and θr, we obtain the

BPCCA algorithm. While a theoretical convergence guarantee is not yet available,

we perform some empirical convergence studies and find that BPCCA is stable and

has relatively fast convergence. Algorithm 4 gives the pseudocode of BPCCA.
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Covariance regularization: For better generalization, it is common to regular-

ize the sample covariance in CCA, which is also known as regularized CCA [111, 59].

We incorporate such regularization into BPCCA as well. Notice that the sufficient

statistics
∑N

n=1 E[Yc
nY

c
n
>|xcn] and

∑N
n=1 E[Yr

nY
r
n
>|xrn] are determined by the sam-

ple covariance matrices Sc = 1
N

∑N
n=1 x

c
nx

c
n
> and Sr = 1

N

∑N
n=1 x

r
nx

r
n
>, respectively.

In practice, Sc and Sc could be ill-conditioned, leading to unstable results. To solve

this problem, we replace Sc and Sr with S̃c = Sc+γI and S̃r = Sr+γI, respectively,

where γ is a regularization parameter.

Initialization and prediction: We initialize the BPCCA parameters C(v),

R(v), Σ
(v)
c , Σ

(v)
r to identity matrices with proper sizes. After solving θc and θr, we

can project an observation X(v) into the common subspace as follows:

E[Z|X(v)] = M(v)
c C(v)>Σ(v)

c

−1
X(v)Σ(v)

r

−1
R(v)M(v)

r ,

where M
(v)
c = (C(v)>Σ

(v)
c

−1
C(v) + I)−1, and M

(v)
r = (R(v)>Σ

(v)
r

−1
R(v) + I)−1.

Time and space complexity: BPCCA has comparable time and space com-

plexity as that of EM-based PCCA [5], which is dominated by the computations in

(5.3.15) and (5.3.18). The straightforward implementation of BPCCA needs O(Nd4)

and O(d4) for computing and storing the covariance matrix, respectively, O(KNd4)

for matrix multiplication, and O(K(dq)3) for matrix inverse, where K is the number

of iterations, and we have assumed that dc1 = dc2 = dr1 = dr2 = d, and qc = qr = q for

simplicity. Such time complexity could be further reduced by using the properties

of matrix structures and Kronecker product.

Discussion on multi-view BPCCA: Although BPCCA is designed only for

dealing with two views, the proposed hybrid concatenation strategy can be readily

used to combine multi-view matrices for correlation learning. However, to develop

a practical multi-view extension of BPCCA, we need to capture both common and

view-specific components from multiple views. This could be achieved by extending

inter-battery factor analysis [11] to bilinear cases.
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Table 5.1: Detailed descriptions of BPCCA and the competing methods.

Method Full name Tensor Prob.

CCA Canonical correlation analysis [37] × ×

PCCA Probabilistic CCA [5] × X

MCCA1+2 Multilinear CCA [69] X ×

2DCCA Two-Dimensional CCA [58] X ×

2DPCCA Two-Dimensional Probabilistic CCA [1] X X

BMTF Bayesian Multi-View Tensor Factorization [48] X X

PROTA Bilinear Probabilistic CCA (Proposed) X X

5.4 Experiments

This section evaluates BPCCA on two real-world applications: facial image matching

and face photograph-sketch recognition.

Algorithms and their settings: BPCCA is compared against linear base-

lines : CCA, PCCA [5]; bilinear CCAs: MCCA1+2 [69], 2DCCA [58]; and bi-

linear PCCA: BMTF [48]. Originally BMTF [48] is a Bayesian nonparametric

method for tensor factorization rather than canonical correlation analysis, and is

solved by time consuming sampling techniques. For simplicity and fair comparison,

we implemented a non-Bayesian BMTF by estimating the parameters of (5.2.5) via a

generalized EM algorithm [81]. As found in preliminary studies, the original BMTF

is too slow to extract hundreds of features and achieves much worse performance

than its non-Bayesian version. We also implemented 2DPCCA, and found it nu-

merical unstable with poor results, which is likely due to its broken probabilistic

framework. Table 5.1 gives the detailed descriptions of PROTA and the competing

methods.

For a × b matrices, we extract the maximum number of features for CCA,

2DCCA, and MCCA1+2, i.e., ab, ab, and min(a, b) features, respectively. For

PCCA, BPCCA, and BMTF, we set the number of extracted features to ab − 1,

(a − 1)(b − 1), and ab − 1, respectively. The extracted features are then sorted by

the corresponding correlation coefficient ρ in descending order, where ρs computed
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by both training and test examples are tested. For CCA, 2DCCA, and MCCA1+2, a

heuristic scheme that further weights each extracted feature zi by the corresponding

ρi is also tested [114], which usually leads to better results for these non-probabilistic

CCAs. We test 2DCCA and MCCA1+2 with up to 10 iterations, after verifying that

more iterations do not result in statistically significant improvement in accuracy.

For probabilistic methods, we iterate PCCA and BPCCA until the log-likelihood

converges (a relative change is smaller than 10−5), or up to 500 iterations.

The nearest neighbor classifier is used for matching, where we test L1, L2, and cos

metrics to measure the distances. Covariance matrix regularization as in BPCCA

is also applicable to all the competing methods. We employ this strategy for all the

methods and show their best results, where the regularization parameter is selected

from γ ∈ {0, 10−5, 10−4, . . . , 105}. We highlight the best and comparable results in

bold font based on t-test with a p-value of 0.055 and underline the second best

ones.

Matching facial images of different poses: A subset of the PIE database

[101] is tested. Face images in three poses (C27, C29, C05) corresponding to yaw

angle of 0◦, 22.5◦, −22.5◦ and 18 illumination conditions (02∼06, 10∼22) are selected

to form 3672 faces from 68 subjects. Due to missed faces, illuminations 07∼09 are

excluded. Each image is cropped and normalized to 32× 32 graylevel pixels.

In this study, face images of each pose are considered as a view and treated as

the probe set, while images from another view serve as the gallery set. Our aim is to

match the probe and gallery images after projecting them into a common subspace,

where a correct match means that the probe and gallery are of both the same subject

and illumination condition. We show the matching performance on 3 paired poses

including 0◦ vs. 22.5◦, 0◦ vs. −22.5◦, and 22.5◦ vs. −22.5◦, where the training and

test sets are partitioned by 10-fold CV w.r.t. subjects. More results for 22.5◦ vs. 0◦,

−22.5◦ vs. 0◦, and −22.5◦ vs. 22.5◦ can be found in the supplementary material.

As seen in Table 5.2, PCCA obtains the second best performance, which in-

dicates the advantages of probabilistic CCAs. BPCCA consistently outperforms
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Table 5.2: Average rank-one matching accuracy on the PIE data set (Best;

Second best).

Pose 0◦ vs. 22.5◦ 0◦ vs. −22.5◦ 22.5◦ vs. −22.5◦

CCA 90.86 ± 4.04 91.28 ± 5.52 74.25 ± 6.02

2DCCA 82.22 ± 5.99 77.70 ± 9.52 59.52 ± 13.44

MCCA1+2 87.28 ± 6.37 88.04 ± 6.75 68.65 ± 8.12

PCCA 93.12 ± 3.75 90.93 ± 5.17 75.53 ± 8.81

BMTF 90.11 ± 3.41 90.70 ± 4.28 70.54 ± 5.06

BPCCA 94.50 ± 3.97 94.74 ± 3.48 80.58 ± 5.03

Pose 22.5◦ vs. 0◦ −22.5◦ vs. 0◦ −22.5◦ vs. 22.5◦

CCA 91.55 ± 3.55 90.38 ± 5.36 72.09 ± 8.39

2DCCA 90.85 ± 5.70 85.36 ± 5.71 54.92 ± 7.83

MCCA1+2 88.51 ± 7.23 88.81 ± 6.07 70.16 ± 10.79

PCCA 92.98 ± 4.06 90.82 ± 5.24 74.13 ± 7.14

BMTF 90.11 ± 4.09 88.57 ± 5.02 68.45 ± 10.87

BPCCA 94.38 ± 3.81 92.92 ± 3.73 79.67 ± 8.26

other methods and achieves statistically significant improvements in most cases.

This shows the advantages of hybrid concatenations in gaining more model flexibil-

ity and preserving matrix structures. On the other hand, BMTF is inferior to even

baselines CCA and PCCA, which can be attributed to its limited model flexibility.

Facial photograph-sketch recognition: In this experiment, the CUHK face-

sketch database (CUFS) [104] is tested. It consists of the Chinese University of Hong

Kong (CUHK) student database [104], the AR databases [80], and the XM2VTS

database [82], including 188, 123, and 295 subjects, respectively. Each subject has a

photograph in a frontal pose, normal illumination condition, and neutral expression

with a sketch drawn by an artist. Thus these face images naturally come from

two views, i.e. the photograph and sketch, and we can construct the probe and

gallery sets, respectively. We study both the photograph vs. sketch and sketch

vs. photograph settings, while the results of the second setting are left in the

supplementary material to save space. Since XM2VTS is no longer free for access,

it is excluded from our experiments. The CUHK and AR data sets are randomly

split so that T = 25, 50, 75 faces are selected for training and the rest for test, and

the average results over ten such random splits are reported. Each image is resized
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Table 5.3: Averaged rank-one matching accuracy on the CUFS data set.

Matching Type Photo vs. Sketch Sketch vs. Photo

T 25 50 75 25 50 75
C
U
H
K

CCA 38.59 ± 4.89 63.91 ± 4.92 82.65 ± 4.05 40.31 ± 2.13 64.06 ± 4.40 81.50 ± 2.78

2DCCA 74.17 ± 19.26 83.70 ± 12.39 90.88 ± 6.29 74.05 ± 16.73 85.07 ± 17.87 92.65 ± 4.17

MCCA1+2 53.44 ± 8.32 72.10 ± 3.57 82.39 ± 5.13 53.50 ± 5.28 70.80 ± 7.26 81.42 ± 6.00

PCCA 58.65 ± 3.83 80.29 ± 3.58 90.71 ± 3.37 57.42 ± 3.45 80.65 ± 3.17 90.27 ± 2.80

BMTF 96.20 ± 1.15 97.75 ± 0.72 98.41 ± 0.81 95.95 ± 1.16 97.90 ± 0.63 98.50 ± 0.84

BPCCA 98.71 ± 0.45 99.20 ± 0.41 99.03 ± 0.65 98.47 ± 0.43 99.13 ± 0.46 99.03 ± 0.50

A
R

CCA 15.20 ± 4.67 28.77 ± 7.91 48.96 ± 5.31 17.35 ± 3.33 29.04 ± 5.16 48.54 ± 5.38

2DCCA 21.33 ± 5.45 33.15 ± 3.28 45.63 ± 7.25 16.43 ± 5.06 22.19 ± 3.86 32.08 ± 10.68

MCCA1+2 25.00 ± 4.36 39.45 ± 4.02 56.67 ± 5.45 22.14 ± 5.27 35.89 ± 3.34 51.67 ± 4.59

PCCA 23.37 ± 4.45 41.51 ± 6.23 63.13 ± 4.51 21.22 ± 4.73 35.89 ± 6.95 54.58 ± 5.54

BMTF 28.88 ± 3.54 42.33 ± 7.00 56.88 ± 5.38 28.67 ± 4.50 38.08 ± 4.82 55.21 ± 7.62

BPCCA 40.71 ± 3.45 51.51 ± 7.02 70.21 ± 3.26 40.31 ± 4.77 51.64 ± 4.70 68.54 ± 5.68

m=0
Cropping Margin
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(b) AR

Figure 5.2: Cropping examples from CUHK and AR data sets.

to 40× 32 graylevel pixels.

Table 5.3 shows that BPCCA achieves the best performance with statistical sig-

nificance in all the cases. Other bilinear methods such as 2DCCA and BMTF also

obtain good results, especially on the CUHK data set. This indicates that exploit-

ing the matrix structures benefits common feature extraction from heterogeneous

images. In addition, bilinear PCCAs outperform their linear counterparts more sig-

nificantly when T is small, which implies that they are more robust against the small

sample size problem.

Robustness on photograph-sketch matching: To evaluate the robustness of

BPCCA in extracting common features, we use the same data sets and settings for

facial photograph-sketch recognition, while images from the first view are cropped by

removing m = 2, 4, 6, 8 pixels from each of the four sides (see Figure 5.2), resulting
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Table 5.4: Averaged rank-one matching accuracy on the cropped CUFS data set

with T = 50.

Matching Type Cropped Photo vs. Original Sketch

m 2 4 6 8

C
U

H
K

CCA 71.38 ± 3.42 72.83 ± 2.67 58.26 ± 3.99 33.33 ± 5.04

2DCCA 61.74 ± 12.21 39.86 ± 14.22 13.91 ± 5.19 8.12 ± 3.07

MCCA1+2 75.29 ± 2.89 71.38 ± 3.30 57.75 ± 4.81 32.25 ± 4.96

PCCA 80.65 ± 2.60 78.19 ± 2.76 68.70 ± 2.83 38.55 ± 4.64

BMTF 69.49 ± 4.31 66.23 ± 7.09 44.35 ± 3.92 25.94 ± 6.31

BPCCA 99.20 ± 0.41 99.35 ± 0.41 99.13 ± 0.57 91.52 ± 5.75

A
R

CCA 30.96 ± 4.93 29.45 ± 4.93 24.79 ± 5.97 16.16 ± 3.64

2DCCA 31.64 ± 5.22 23.97 ± 4.80 16.03 ± 6.20 6.71 ± 3.19

MCCA1+2 40.68 ± 5.09 38.63 ± 5.24 29.32 ± 8.17 18.22 ± 4.57

PCCA 41.10 ± 6.36 40.96 ± 5.97 32.74 ± 7.49 22.74 ± 5.09

BMTF 22.05 ± 5.34 20.82 ± 4.69 17.12 ± 3.18 9.73 ± 3.79

BPCCA 49.04 ± 3.92 45.89 ± 5.22 40.68 ± 8.47 25.48 ± 7.59

Matching Type Cropped Sketch vs. Original Photo

Training Setting m = 2 m = 4 m = 6 m = 8

C
U

H
K

CCA 72.61 ± 4.39 71.16 ± 3.77 59.06 ± 3.73 30.58 ± 3.15

2DCCA 58.48 ± 16.34 38.77 ± 10.81 17.97 ± 2.87 7.61 ± 3.42

MCCA1+2 73.48 ± 5.45 69.20 ± 4.21 49.71 ± 2.96 29.42 ± 3.67

PCCA 80.43 ± 2.84 78.04 ± 3.90 66.09 ± 3.33 38.70 ± 4.17

BMTF 77.39 ± 4.71 70.29 ± 6.81 55.36 ± 6.32 31.88 ± 5.17

BPCCA 98.99 ± 0.37 99.20 ± 0.53 98.62 ± 1.10 93.62 ± 8.40

A
R

CCA 27.53 ± 3.73 27.12 ± 4.65 21.51 ± 7.13 13.97 ± 4.46

2DCCA 20.68 ± 3.84 16.58 ± 3.50 11.51 ± 4.88 4.66 ± 1.73

MCCA1+2 33.42 ± 6.10 30.55 ± 3.60 22.88 ± 4.83 14.93 ± 2.77

PCCA 32.74 ± 5.22 32.33 ± 4.44 25.21 ± 5.67 17.81 ± 2.81

BMTF 16.30 ± 5.34 15.34 ± 3.47 12.33 ± 2.89 8.63 ± 1.45

BPCCA 48.36 ± 3.71 42.88 ± 6.56 27.40 ± 5.17 16.16 ± 4.82

in cropped images of size (40− 2m)× (32− 2m). Images from the second view still

have the original size of 40 × 32. Thus, we are matching images of different sizes.

As m increases, photograph-sketch pairs gradually loss some important common

information such as the face and head outlines, which makes photograph-sketch

recognition more challenging. Since BMTF can only deal with two-view matrices

with the same row dimensions, images of the second view for BMTF are preprocessed

by multilinear PCA [70] to make the row dimensions of both views equal.
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Table 5.4 shows the matching performance on the CUFS data set with T =

50. For the CUHK student data set, it is clear that BPCCA still performs very

well even when m is large, while the performance of other methods is drastically

degraded by the photograph-sketch mismatch. Specifically, when m varies from 2

to 8, BPCCA degrades only by 1.9% in average. In contrast, BMTF (the 2nd best

when m = 0) degrades by 46.25% in average. This probably because the model

assumptions of BMTF do not hold for images of different sizes, and some critical

common information may be lost after dimensionality reduction. For the AR data

set, while all the methods obtain relatively poor matching accuracy when m = 8 due

to severe face-sketch mismatch under large cropping, BPCCA consistently achieves

the best performance, and outperforms PCCA (the 2nd best) by 5.89% in average.

On the whole, BPCCA achieves good performance, and is more robust against

cropping and photograph-sketch mismatch.

Convergence study: Finally, we empirically study the convergence property of

BPCCA and find that BPCCA is stable and often converges within a relatively small

number of iterations. We show the log-likelihood of p(X(1),X(2)) over iterations for

BPCCA (with the regularization parameter γ = 0) on the PIE (22.5◦ vs. −22.5◦),

CUHK (photograph vs. sketch), and AR (photograph vs. sketch) data sets in Figure

5.3. From the figure, BPCCA does improve the log-likelihood on the whole, although

slight drop happens during iterations for the CUHK and AR data sets. The possible

cause is that BPCCA does not have the monotonicity property of EM, since it max-

imizes the expectations of Lc(θc) and Lr(θr) alternatively instead of the complete-

data log-likelihood L(θc,θr) = Lc(θc) +
∑N

n=1 p(x
c
n|ycn) = Lr(θr) +

∑N
n=1 p(x

r
n|yrn).

Further investigations are needed for a deeper understanding. Nevertheless, em-

pirically BPCCA is stable and often converges within a relatively small number of

iterations.
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Figure 5.3: Log-likelihood of BPCCA over iterations on the PIE, CUHK, and AR

data sets.

5.5 Summary

This chapter proposed BPCCA, a new bilinear extension of Probabilistic CCA for

learning correlations between two-view matrices. Compared with existing bilinear

PCCAs, BPCCA is more flexible in capturing two-view correlations and fully enjoys

the benefits of the probabilistic framework. By introducing a hybrid joint model with

both vector-based and matrix-based concatenations, BPCCA not only preserves

the matrix structures with improved model flexibility but also enables parameter

estimation with closed-form solutions. Experiments on two real-world applications

demonstrated the superior performance of BPCCA in matching facial images from

different poses and face photos-sketch recognition.
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Chapter 6

Bayesian Low-Tubal-Rank Tensor

Factorization

This chapter proposes the BTRTF method, a novel probabilistic tensor RPCA,

for recovering tensors corrupted with gross outliers. It is based on the recently

proposed t-SVD (low-tubal-rank) model, which is more effective in preserving low-

rank structures than conventional tensor factorization models. Moreover, a novel

sparsity-inducing prior is proposed to automatically determine two new tensor rank

definitions: tubal rank and multi-rank. An efficient model estimation scheme is also

developed via variational inference. To the best of the author’s knowledge, this is

the first attempt that considers the t-SVD model under the probabilistic framework

and provides a principled way to determining both the tubal rank and multi-rank.

6.1 Introduction

Real-world data such as images, videos, and social networks are often high-dimensional,

while considered to be approximately low-rank or lie near a low-dimensional man-

ifold. Finding and exploiting low-rank structures from high-dimensional data is a

fundamental problem in many machine learning and computer vision applications,

e.g., collaborative filtering [55], data mining [83], multi-task learning [89], face recog-

nition [112], and image recovery [17, 65]. Principal Component Analysis (PCA) [44]
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is a conventional method to seek the best (in the least-squares sense) low-rank rep-

resentation of given data. It is effective in dealing with the data that is mildly

corrupted with small noise, and can be stably computed via singular value decom-

position (SVD).

However, PCA is very sensitive to outliers, and fails to perform well on data

with gross corruptions. Unfortunately, the presence of outliers is ubiquitous in real-

world applications such as data mining, image processing, and video surveillance.

For instance, moving objects in a video taken by a stationary camera can be viewed

as sparse outliers in the static background. To overcome the sensitivity of PCA

to outliers, many robust variants of PCA have been proposed [116, 12, 22, 4, 113].

Among them, Robust PCA (RPCA) [12] is arguably the most popular method that

enjoys both computational efficiency and theoretical performance guarantees.

RPCA assumes that the observed matrix Y can be represented as Y = X0 + S0,

where X0 is a low-rank matrix and S0 is a sparse matrix with only a small fraction of

elements being nonzero and arbitrary in magnitude. It has been proved that under

some broad conditions X0 and S0 can be exactly recovered from Y by solving the

following convex problem:

min
X,S
‖X‖∗ + ξ‖S‖1 s.t. Y = X + S, (6.1.1)

where ‖ · ‖∗ and ‖ · ‖1 denote the nuclear norm and `1 norm, respectively, and ξ > 0

is the parameter balancing the low-rank and sparse terms. RPCA and its extensions

have many important applications, such as video denoising [42], subspace clustering

[64], and object detection [141, 38], to name a few.

One main limitation of RPCA is that it can only deal with matrix data, while

many real-world data are naturally organized as tensors (multidimensional arrays)

[54, 73]. For example, a color image is a third-order tensor of height × width ×

channel, and a gray-level video can be represented as height×width× time. When

applying RPCA to tensorial data, one has to first reshape the input tensor into a ma-

trix, which often leads to loss of structural information and degraded performance.

To address this problem, tensor RPCA (TRPCA) and robust tensor factorization
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(RTF) methods have been proposed, which directly handle tensors for exploiting

their multidimensional structures.

Specifically, given a tensor Y ∈ RI1×...×IN , TRPCA and RTF methods assume

Y = X0+S0 and seek to recover X0 from Y , where X0 is a tensor with certain low-rank

structure and S0 is sparse. Based on different low-rank models and the corresponding

tensor rank definitions, there exist three popular frameworks for solving the TRPCA

and RTF problems, which are based on the Tucker [109], CANDECOMP/PARAFAC

(CP) [35, 14], and low-tubal-rank models [51, 50], respectively.

The Tucker model assumes that the low-rank term X0 can be well approximated

as

Xtc = Z ×1 U(1) ×2 U(2) ×3 · · · ×N U(N), (6.1.2)

where ×n denotes the mode-n tensor product, U(n) ∈ RIn×Rn (n = 1, . . . , N) is

the mode-n factor matrix, Z is the core tensor capturing the correlations among

{U(n)}Nn=1. The Tucker (multilinear) rank [54] of Y is defined as Ranktc(Y) ≡

(R1, . . . , RN) with Rn = Rank(Y(n)), where Y(n) ∈ RIn×
∏

m 6=n Im is the mode-n

unfolding matrix of Y .

Most Tucker-based TRPCA methods [84, 29, 39] are convex methods. They seek

a low-Tucker-rank component by minimizing the Sum of Nuclear Norms (SNN) [65]

of Y , which is a convex surrogate of the Tucker rank. Some robust Tucker factoriza-

tion methods [131, 6, 7] have also been proposed to perform TRPCA by explicitly

fitting the Tucker model with a predetermined Tucker rank. By alternately solving a

(nonconvex) least-squares problem, such RTF methods are generally more efficient

and empirically perform better than convex TRPCA approaches, provided that the

predetermined Tucker rank matches the input tensor. However, Tucker-based TR-

PCAs and RTFs require unfolding the input tensor for parameter estimation, and

thus fail to fully exploit the correlations among different tensor dimension [79, 84].

The CP model decomposes X0 into the sum of rank-one tensors as follows:

Xcp =
R∑
r=1

u(1)
r ◦ u(2)

r ◦ · · · ◦ u(N)
r , (6.1.3)
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where ◦ denotes the outer product, and u
(n)
r ∈ RIn (n = 1, . . . , N ; r = 1, . . . , R) is

the rth mode-n factor. The CP rank of Y is given by Rankcp(Y) ≡ R, defined as the

smallest number of the rank-one tensor decomposition [54]. Since the CP rank is

difficult to be determined (known as an NP-hard problem) and its convex relaxation

is intractable [56, 36], existing CP-based TRPCA and RTF methods resort to the

probabilistic framework to estimate the low-rank component and the CP rank.

Bayesian Robust Tensor Factorization (BRTF) [138] estimates the CP model in

a fully Bayesian manner to recover tensors with both missing values and outliers.

By introducing proper priors, it obtains robustness against overfitting and enables

automatic CP rank determination. To handle complex noise and outliers, General-

ized Weighted Low-Rank Tensor Factorization (GWLRTF) [19] represents the sparse

component S as a mixture of Gaussian, and unifies the Tucker and CP factorization

in a joint framework. A key advantage of these probabilistic RTF methods over their

non-probabilistic counterparts is that the tradeoff between the low-rank and sparse

components can be naturally optimized without manually tuning. However, the CP

model is usually considered as a special case of the Tucker model [54], and may not

have enough flexibility in representing tensors with complex low-rank structures.

Recently, Kilmer et al. [51] defined a multiplication operation between tensors,

called tensor-tensor product (t-product), and proposed tensor-SVD (t-SVD) associ-

ated with two new tensor rank definitions, i.e., tubal rank and multi-rank [50]. This

motivates the low-tubal-rank model for representing tensors of low tubal rank, which

has been successfully applied to the tensor completion problem with the state-of-

the-art performance achieved [91, 134, 135, 140]. Compared with the conventional

Tucker and CP models, the low-tubal-rank model has more expressive modeling

power, especially for characterizing tensors that have a fixed orientation or certain

“spatial-shifting” properties, such as color images, videos, and multi-channel audio

sequences [51, 43].

Based on the low-tubal-rank model, Lu et al. [67, 68] proposed to use the tensor

nuclear norm (TNN) [91] as a convex relaxation of the tubal rank, and perform TR-
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PCA by solving a convex problem similar to RPCA (6.1.1). They further analyzed

the theoretical guarantee for the exact recovery. Outlier-Robust Tensor PCA (OR-

TRPCA) combines TNN with the `2,1 norm to handle sample-specific corruptions,

which achieves promising results on outliers detection and classification. However,

similar to RPCA, these methods also involve a tuning parameter as in (6.1.1) for

adjusting the contributions of the low-rank and sparse components. For good per-

formance, this balancing parameter has to be carefully determined. If the low-rank

component contributes too much to the objective function, the outliers will not be

completely removed. On the other hand, if the sparse component is dominant, the

recovered tensor will lose many details and cannot fully preserve the low-rank struc-

tures. Although some suggested values of the balancing parameter are available

to obtain reasonably good results, manually fine tuning is still needed for the best

performance, which could be difficult and time consuming in practice.

Besides TNN, low-tubal-rank structures can also be introduced by explicitly

factorizing a given tensor as the t-product of two smaller tensors [66, 140]. Such low-

tubal-rank tensor factorization methods are more efficient and expected to obtain

better recovery performance than TNN-based methods. However, in addition to the

balancing parameter, they also need to known the target tubal rank in advance. Both

over- and under-estimation for the tubal rank will lead to degraded performance.

Although a heuristic rank-decreasing strategy has been proposed in [140], the study

on how to discover the underlying tubal rank and multi-rank of a given tensor is

still very desired.

Can we make use of the low-tubal-rank model for RTF without suffering from the

difficulties in determining the tubal rank and the balancing parameter? In this paper,

we solve this problem by introducing low-tubal-rank structures into the Bayesian

framework, and propose a fully Bayesian treatment of RTF for third-order tensors,

named as Bayesian low-Tubal-rank Robust Tensor Factorization (BTRTF). To the

best of our knowledge, this is the first probabilistic/Bayesian method for low-tubal-

rank tensor factorization.
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BTRTF equips the low-tubal-rank model with automatic rank determination,

and enables implicit tradeoff between the low-rank and sparse components via max-

imizing the (approximated) posterior probability. In addition, it is well known that

the Bayesian framework offers unique advantages in capturing data uncertainty, re-

ducing risk of overfitting, handling missing values, and introducing prior knowledge.

These benefits also motivate the development of our BTRTF method. In summary,

our contribution is three-fold:

1. We propose a generative model for recovering low-tubal-rank tensors from

observations corrupted by both sparse outliers of arbitrary magnitude and

dense noise of small magnitude, where the observed tensor is factorized into

the t-product of two smaller factor tensors.

2. We consider automatic rank determination for not only the tubal rank but

also the multi-rank, which is a more general and challenging problem. To

this end, we propose a novel sparsity-inducing prior. By incorporating this

prior into the Bayesian framework, unnecessary low-rank components can be

adaptively removed in the frequency domain, leading to automatic multi-rank

determination.

3. Since exact inference of the proposed generative model is analytically in-

tractable, we develop an efficient model estimation scheme via variational ap-

proximation. By updating the model parameters in the frequency domain in-

stead of the original one, the computational cost of each iteration is greatly re-

duced fromO(R3I3
3 +RI1I2I

2
3 ) toO(R3I3+RI1I2I3), when handling a I1×I2×I3

tensor with its tubal rank being R.
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6.2 Bayesian Low-Tubal-Rank Robust Tensor Fac-

torization

This section presents our BTRTF method in three steps. We first provide the

detailed Bayesian model specification for BTRTF, and employ the Automatic Rel-

evance Determination (ARD) prior [85] for tubal rank determination. Then we

develop a variational inference method for model estimation, and further improve

its efficiency by using the properties of the t-product and reformulating the varia-

tional updates in the frequency domain. Finally, a novel sparsity-inducing prior is

proposed and incorporated into the BTRTF model to automatically determine both

the tubal rank and multi-rank.

6.2.1 Model Specification

We assume that the observed tensor Y ∈ RI1×I2×I3 can be decomposed into three

parts: the low-rank component X , the sparse component S, and the noise term E ,

i.e.,

Y = X + S + E , (6.2.4)

where each element of E is assumed to be i.i.d Gaussian, leading to E ∼
∏

ijkN (Eijk|0, τ−1)

with the noise precision τ . Given Y , our goal is to recover X and S. Different from

most existing works pursuit X of low Tucker or CP rank, we preserve the low-tubal-

rank structure of X by factorizing it as a t-product of two smaller factor tensors:

X = U ∗ V†, (6.2.5)

where U ∈ RI1×R×I3 , V ∈ RI1×R×I3 , and R ≤ min(I1, I2) controls the tubal-rank.

According to Lemma 2.2.3, any tensor with a tubal rank up to R can be factorized

as (6.2.5) for some U and V meeting Rankt(U) = Rankt(V) = R [66, 140]. This

means that the low-tubal-rank model (6.2.5) is flexible enough to provide good

approximation for tensors of low tubal rank.

Conditional distribution: Based on the above low-tubal-rank factorization,

we can obtain the conditional distribution of the observed tensor Y given the model

101



parameters, which is factorized over each tube of Y as follows:

p(Y|U ,V ,S, τ) =
∏
ij

N (yij|
−→
U i· ∗

−→
V †j· + sij, τ

−1II3). (6.2.6)

Sparse component: We model the sparse component S by placing independent

Gaussian priors over each element of S, that is

p(S|β) =
∏
ijk

N (Sijk|0, β−1
ijk), (6.2.7)

where β = {βijk} and βijk is the precision of the Gaussian distribution for the

(i, j, k)-th element Sijk. We further place independent Gamma priors for each βijk

and obtain

p(β) =
∏
ijk

Ga(βijk|aβ0 , b
β
0 ), (6.2.8)

where aβ0 and bβ0 are the hyper-parameters, and Ga(x|a, b) = baxa−1e−bx

Γ(a)
with Γ(a)

being the Gamma function. Note that as βijk becomes large, the corresponding Sijk

tends to be zero. By encouraging most precision variables to take large values, we

can obtain a sparse S for characterizing outliers.

ARD prior: For now, we only consider tubal rank determination, while the

results below will be generalized for multi-rank determination in Section 6.2.4 by

incorporating a novel sparsity-inducing prior. Since the tubal rank of X is bounded

by R, our aim is to introduce lateral-slide sparsity into U and V , so that the minimum

R can be found by removing unnecessary lateral slides from U and V . To this end,

we place the ARD prior [85] over the factor tensors as follows:

p(U|λ) =
R∏
r=1

N (−→u ·r|0, λ−1
r II1I3) =

I1∏
i=1

N (−→u i·|0, circ(Λ)−1), (6.2.9)

p(V|λ) =
R∏
r=1

N (−→v ·r|0, λ−1
r II2I3) =

I2∏
j=1

N (−→v j·|0, circ(Λ)−1), (6.2.10)

p(λ) =
R∏
r=1

Ga(λr|aλ0 , bλ0), (6.2.11)

where −→u ·r ∈ RRI3 = unfold(
−→
U ·r), −→u i· ∈ RI1I3 = unfold(

−→
U †i·),

−→v ·r ∈ RRI3 =

unfold(
−→
V ·r), −→v j· ∈ RI2I3 = unfold(

−→
V †j·), λ = [λ1, . . . , λR], and λr is the hyper-

parameter that controls the rth (unfolded) lateral slides −→u ·r and −→v ·r. Λ is the
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R×R× I3 tensor whose first frontal slide being the diagonal matrix Λ(1) = diag(λ)

and other slides being all zeros. circ(Λ) is just a diagonal matrix formed by the

repeated block Λ(1). aλ0 and bλ0 are the hyper-parameters of λ. With the above

priors, some elements of λ tend to have large values, which in turn pushes the

corresponding
−→
U ·r and

−→
V ·r towards zero. This yields the minimum number of

lateral slides required for the low-tubal-rank factorization of Y , and thus determines

the tubal rank.

Noise precision: To complete our fully Bayesian treatment, a conjugate Gamma

prior is placed over the noise precision τ , leading to

p(τ) = Ga(τ |aτ0, bτ0), (6.2.12)

where aτ0 and bτ0 are commonly set to small values for introducing broad and nonin-

formative priors.

Joint distribution: Based on the above model specification, we can obtain the

joint distribution via p(Y ,Θ) = p(Y|U ,V ,S, τ)p(U|λ)p(V|λ)p(S|β)p(λ)p(β)p(τ),

where Θ = {U ,V ,λ,S,β, τ} is the collection of all the latent variables in the BRTRF

model. Fig. 6.1 shows the graphical model for BTRTF, and the logarithm of p(D,Θ)

is given by

ln p(Y ,Θ) =− 1

2

∑
ij

[
τ ||yij −

−→
U i· ∗

−→
V †j· − sij||2 − I3 ln τ

]
− 1

2

[
I1∑
i=1

tr(−→u >i· circ(Λ)−→u i·)− ln |circ(Λ)|

]

− 1

2

[
I2∑
j=1

tr(−→v >j·circ(Λ)−→v j·)− ln |circ(Λ)|

]

+
∑
r,k

[
(aλ0 − 1) lnλ(k)

r − bλ0λ(k)
r

]
− 1

2

∑
ijk

(βijkS
2
ijk − ln βijk)

+ (aτ0 − 1) ln τ − bτ0τ + const.

(6.2.13)

6.2.2 Variational Inference

Armed with the above results, the BTRTF model can be learned by estimating the

posterior distribution p(Θ|Y) = p(Y,Θ)∫
p(Y,Θ)dΘ

. Since p(Θ|Y) is generally intractable,
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Figure 6.1: Graphical illustration of the BTRTF model.

we apply variational inference methods [8, 115] for the model estimation. Specifi-

cally, we seek a variational distribution q(Θ) to approximate the true posterior by

minimizing the KL divergence KL(q(Θ)||p(Θ|Y)) = ln p(Y)− L(q), or equivalently

maximizing the variational lower bound L(q) =
∫
q(Θ) ln{p(Y,Θ)

q(Θ)
}dΘ.

For tractable inference, we use the mean field approximation, and assume that

q(Θ) can be factorized as:

q(Θ) = q(U)q(V)q(S)q(λ)q(β)q(τ). (6.2.14)

Then, the optimal distribution of the jth variable set in terms of maxqj(Θj) L(q)

takes the following form:

ln qj(Θj) ∝ 〈ln p(Y ,Θ)〉Θ\Θj
, (6.2.15)

where 〈·〉Θ\Θj
denotes the expectation w.r.t. the variational distributions of all

the latent variables in Θ except Θj. By applying the explicit form (6.2.15) to the

joint distribution (6.2.13), we can obtain closed-form solutions for the variational

posterior of each variable set Θj.

Inference for U and V: With Θj = U , the posterior q(U) can be obtained as

q(U) =

I1∏
i=1

N (−→u i·)|〈−→u i·〉,Σu), (6.2.16)

whose parameters are given by

〈−→u i·〉 =〈τ〉Σucirc(〈V〉)>(−→y i· − 〈−→s i·〉), (6.2.17)

Σu =
(
〈τ〉〈circ(V)>circ(V)〉+ circ(〈Λ〉)

)−1
. (6.2.18)

104



Similarly, the posterior distribution of V is given by

q(V) =

I2∏
j=1

N (−→v j·)|〈−→v j·〉,Σv) (6.2.19)

with the mean and covariance

〈−→v j·〉 =〈τ〉Σvcirc(〈U〉)>(−→y ·j − 〈−→s ·j〉), (6.2.20)

Σv =
(
〈τ〉〈circ(U)>circ(U)〉+ circ(〈Λ〉)

)−1
. (6.2.21)

The expectations 〈circ(U)>circ(U)〉 and 〈circ(V)>circ(V)〉 can be computed as fol-

lows:

〈circ(U)>circ(U)〉 = I3Σ
u + circ(〈U〉)>circ(〈U〉), (6.2.22)

〈circ(V)>circ(V)〉 = I3Σ
v + circ(〈V〉)>circ(〈V〉). (6.2.23)

Inference for λ: Similar to the above derivations, the variational posterior of

λ is given by

q(λ) =
R∏
r=1

Ga(λr|aλr , bλr ), (6.2.24)

where the posterior parameters are

aλr = aλ0 +
(I1 + I2)I3

2
, bλr = bλ0 +

1

2
〈‖−→u ·r‖2 + ‖−→v ·r‖2〉. (6.2.25)

The involved expectation can be computed as follows:

〈‖−→u ·r‖2〉 =
∑
ik

(Σu + 〈−→u i·〉〈−→u i·〉>)(k−1)R+r, (6.2.26)

〈‖−→v ·r‖2〉 =
∑
jk

(Σv + 〈−→v j·〉〈−→v j·〉>)(k−1)R+r, (6.2.27)

where (·)(k−1)R+r denotes the ((k − 1)R + r)-th diagonal element of an RI3 × RI3

matrix.

From (6.2.24) and (6.2.25), the expectation of λr is given by 〈λr〉 = aλr/b
λ
r , which

is controlled by the squared `2 norms of −→u ·r and −→v ·r. Smaller 〈‖−→u ·r‖2〉 and 〈‖−→v ·r‖2〉

will lead to a larger 〈λr〉, which in turn constrains more strongly the corresponding

lateral slides towards zero due to (6.2.26) and (6.2.27).
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Inference for S: By applying (6.2.15) with Θj = S, the posterior distribution

of S can be obtained as follows:

q(S) =
∏
ijk

N (Sijk|〈Sijk〉, σ2
ijk) (6.2.28)

with the parameters

〈Sijk〉 =〈τ〉(〈βijk〉+ 〈τ〉)zijk, (6.2.29)

σ2
ijk =(〈βijk〉+ 〈τ〉)−1, (6.2.30)

where zijk denotes the kth element of yij − 〈
−→
U i·〉 ∗ 〈

−→
V †j·〉.

From (6.2.29) and (6.2.30), 〈Sijk〉 captures the model residuals from zijk, and

its magnitude is determined by the hyper-parameter 〈βijk〉 and the noise precision

〈τ〉. The conceptual meaning of q(U), q(V), and q(S) is that U ∗ V† explains global

information of the observed tensor Y with the minimum tubal rank, while S explains

local information (non-Gaussian outliers) that cannot be well represented by the

low-tubal-rank model.

Inference for β: The posterior distribution of β is given by

q(βijk) = Ga(βijk|aβijk, b
β
ijk), (6.2.31)

whose parameters can be updated as follows:

aβijk = aβ0 +
1

2
, bβijk = bβ0 +

1

2
〈β2

ijk〉. (6.2.32)

Inference for τ : Finally, the noise precision has the following posterior distri-

bution:

q(τ) = Ga(τ |aτ , bτ ), (6.2.33)

whose parameters can be updated as follows:

aτ = a0
τ +

I

2
, bτ = bτ0 +

1

2

∑
ij

〈||yij −
−→
U i· ∗

−→
V †j· − sij||2〉. (6.2.34)

The expectation of the model error is given by:

〈||yij −
−→
U i· ∗

−→
V †j· − sij||2〉 = ||yij − 〈

−→
U i·〉 ∗ 〈

−→
V j·〉† − 〈sij〉||2 +

∑
ijk

σ2
ijk

+ I1I3〈−→v j·〉>Σu〈−→v j·〉+ I2I3〈−→u i·〉>Σv〈−→u i·〉+ I1I2I3tr(ΣuΣv). (6.2.35)
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6.2.3 Efficient Updates in Frequency Domain

Although the above variational inference involves only closed-form updates, it is still

relatively time consuming. Specifically, the updates for q(U) and q(V) dominate the

whole variational inference. They require inversing and multiplying the RI3×RI3 co-

variance matrices Σu and Σv, leading to O(R3I3
3 +RI1I2I

2
3 ) time complexity. This is

impractical when dealing with real-world data with large I3. Fortunately, such time

complexity can be greatly reduced by using DFT and reformulating the variational

updates in the frequency domain. In what follows, we provide efficient variational up-

dates for BTRTF, which not only reduce the time complexity to O(R3I3 +RI1I2I3),

but also lay the foundation for automatic multi-rank determination.

From (6.2.17), we can group all the lateral slides of U together and obtain

unfold(〈U〉†) = 〈(−→u 1·, . . . ,
−→u I1·)〉 = 〈τ〉Σucirc(〈V〉)>unfold(Y† − 〈S〉†).

It is worth noting that although Σu and circ(〈V〉) have a large size of RI3×RI3, both

of them are block circulant matrices and can be block diagonalized by DFT. As a

result, their multiplication and inverse can be efficiently computed in the frequency

domain.

Let F̂ = FI3 ⊗ II1 and 〈Ū †〉 = fft(〈U †〉, [], 3) be the block-wise DFT matrix and

the DFT of 〈U †〉, respectively. Then, it is easy to verify that

unfold(〈Ū〉†) = F̂ · unfold(〈U〉†) = 〈τ〉F̂ΣuF̂−1F̂ · circ(〈V〉)>F̂−1F̂ · unfold(Y† − 〈S〉†).

This indicates that 〈Ū〉 can be computed in a block-wise manner by using (2.1.3),

and similar results hold for 〈V̄〉 as well. Therefore, we can infer q(U) and q(V) by

equivalently updating the DFTs of their parameters instead of the original ones.

Specifically, the kth frontal slide of 〈Ū〉 and 〈V̄〉 can be updated as follows:

〈Ū(k)〉 = 〈τ〉(Ȳ(k) − 〈S̄(k)〉)〈V̄(k)〉Σ̄u(k), (6.2.36)

Σ̄u(k) = (〈τ〉〈V̄(k)†V̄(k)〉+ diag(〈λ〉))−1, (6.2.37)

〈V̄(k)〉 = 〈τ〉(Ȳ(k) − 〈S̄(k)〉)†〈Ū(k)〉Σ̄v(k), (6.2.38)

Σ̄v(k) = (〈τ〉〈Ū(k)†Ū(k)〉+ diag(〈λ〉))−1, (6.2.39)

107



where 〈Ū(k)〉 ∈ CI1×R, 〈V̄(k)〉 ∈ CI2×R, and 〈S̄(k)〉 ∈ CI1×I2 denote the kth frontal

slides of 〈Ū〉, 〈V̄〉, and 〈S̄〉, respectively. The expectations in Σ̄u(k) and Σ̄v(k) can be

computed by:

〈Ū(k)†Ū(k)〉 = I1I3Σ̄
v(k) + 〈Ū(k)〉†〈Ū(k)〉, (6.2.40)

〈V̄(k)†V̄(k)〉 = I2I3Σ̄
u(k) + 〈V̄(k)〉†〈V̄(k)〉. (6.2.41)

With the above results, we avoid directly manipulating the RI3×RI3 covariance

matrices in (6.2.17) and (6.2.20), and turn to updating I3 much smaller frontal slides

in the frequency domain via (6.2.36) and (6.2.38). Consequently, the computational

cost for estimating q(U) and q(V) is reduced from O(R3I3
3 + RI1I2I

2
3 ) to O(R3I3 +

RI1I2I3). The estimation for λ and τ can also be accelerated by computing the

expectations (6.2.26), (6.2.27), and (6.2.35) in the frequency domain, leading to

〈‖−→u ·r‖2〉 =

I3∑
k=1

(I1Σ̄
u(k) +

1

I3

〈Ū(k)〉†〈Ū(k)〉)rr, (6.2.42)

〈‖−→v ·r‖2〉 =

I3∑
k=1

(I2Σ̄
v(k) +

1

I3

〈V̄(k)〉†〈V̄(k)〉)rr, (6.2.43)

∑
ij

〈||yij −
−→
U i· ∗

−→
V †j· − sij||2〉 =||Y − 〈U〉 ∗ 〈V〉† − 〈S〉||2F

+I1

I3∑
k=1

tr(Σ̄u(k)〈V̄(k)〉†〈V̄(k)〉) + I2

I3∑
k=1

tr(Σ̄v(k)〈Ū(k)〉†〈Ū(k)〉)

+I1I2I3

I3∑
k=1

tr(Σ̄u(k)Σ̄v(k))+
∑
ijk

σ2
ijk, (6.2.44)

where (·)rr denotes the rth diagonal element of a R × R matrix. As S and β are

factorized over elements, their updates cannot be further accelerated in the frequency

domain, and stay the same.

6.2.4 Multi-Rank Prior

While the ARD prior achieves automatic tubal rank determination by introducing

slide-wise sparsity in U and V , it is still too restrictive to determine the multi-

rank. Recall that the low-tubal-rank model X = U ∗ V† is equivalent to X̄ =
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ŪV̄† because of (2.1.3), and the kth diagonal block of X̄ is given by X̄(k) =

Ū(k)V̄(k)† [68]. From Definition 2.2.2, the multi-rank of X is the vector Rankm(X ) =

(Rank(X̄(1)), . . . , Rank(X̄(I3))), and its kth element Rank(X̄(k)) is controlled by the

number of columns in Ū(k) and V̄(k). Notice that the tubal rank Rankt(X ) =

maxk Rank(X̄(k)) is just the largest element of Rankm(X ). This indicates that de-

termining multi-rank is a more general and challenging problem.

For automatic multi-rank determination, we need to fit the observed tensor while

reducing the effective multi-rank. To this end, we propose a novel sparsity-inducing

prior, named as multi-rank prior, by imposing sparse constraints on the columns of

Ū(k) and V̄(k), which can be viewed as a generalization of the ARD prior. Similar

to (6.2.9) and (6.2.10), we still place a Gaussian prior over the latent factors U and

V as follows:

p(U|λm) =

I1∏
i=1

N (−→u i·|0, circ(Λm)−1), (6.2.45)

p(V|λm) =

I2∏
j=1

N (−→v j·|0, circ(Λm)−1), (6.2.46)

where λm = {λ(k)
r }, and Λm is the R × R × I3 f-diagonal tensor whose kth frontal

slide is given by Λ
(k)
m = diag([λ

(k)
1 , . . . , λ

(k)
R ]).

Compared (6.2.9) with (6.2.45), our multi-rank prior has a similar form with the

ARD prior, while the precision matrix is changed from circ(Λ) to circ(Λm). Please

notice that circ(Λ) is in fact a diagonal matrix with the repeated diagonal block

diag(λ). This indicates that the ARD prior independently regularizes each element

in U and V , and makes each pair of lateral slides (−→u ·r and −→v ·r) governed by the

same hyper-parameter λr. On the other hand, the proposed multi-rank prior takes

a more general covariance matrix circ(Λm) with the hyper-parameters λ
(k)
r related

to both r and k, and thus generalizes the ARD prior by capturing the correlations

within each lateral slide of U and V .

By incorporating (6.2.45) and (6.2.46) into the BTRTF model, the posterior

distributions of U and V still follow (6.2.16) and (6.2.19), respectively, expect that

the term circ(〈Λ〉) is replaced by circ(〈Λm〉) in the covariance matrices (6.2.18) and
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(6.2.21). In the frequency domain, the updates for 〈−→u i·〉 and 〈−→v j·〉 are still the same

via (6.2.36) and (6.2.38), repressively, while the updates for Σv and Σu become:

Σ̄u(k) = (〈τ〉〈V̄(k)†V̄(k)〉+ 〈Λ̄(k)
m 〉)−1, (6.2.47)

Σ̄v(k) = (〈τ〉〈Ū(k)†Ū(k)〉+ 〈Λ̄(k)
m 〉)−1, (6.2.48)

where 〈Λ̄(k)
m 〉 = diag([〈λ̄(k)

1 〉, . . . , 〈λ̄
(k)
R 〉]) is the kth frontal slide of 〈Λ̄m〉 = fft(〈Λm〉, [], 3).

Due to the more general precision matrix circ(Λm), incorporating the multi-

rank prior leads to the determinant term ln |circ(Λm)|. Unlike the ARD case with

ln |circ(Λ)| = I3

∑R
r=1 lnλr, it cannot be decomposed into the sum of lnλ

(k)
r . Con-

sequently, placing a Gamma distribution over λ
(k)
r will no longer lead to a tractable

variational posterior q(λ
(k)
r ). To address this problem, we treat λ̄

(k)
r rather than λ

(k)
r

as a latent variable and place a Gamma distribution over it, leading to

p(λ̄m) =
R∏
r=1

I3∏
k=1

Ga(λ̄(k)
r |aλ0 , bλ0), (6.2.49)

where we have defined λ̄m = {λ̄(k)
r }.

It is worth noting that although the hyper-parameters λm are coupled, their

DFTs λ̄m are decomposable in ln |circ(Λm)| =
∑

rk ln λ̄
(k)
r by applying (2.1.3). Due

to this fact, we can substitute the prior distributions (6.2.45), (6.2.46), and (6.2.49)

into the explicit form (6.2.15), and obtain the variational posterior for λ̄m as follows:

q(λ̄m) =
R∏
r=1

I3∏
k=1

Ga(λ̄(k)
r |aλrk, bλrk), (6.2.50)

where the posterior parameters can be updated by

aλrk =aλ0 +
I1 + I2

2
, bλrk = bλ0 +

1

2I3

(〈Ū(k)†Ū(k)〉+ 〈V̄(k)†V̄(k)〉)rr. (6.2.51)

The involved expectations 〈Ū(k)†Ū(k)〉 and 〈V̄(k)†V̄(k)〉 have been given by (6.2.40)

and (6.2.41), respectively, and the posterior mean is given by 〈λ̄(k)
r 〉 = aλrk/b

λ
rk.

Sparsity in the frequency domain: Let ū
(k)
r and v̄

(k)
r be the rth component

(column) of Ū(k) and V̄(k). An intuitive interpretation of q(λ̄m) (6.2.50) is that

aλrk is related to the number of elements in ū
(k)
r and v̄

(k)
r , and bλrk is related to
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the squared `2 norms 〈‖ū(k)
r ‖2〉 = (〈Ū(k)†Ū(k)〉)rr and 〈‖v̄(k)

r ‖2〉 = (〈V̄(k)†V̄(k)〉)rr.

Smaller 〈‖ū(k)
r ‖2〉 and 〈‖v̄(k)

r ‖2〉 will lead to a larger λ̄
(k)
r , which in turn pushes the

corresponding ū
(k)
r and v̄

(k)
r towards zero. In this way, the multi-rank prior effectively

makes unnecessary components ū
(k)
r and v̄

(k)
r inactive by constraining them to zero,

and thus results in automatic multi-rank determination.

Refinement with relaxed regularization: In our experiments, we find the

multi-rank prior may lead to premature model and prune most factors before fitting

the input data. To address this problem, we propose a refinement trick to relax the

regularization effect of the multi-rank prior especially at early iterations. Specif-

ically, we gradually strengthen the regularization effect by making the following

modifications in updating Σ̄u(k) and Σ̄v(k):

Σ̄u(k) = (〈τ〉〈V̄(k)†V̄(k)〉+
Fit

γ
〈Λ̄(k)

m 〉)−1, (6.2.52)

Σ̄v(k) = (〈τ〉〈Ū(k)†Ū(k)〉+
Fit

γ
〈Λ̄(k)

m 〉)−1, (6.2.53)

where γ > 0 is the relaxation parameter that adjusts the overall regularization

strength of 〈Λ̄(k)
m 〉. Fit = 1− 〈||Y − U ∗ V† −S||F 〉/||Y||F indicates the goodness of

fit for the BTRTF model (6.2.4), where 〈||Y − U ∗ V† − S||F 〉 is the square root of

(6.2.44).

At the first few iterations, the low-tubal-rank model will not fit the observed

tensor Y well, leading to a relatively large model error and small Fit. In this

case, the regularization term 〈Λ̄(k)
m 〉 does not have much effect on the parameter

estimation, and thus no factor will be pruned at early iterations. As the BTRTF

model fits Y better and better, Fit tends to converge to 1 and gradually strengthens

the regularization effect. Eventually, the refined updates (6.2.52) and (6.2.53) return

to the original ones (6.2.47) and (6.2.48) given γ = 1. In general, the parameter γ

could be tuned for different applications, while we find that simply fixing γ = I3 is

enough to achieve good performance in most cases. Therefore, we set γ = I3 in all

the experiments unless otherwise specified. Algorithm 5 summaries the variational

inference method for BTRTF with multi-rank determination.
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Algorithm 5 BTRTF with Multi-Rank Determination

1: Input: The observed tensor Y ∈ RI1×I2×I3 and the initialized multi-rank

Rankm(X̂ 0) ∈ RI3 .

2: Initialize U , Σu, V, Σv, λ̄m, S, β, and τ .

3: repeat

4: Update the posterior q(U) via (6.2.36) and (6.2.52);

5: Update the posterior q(V) via (6.2.38) and (6.2.53);

6: Update the posterior q(λ̄m) via (6.2.50);

7: Update the posterior q(S) via (6.2.28);

8: Update the posterior q(β) via (6.2.31);

9: Update the posterior q(τ) via (6.2.33);

10: Reduce the effective multi-rank by removing zero-components of Ū(k) and V̄(k);

11: until convergence.

6.2.5 Initialization

Since the variational inference method converges only to a local optimum, it is

necessary to select a reasonable initialization to avoid poor local solutions. For

BTRTF, we set the top level hyper-parameters aλ0 , bλ0 , aβ0 , bβ0 , aτ0, and bτ0 to 10−6 for

introducing noninformative priors. We then set the model precision 〈τ〉 = aτ0/b
τ
0 = 1.

The factor tensors 〈U〉 and 〈V〉 can be initialized randomly by drawing each element

from N (0, 1). Another choice is to set 〈U〉 = U0 ∗ D
1
2
0 and 〈V〉 = V0 ∗ D

1
2
0 , where

U0, V0, and D0 are obtained from the t-SVD of Y = U0 ∗ D0 ∗ V†0 . The covariance

matrices Σu and Σv are set to the identity matrix, and the hyper-parameter 〈λ̄(k)
r 〉

for ū
(k)
r and v̄

(k)
r is set to aλ0/b

λ
0 = 1. The hyper-parameter 〈βijk〉 is set to 1/σ2

0,

and the sparse component 〈Sijk〉 is drawn from the uniform distribution U(0, σ0),

where σ2
0 is a task-specific constant and serves as the initialized variance of Sijk (see

Sections 6.3.2 and 6.3.3 for more details).
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Table 6.1: Detailed descriptions of BTRTF and the competing methods.

Method Full name Tensor Prob. Low-Rank Type

RPCA Robust Principal Component Analysis [12] × × Conventional

VBRPCA Variational Bayesian RPCA [4] × X Conventional

SNN Tensor RPCA [39] × × Tucker

BRTF Bayesian Robust Tensor Factorization [138] X X CP

KDRSDL Kronecker-Decomposable Robust Sparse Dictionary Learning [6] X × Tucker

TNN Tensor Nuclear Norm Based TRPCA [68] X × t-SVD

OR-TPCA Outlier-Robust Tensor PCA [139] X × t-SVD

BTRTF Bayesian Tubal-Rank Tensor Factorization (Proposed) X X t-SVD

6.3 Experiments

This section evaluates our BTRTF on both synthetic and real-world datasets. We

apply BTRTF to image denoising and background modeling, and compare it against

several state-of-the-art RPCA methods, including RPCA baselines : RPCA [12],

VBRPCA [4]; CP based RTF : BRTF [138]; Tucker based TRPCAs : SNN

[39], KDRSDL [6]; and Low-tubal-rank TRPCAs: TNN [68], OR-TPCA [139].

Since OR-TPCA is designed mainly for classification and performs worse than TNN

in our experiments, its results are not reported for simplicity. Table 6.1 gives the

detailed descriptions of PROTA and the competing methods.

6.3.1 Validation on Synthetic Data

We first validate the effectiveness of BTRTF in tensor recovery and multi-rank

determination on synthetic datasets. The synthetic data are generated as follows:

Two factor tensors U ∈ RI×R×I and V ∈ RI×R×I are randomly generated with their

elements independently drawn from the standard Gaussian distribution N (0, 1).

Then, the low-rank component is constructed by Xgt ∈ RI×I×I = U ∗ V†, and is

further truncated by t-SVD to have Rankm(Xgt) = (R
(1)
gt , . . . , R

(I)
gt ). We generate

the sparse component Sgt ∈ RI×I×I by randomly selecting ρ% of the I3 elements

to be nonzero, whose values are uniformly drawn from [−10, 10]. The noise term
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Table 6.2: Recovery results of BTRTF on the synthetic datasets.

Rankm(Xgt) = {R,

40︷ ︸︸ ︷
0.5R, . . . , 0.5R,

I-81︷ ︸︸ ︷
R, . . . , R

40︷ ︸︸ ︷
0.5R, . . . , 0.5R}

I R ρ σ2 Rankerr
||X̂−Xgt||F
||Xgt||F

||Ŝ−Sgt||F
||Sgt||F

100 10

5%
0 0 1.26e−7 2.39e−6

10−3 0 1.46e−5 6.28e−4

10%
0 0 1.94e−7 2.62e−6

10−3 0 1.50e−5 4.46e−4

200 20

5%
0 0 8.95e−8 3.87e−6

10−3 0 7.20e−6 5.61e−4

10%
0 0 1.46e−7 4.41e−6

10−3 0 7.43e−6 4.04e−4

Rankm(Xgt) = {0.5R,

40︷ ︸︸ ︷
R, . . . , R,

I-81︷ ︸︸ ︷
0.5R, . . . , 0.5R,

40︷ ︸︸ ︷
R, . . . , R}

I R ρ σ2 Rankerr
||X̂−Xgt||F
||Xgt||F

||Ŝ−Sgt||F
||Sgt||F

100 10

5%
0 0 1.40e−7 3.33e−6

10−3 0 1.45e−5 5.71e−4

10%
0 0 2.29e−7 3.80e−6

10−3 0 1.48e−5 4.09e−4

200 20

5%
0 0 8.45e−8 3.43e−6

10−3 0 7.23e−6 5.82e−4

10%
0 0 1.47e−7 4.15e−6

10−3 0 7.43e−6 4.12e−4

E ∈ RI×I×I is generated by independently sampling its elements from N (0, σ2) with

the noise variance σ2 = 0 or σ2 = 10−3, where σ2 = 0 indicates the noise-free case.

Finally, the observed tensor is constructed by Y = Xgt + Sgt + E .

In this experiment, we initialize the sparse component with σ2
0 = 1 and set

the relaxation parameter γ = 1, so that their values will have no effect on model

estimation. The initialized rank of BTRTF is set to Rankm(X̂ 0) = (0.5I, . . . , 0.5I) ∈

RI . The convergence criterion is tol = ||X̂ t−X̂ t−1||F
||X̂ t−1||F

< 10−6, where X̂ t is the estimated

low-rank component at the tth iteration.

Table 6.2 shows the recovery results of BTRTF on the synthetic data, where the

rank error is defined as Rankerr =
∑I

k=1

|R̂(k)−R(k)
gt |

I3
and R̂(k) is the estimated rank

of the kth frontal slide. As can be seen, BTRTF provides the correct multi-rank in

all the cases. It also obtains accurate reconstructions for the low-rank and sparse

components on the both noise-free and noisy data. These demonstrate that BTRTF
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is capable of accurately recovering corrupted tensors and determining the correct

multi-rank.

6.3.2 Image Denoising

This section considers image denoising for removing random noise from corrupted

color images. In this task, clean images are approximated by the low-rank compo-

nent, while random corruptions are regarded as sparse outliers.

Experimental setup: We evaluate BTRTF and the competing methods on

the Berkeley segmentation datasets (BSD500) [3], which consists of 500 color images

represented by 321×481×3 or 481×321×3 tensors. We corrupt each color image by

setting 10% of its elements to random values in [0, 255], so that up to 30% pixels are

corrupted. Following the common settings, the pixel values of each image are further

normalized to [0, 1], and we use peak signal-to-noise ratio (PSNR) to measure the

recovery performance. Given the recovered tensor X̂ ∈ RI1×I2×I3 and the ground

truth Xgt ∈ RI1×I2×I3 , PSNR can be computed as follows:

PSNR = 10 log10

(
‖Xgt‖2

∞
1

I1I2I3
‖X̂ − Xgt‖2

F

)
,

where ‖ · ‖∞ is the infinity norm.

Parameter settings: For RPCA and VBRPCA, we reshape the input tensors

into 321× 1443 or 481× 963 matrices, since they cannot directly deal with tensorial

data. For RPCA, VBRPCA, BRTF and KDRSDL, we employ their default param-

eter settings, which lead to good performance in most cases. For SNN and TNN, we

follow the parameter settings suggested in [67, 68]. For BTRTF, we set the initial-

ized multi rank to Rankm(X̂ 0) = (150, 150, 150), and the convergence criterion to

tol < 10−4. The sparse component is initialized with σ2
0 = 10−7, so that Ŝ0 is very

close to a zero tensor. This makes BTRTF prefer fitting the input image via the

low-rank component rather than the sparse one. Such settings are suitable for image

denoising, where only the low-rank component (recovered image) is of interest.

Results and analysis: Table 6.3 and Figure 6.2 show the recovered images

and PSNR values on 8 sample images of the BSD500 dataset, respectively. As
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Table 6.3: Comparison of PSNR values on the 8 images below (Best; Second best).

Image 1 2 3 4 5 6 7 8 All Avg. #Best

RPCA 28.76 25.61 25.44 32.09 27.47 23.34 32.37 27.94 26.00 0

VBRPCA 25.99 21.16 22.55 28.61 23.44 18.89 27.81 23.29 21.79 0

BRTF 27.73 23.54 25.56 29.92 26.04 27.02 29.10 31.47 24.47 0

SNN 30.76 28.31 26.79 34.32 30.32 25.20 34.99 29.73 27.91 0

KDRSDL 30.61 30.72 27.14 33.54 29.17 28.14 32.06 31.38 29.21 32

TNN 32.75 29.41 28.68 35.50 32.92 27.04 36.51 31.20 29.86 66

BTRTF 36.68 31.25 33.18 37.84 35.03 32.89 38.52 37.77 31.77 402

can be seen, BTRTF obtains the highest average PSNR value and achieves the

best performance on 402 out of the total 500 images from the BSD500 dataset.

Specifically, it outperform the second best, TNN, by 1.90 on average. This can

be attributed to the BTRTF model in capturing low-tubal-rank structures and the

Bayesian framework in estimating sparse outliers. In addition, tensor-based methods

such as KDRSDL, TNN and BTRTF often obtain much better results than the

matrix-based ones. This is probably because RPCA and VBRPCA are performed

on the reshaped images, and fail to capture the correlations across RGB channels.

Among tensor-based methods, TNN and BTRTF achieve the top two performance

in most cases. This demonstrates that t-SVD based models have an edge over the

classical CP and Tucker models in representing color images.
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6.3.3 Background Modeling

This section evaluate BTRTF on the background modeling problem, which aims at

separating foreground objects and background from a given video sequence. We con-

sider videos recorded by stationary cameras, which are common in video surveillance.

In this case, background components of different frames are highly correlated, and

thus can be well characterized by low-rank models. On the other hand, foreground

objects generally change a lot and can be considered as sparse outliers.

Experimental setup: We conduct experiments on 15 videos from the I2R [60]

and CDnet [31] datasets. The I2R dataset consists of 9 real-world videos (Bootstrap,

Campus, Curtain, Escalator, Fountain, Hall, Lobby, ShoppingMall, WaterSurface)

in different scenarios including static background, dynamic background, and slow

object movement. For each video, 20 frames are labeled with the ground truth. The

CDnet dataset consists of 31 videos grouped as 6 categories representing a variety

of motion and change detection challenges, where the foreground objects are well

annotated for each frame. We test all 6 videos (Boats, Canoe, Fall, Fountain01,

Fountain02, Overpass) in the dynamic background category, which is one of the

most difficult categories for mounted camera object detection. Since most videos in

the I2R and CDnet datasets have different sizes and frame numbers, we extract 300

frames and downsample them to around 160 × 180, so that the input tensors have

similar sizes (160× 180× 300).

For quantitative evaluation, we compare the estimated sparse component (fore-

ground) Ŝ with the ground truth Sgt, and regard this as a classification problem.

Following the standard settings [141, 38], we evaluate the background subtraction

results by precision, recall, and F-measure, which are defined as

Precision =
TP

TP+FP
,Recall =

TP

TP+FN
,F-measure = 2

Precision · Recall

Precision + Recall
,

where TP, FP, and FN represent the number of true positives, false positives, and

false negatives, respectively. The higher these three measurements, the better the

performance is.

Parameter settings: For RPCA and VBRPCA, each video is first unfolded
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Table 6.4: Summary of precision, recall, and F-measure on the I2R and CDnet

datasets (Best; Second best).

Videos

RPCA VBRPCA BRTF SNN KDRSDL TNN BTRTF

P
F

P
F

P
F

P
F

P
F

P
F

P
F

R R R R R R R

Bootstrap
0.51

0.34
0.34

0.32
0.73

0.53
0.61

0.43
0.79

0.57
0.79

0.55
0.55

0.55
0.26 0.30 0.42 0.33 0.45 0.42 0.54

Campus
0.09

0.13
0.11

0.16
0.51

0.55
0.14

0.22
0.16

0.20
0.52

0.64
0.87

0.61
0.29 0.28 0.61 0.67 0.27 0.83 0.47

Curtain
0.52

0.59
0.40

0.42
0.72

0.58
0.64

0.55
0.71

0.69
0.88

0.70
0.94

0.91
0.46 0.44 0.49 0.49 0.67 0.59 0.88

Escalator
0.38

0.40
0.35

0.38
0.77

0.69
0.47

0.50
0.58

0.39
0.73

0.73
0.85

0.73
0.43 0.42 0.62 0.51 0.30 0.73 0.64

Fountain
0.16

0.22
0.16

0.22
0.58

0.66
0.25

0.34
0.26

0.40
0.32

0.47
0.86

0.82
0.33 0.34 0.75 0.53 0.93 0.85 0.79

Hall
0.25

0.33
0.26

0.35
0.60

0.58
0.34

0.43
0.48

0.58
0.65

0.64
0.71

0.63
0.49 0.55 0.56 0.59 0.73 0.63 0.56

Lobby
0.11

0.15
0.06

0.09
0.55

0.52
0.17

0.23
0.75

0.82
0.83

0.71
0.82

0.82
0.24 0.18 0.50 0.35 0.89 0.62 0.83

ShoppingMall
0.45

0.44
0.30

0.34
0.74

0.73
0.57

0.58
0.73

0.77
0.80

0.79
0.70

0.73
0.44 0.40 0.73 0.58 0.82 0.78 0.76

WaterSurface
0.24

0.22
0.27

0.26
0.56

0.36
0.29

0.28
0.30

0.30
0.46

0.36
0.98

0.89
0.20 0.25 0.27 0.26 0.31 0.29 0.81

Boats
0.71

0.49
0.95

0.68
0.79

0.42
0.45

0.45
0.63

0.30
0.55

0.19
0.99

0.70
0.37 0.53 0.29 0.44 0.19 0.12 0.54

Canoe
0.33

0.38
0.47

0.54
0.55

0.44
0.31

0.38
0.12

0.20
0.29

0.28
0.99

0.75
0.44 0.64 0.37 0.52 0.46 0.27 0.61

Fall
0.25

0.23
0.20

0.22
0.69

0.40
0.52

0.42
0.49

0.52
0.75

0.52
0.89

0.88
0.21 0.25 0.28 0.35 0.55 0.40 0.86

Fountain01
0.02

0.04
0.02

0.03
0.03

0.06
0.02

0.03
0.02

0.03
0.03

0.05
0.02

0.04
0.23 0.31 0.33 0.27 0.50 0.39 0.37

Fountain02
0.10

0.17
0.05

0.10
0.41

0.51
0.26

0.35
0.07

0.13
0.19

0.31
0.19

0.30
0.48 0.54 0.66 0.56 0.88 0.72 0.74

Overpass
0.38

0.32
0.40

0.38
0.77

0.52
0.39

0.42
0.63

0.64
0.87

0.57
0.93

0.74
0.27 0.37 0.40 0.46 0.65 0.42 0.61

Average
0.30

0.30
0.29

0.30
0.60

0.47
0.36

0.37
0.45

0.44
0.58

0.50
0.75

0.67
0.34 0.39 0.49 0.46 0.57 0.54 0.67

along the time dimension into the matrix of size around 28800× 300, and then fed

into the corresponding RPCA methods. Since there is no training/test partition for

the background modeling problem, we empirically select, if necessary, the tuning

parameters for the competing methods, so that they can perform well on most video

sequences. For BTRTF, we initialize σ2
0 to a large value 107. This allows BTRTF to

capture outliers of large magnitude (foreground objects), and often leads to better

foreground/background separation. The initialized multi-rank for BTRTF is set to

Rankm(X̂ 0) = (min(I1, I2)− 1 . . . ,min(I1, I2)− 1) ∈ R300 for the I1× I2× 300 video

sequence.
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Quantitative Evaluation

Table 6.4 shows the foreground detection results on the I2R and CDnet datasets. As

can be seen, BTRTF achieves the top two performance in most cases, and obtains

the best average results in precision, recall, and F-measure. TNN is the second best

method, while it is still significantly worse than BTRTF by 0.17 in F-measure on

average. These demonstrate: 1) t-SVD based methods such as BTRTF and TNN are

effective in background reconstruction by exploiting the correlations along the time

dimension. 2) Armed with the Bayesian framework, BTRTF is more advantageous

in separating foreground objects especially for those with slow movement. It is

worth noting that Fountain01 consists of significant dynamic background elements

such as intense water flow, while the foreground objects are relatively small. This

makes foreground/background separation much more challenging. As a result, all

the methods fail to perform well on this video.

Visual Quality

To visualize the background modeling results, we select 5 videos from the I2R (Cur-

tain, ShoppingMall, WaterSurface) and CDnet (Boats, Fall) datasets, and show the

background and foreground masks learned by different RPCA methods in Table 6.5.

As can be seen, only BTRTF obtains coherent foreground masks while constructing

clean background in all the cases. Matrix-based methods (RPCA and VBRPCA)

can only obtain blurry background with severe ghosting effects. This is because

they have to first reshape the input tensors into matrices and thus loss some struc-

tural information. On the other hand, tensor-based methods, especially TNN and

BTRTF, obtain cleaner background with much more details, showing the capability

of t-SVD based models in characterizing low-rank data information.

From (a) Curtain and (c) WaterSurface, all the methods except BTRTF fail to

separate the person, who walk through the camera and stand for a while, from the

background. This is also the case for (d) Boats and (e) Fall, where the boat moves

slowly and the truck is too long to quickly pass through the camera. Because of
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the slow motion of these foreground objects, the competing methods tend to overfit

the low-rank component (background), and thus lead to more false negatives (the

red regions) in the foreground masks. In contrast, BTRTF not only completely

separates the foreground objects in all the cases, but also has less false positives

(the blue regions) by filtering out many dynamic textures, e.g., fluctuations of waves

and swaying of leaves. From (b) ShoppingMall, we observe ghosting effects in the

background learned by KDRSDL and TNN, although they obtains higher F-measure

than BTRTF. BRTF removes not only all the person but also many details such

as patterns on the floor from the background. Only our BTRTF achieves good

performance on both foreground detection and background construction.

Based on the visual and quantitative results, we summarize that 1) the per-

formance of matrix-based methods is not good enough in background modeling,

since they cannot utilize the informative tensor structures. 2) By exploiting the

correlations along the time dimension, the low-tubal-rank model can construct the

background with higher quality and more details than the classical CP and Tucker

models. 3) BTRTF is superior to the competing methods in dealing with dynamic

background elements and slow objective movement. This can be attributed to both

the more expressive modeling power of the low-tubal-rank model in representing the

background and the Bayesian framework in implicitly balancing the low-rank and

sparse components.
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Table 6.5: Detected background and foreground masks on 5 videos from the I2R and

CDnet datasets. (a) Curtain, (b) ShoppingMall, (c) WaterSurface, (d) Boats, (e)

Fall. For each video, there are two rows corresponding to background and foreground

masks. Blue and red regions in the learned masks indicate false positives and false

negatives, respectively.

Original RPCA VBRPCA BRTF SNN KDRSDL TNN BTRTF

(a)

(b)

(c)

(d)

(e)
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6.4 Summary

In this chapter, we proposed BTRTF, a fully Bayesian method for robust tensor fac-

torization. By incorporating low-tubal-rank structures and a novel sparsity-inducing

prior into the Bayesian framework, BTRTF enjoys more expressive modeling power

than classical Tucker and CP based approaches, automatic multi-rank determina-

tion, and implicit tradeoff between the low-rank and sparse components. For model

estimation, we developed an efficient variational inference algorithm by updating

the model parameters in the frequency domain. Experiments on both synthetic

and real-world datasets demonstrated that BTRTF is effective in determining the

multi-rank, and outperforms state-of-the-art RPCA methods in image denoising and

background modeling.
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Chapter 7

Conclusion

To conclude, this chapter summaries the major contributions of this research and

discusses some sensible directions for future work.

7.1 Major Contributions

This thesis has studied tensor subspace learning from a generative perspective, and

proposed four probabilistic methods that generalize PCA, LDA, CCA, and RPCA,

respectively. In addition, regularization and model selection strategies for tensor

factorization models have also been investigated. The proposed methods have been

evaluated on both synthetic and real-world datasets, and shown superior perfor-

mance over state-of-the-art approaches in a number of machine learning and com-

puter vision applications such as image/video recognition, photograph-sketch match-

ing, tensor recovery, and background modeling. The key findings and contributions

are summarized as follows:

1. The PROTA algorithm has been proposed, which is a new CP-based multilin-

ear PPCA. It is more flexible in capturing data characteristics than Tucker-

based PPCAs and avoids rotational ambiguity. Concurrent regularizations

have further proposed to alleviate overfitting particularly for tensor subspace

learning. To fully utilize the probabilistic framework, a Bayesian treatment of
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PROTA has also been proposed, leading to both automatic feature determi-

nation and robustness against overfitting.

2. The PRODA algorithm has been proposed, which is a bilinear generaliza-

tion of PLDA. It captures both discriminative features and non-discriminant

noise by learning a CP model that represents each observed matrix as a sum

of collective and individual rank-one matrices. In this way, PRODA avoids

introducing additional tuning parameters and convergence problems, which

cannot be simultaneously achieved by existing multilinear LDA methods.

3. The BPCCA algorithm has been proposed, which is a bilinear generalization

of PCCA. By introducing intermediate variables and separating bilinear pro-

jections into two stages, BPCCA can capture the two-view correlations from

the vectorized matrix observations while the matrix structures can still be pre-

served in the intermediate variables. This addresses the challenge of learning

correlations from two-view matrices without breaking their structural infor-

mation.

4. Finally, the BTRTF algorithm along with a novel sparsity-inducing prior has

been proposed for recovering third-order tensors corrupted with gross outliers.

It is the first fully Bayesian treatment of t-SVD based RPCA, which enjoys

more expressive modeling power than Tucker and CP based approaches. The

problem of automatic determination for tubal rank and multi-rank is further

studied and addressed under the Bayesian framework.

7.2 Future Work

Besides addressing several challenges in probabilistic tensor subspace learning, this

research opens many avenues for future work. In addition, there is still much room

for enhancing the proposed methods. Some possible research directions are as fol-

lows:
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1. This thesis has focused on finding multilinear transformations that project ten-

sors into a low-dimensional subspace. In future work, non-linear projections

via Gaussian process or deep neural network can be considered for the proposed

methods. For example, Gaussian process latent variable model (GPLVM) [57]

can be regarded as a nonlinear extension of PPCA. Bayesian Gaussian pro-

cess latent variable model [108] is a further generalization of GPLVM under

the full-Bayesian framework. It is possible to extend these non-linear PPCA

methods to the tensor cases.

2. PRODA has shown its effectiveness in learning discriminative subspaces from

labeled tensors. However, in practice labeled data are very scarce, while there

exist large amounts of unlabeled data. Therefore, it will be worth investigat-

ing semi-supervised extensions of PRODA for better recognition performance

by making use of unlabeled data as in [133]. In some applications, it is useful

to impose uncorrelated or sparse constraints on subspace bases for better in-

terpretation and less feature redundancy. This may motivate uncorrelated or

sparse extensions of PRODA, which could be developed by introducing certain

priors and using Bayesian non-parametric techniques.

3. One limitation of BPCCA is that it can only deals data from two views. In

many cases, data are collected from multiple sources. Generalizing BPCCA

for multi-view learning [103] is an interesting research direction. In addition,

BPCCA is designed for matrices. It is also worthwhile to extend BPCCA for

learning correlations from higher-order tensors.

4. Finally, BTRTF is proposed to recover completely observed tensors, while it

is often the case that the input tensor is partially observed with missing ele-

ments. Recovering such incomplete tensors is known as the tensor completion

problem. Benefiting from the probabilistic frameworks, it is possible to ex-

tend BTRTF for handling tensors with both outliers and missing values. As

a recently proposed tensor factorization framework, the t-SVD model still has
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much potential to be adapted for other tensor analysis tasks such as subspace

clustering [110] and non-negative tensor factorization [95].
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