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Abstract 
Mass spectrometry (MS)–based protein and peptide identification has become a 

solid method in proteomics. In high-throughput proteomics research, the “shotgun” 

method has been widely applied. Database searching is currently the main method 

of tandem mass spectrometry–based protein identification in shotgun proteomics. 

The most widely used traditional search engines search for spectra against a 

database of identified protein sequences. The search engine is evaluated for its 

efficiency and effectiveness. With the development of proteomics, both the scale 

and the complexity of the related data are increasing steadily. As a result, the 

existing search engines face serious challenges. 

First, the sizes of protein sequence databases are ever increasing. From 

IPI.Human.v3.22 to IPI.Human.v3.49, the number of protein sequences has 

increased by nearly one third. Second, the increasing demand of searches against 

semispecific or nonspecific peptides results in a search space that is 

approximately 10 to 100 times larger. Finally, posttranslational modifications 

(PTMs) produce exponentially more modified peptides. The Unimod database 

(http://www.unimod.org) currently includes more than 1000 types of PTMs.  

We analyzed the entire identification workflow and discovered three things. First, 

most search engines spend 50% to 90% of their total time on the scoring module, 

the most widely used of which is the spectrum dot product (SDP)–based scoring 

module. Second, nearly half of the scoring operations are redundant, which costs 

more time but does not increase effectiveness. Third, more than half of the spectra 

cannot be identified via a database search alone, but the identified spectra have a 

connection with the unidentified ones, which can be clustered by their distances. 

Based on the above observations, we designed and implemented a new search 

engine for protein and peptide identification that includes three key modules. First, 

a parallel index system, based on GPU, organizes the protein database and the 

spectra with no redundant data, low search computation complexity, and no 

limitation of the protein database scale. Second, the graphics processing 

unit (GPU)–based SDP module adopts GPUs to accelerate the most 

time-consuming step in the process. Third, a k-means–based spectrum-clustering 

module classifies the unidentified spectra to the identified spectra for further 

analysis. As general-purpose high-performance parallel hardware, GPUs are 
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promising platforms for the acceleration of database searches in the protein 

identification process. 

We designed a parallel index system that accelerated the entire identification 

process two to five times with no loss of effectiveness, and achieved around 80% 

linear speedup effect on the cluster. The index system also can be easily adopted 

by other search engines. We also designed and implemented a parallel SDP-based 

scoring module on GPUs that exploits the efficient use of GPU registers and 

shared memory. A single GPU was 30 to 60 times faster than the central 

processing unit (CPU)–based version. We also implemented our algorithm on a 

GPU cluster and achieved approximately linear acceleration. In addition, a 

k-means–based spectrum-clustering module with GPUs can classify the 

unidentified spectra to the identified spectra at 20 times the speed of the normal 

k-means spectrum-clustering algorithm. 
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1. Introduction 
In 2004, Nature and Science published the complete sequence of the human gene 

as a milestone of the Human Genome Project. Biology research has reached a new 

post-genome era. In the same year, the Human Protein Project started, and 

proteomics has become a research priority in the 21st century. The rapid 

development of proteomics relies on the breakthrough of high-throughput 

separation and analysis technology, including chromatography, gel 

electrophoresis, soft ionization, and mass analysis technology. 

In the past decade, mass spectrometry has developed rapidly, especially the scale 

of mass spectra (MS). The means by which to attain the knowledge inside the MS 

efficiently and effectively, namely, computational proteomics, has become an 

essential topic. It concerns the application of computing technology to the key 

issues in proteomics, such as protein identification, structure prediction, function 

classification, posttranslational modification (PTM), qualification, disease 

analysis, and medicine design. Computational proteomics has become a key 

subject in computational biology or bioinformatics. Protein identification is a 

basic and essential work in proteomics that contains a series of processes, 

including sample preparation, spectrum generation, and protein identification and 

analysis. 

1.1 Background of mass spectrometry–based protein identification 

1.1.1 Biology background 

As a basic component of all living entities, proteins are complex organic chemical 

compounds that exist widely in most biologic cells. Proteins usually contain 20 

kinds of amid acids connected by a peptide bond (-CO-NH-). The details of the 

amino acids are shown in Table 1.1. Connected by the peptide bond, amide acid 

constitutes the protein, whereas the amino terminal (NH2-) is called the 

N-terminal and the carboxyl terminal (-COOH) is called the C-terminal. 

Protein databases contain all identified proteins with known sequence information 

and mainly adopt the FASTA or DAT formats. FASTA is a flat text format that is 

widely used in protein identification. In FASTA files, every record has three items: 

a name, a description, and the sequence, as shown in Figure 1.1. DAT files 
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contain more information about the protein, such as identified modifications and 

mutations. 

 

Figure 1.1. FASTA format. 
"

One protein can be digested into several parts by one or more enzymes, and each 

part is called a peptide. Peptides appear naturally as biological molecules. There 

are dipeptides, with two amino acids connected by one peptide bond, as well as 

tripeptides, tetrapeptides, and so forth. A polypeptide is a long, continuous peptide 

chain. Peptides are distinguished from proteins on the basis of size; as an arbitrary 

benchmark, peptides can be understood to contain approximately 50 or fewer 

amino acids. Proteins consist of one or more polypeptides arranged in a 

biologically functional way and are often bound to ligands such as coenzymes and 

cofactors, to another protein or macromolecule (DNA, RNA, etc.), or to complex 

macromolecular assemblies. Finally, although the aspects of the techniques that 

apply to peptides versus polypeptides and proteins differ (i.e., in the specifics of 

electrophoresis, chromatography, etc.), the size boundaries that distinguish 

peptides from polypeptides and proteins are not absolute; long peptides such as 

amyloid beta have been referred to as proteins, and smaller proteins like insulin 

have been considered peptides. Amino acids that have been incorporated into 

peptides are termed “residues” due to the release of either a hydrogen ion from the 

amine end or a hydroxyl ion from the carboxyl end, or both, as a water molecule 

is released during the formation of each amide bond. All peptides except cyclic 

peptides have an N-terminal and a C-terminal residue at the end of the peptide, 

like a protein sequence [1]. 
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Table 1.1. Twenty amide acids. 
Chinese 
name name Short 

name symbol structure mass 
(Dalton) 

 Alanine Ala A CH3- 71.037114 

 Arginine Arg R HN=C(NH2)NHCH2CH2CH2- 156.101111 

 
Asparagine Asn N H2N-CO-CH2- 114.042927 

 
Aspartic acid Asp D HOOC-CH2- 115.026943 

 
Cysteine Cys C HS-CH2- 103.009185 

 Glutamic acid Glu E HOOC-CH2CH2- 129.042593 

 
Glutamine Gln Q H2N-CO-CH2CH2- 128.058578 

 Glycine Gly G H- 57.021464 

 Histidine His H NH-CH=N-CH=C-CH2- 137.058912 

 
Isoleucine Ile I CH3-CH2-CH(CH3)- 113.084064 

 Leucine Leu L CH3CH3-CH-CH2- 113.084064 

 Lysine Lys K H2N-CH2 CH2CH2CH2- 128.094963 

 Methionine Met M CH3-S-CH2CH2- 131.040485 

 
Phenylalanine Phe F Ph-CH2- 147.068414 

 Proline Pro P NH-CH2CH2CH2- 97.052764 

 Serine Ser S HO-CH2- 87.032028 

 Threonine Thr T CH3-CH(OH)- 101.047679 

 Tryptophan Trp W Ph-NH-CH=C-CH2- 186.079313 

 Tyrosine Tyr Y HO-p-Ph-CH2- 163.063329 

 Valine Val V CH3CH3-CH- 99.068414 

 

The process from protein to peptide is called digestion and includes three different 

types: specific enzymes, semispecific enzymes, and nonspecific enzymes. There 

are also missed cleavages during this process. We take trypsin as an example to 

describe the process of digestion. Trypsin cuts the protein sequence at the C side 

of lysine (K) and arginine (R) into peptides. In a specific enzyme, both sides of 

the peptide are cut at the C side of K and R; in a semispecific enzyme, one side is 

cut at the C side of K and R and the other is cut randomly; in a nonspecific 

enzyme, the protein is cut randomly, as shown in Figure 1.2. In the process of 

protein identification, we must simulate the digestion process from the protein to 

peptide for the protein sequence in the database. 
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Figure 1.2. Different type of digestion under trypsin.  
(Note: bold characters indicate cleavage sites, and italic characters indicate missed cleavage sites. 
"
"

 

Figure 1.3. Peptide generation from PTM. 
"
In the real mixed protein specimen, the protein always has plenty of modifications, 

which have a close relationship with its function. PTMs play a very important role 

in the analysis of proteins. Normally, the process of modification takes place in a 

special position of the protein sequence by adding or deleting some chemical 

group, which changes the mass and chemical character of the protein. 

Modifications might occur on the N side, the C side, or at some amide acid. PTMs 

have two main characteristics: variety and variability. First, 1419 (2014.12.11) 

kinds of PTMs have already been identified, and the number continues to increase 

[2]. Second, PTMs may or may not occur in the same experimental parameters. 

As shown in Figure 1.3, phosphorylation may occur at the S amide acid, which 

will increase the mass of 80 Da. Because the peptide sequence “EMSVPS” 

contains two modification positions, four modified peptides could be generated. 

1.1.2 Mass spectra 

The generation of tandem MS from a mixed protein specimen includes protein 

digestion and peptide separation and purification, as shown in Figure 1.4. From 
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the human protein database, there would be billions of peptides in theory. If all 

peptides are put into the mass spectrometer, signal superposition would be a 

serious problem. Thus, before the peptide enters the mass spectrometer, a 

chromatogram is adopted for separation and purification. In short, the targets of 

the separation at different times, different types, or percentages of peptides, enter 

the mass spectrometer sequentially, and the MS are generated. 

 
Figure 1.4. Generation of tandem MS. 

"

 
Figure 1.5. Example of Fingerprint MS. 

 

Mass spectrometry is based on the fact that ions with different masses take 

different paths in an electromagnetic field [3]. There are five main components of 

a mass spectrometer: a sample list, an ion source, a mass analyzer, a detector, and 

a computer. In a normal mass spectrometry experiment, samples are introduced 

into the spectrometer through an inlet where they are converted to ions by the 

ionization source. After entering the mass analyzer, ions are separated on the basis 

of their mass-to-charge (m/z) ratio. In the end, the detector calculates the energy 

produced by the ions and obtains electrical signals. The generated signals are 

transferred to the computer system, and MS are generated. One MS (Fingerprint 

MS) [4] is a plot of the distribution of ions by their m/z ratio in a sample 

representing the chemical composition of the compounds. It can be used to 
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describe different information based on the type of mass spectrometer and the 

type of experiment, but all plots share two major characteristics: the m/z ratio 

(x-axis) and the intensity (y-axis) (Figure 1.5). The m/z value is measured in 

Daltons (Da), and the intensity is described as a percentage. 

A tandem mass spectrometer can perform multiple rounds of mass spectrometry. 

There are several ways to fragment molecules for tandem mass spectrometry. 

Considering the protein sequence, the amount of internal energy used for 

fragmentation, and the charge state, the fragmentation of a peptide can produce 

various types of ions (Figure 1.6). Roepstorff and Fohlman [5] first proposed the 

accepted nomenclature for fragment ions, and Johnson [6] modified the theory. 

Collision-induced dissociation, electron-capture dissociation, and electron-transfer 

dissociation are the most widely used peptide-fragmentation techniques. In the 

collision-induced dissociation (CID) workflow, the molecular ions are accelerated 

by some electrical potential to high kinetic energy. High-speed ions are then made 

to collide with neutral molecules, such as nitrogen, argon, and helium. In the 

collision, the kinetic energy becomes internal energy. The conversion of the 

energy leads to bond breakage and the fragmentation of the molecular ion into 

smaller fragments. CID most often produces b and y ions (Figure 1.6). 

Electron-capture dissociation is an approach of fragmenting molecular ions that 

adopts the direct introduction of low energy electrons to trapped gas-phase ions 

[7]. Electron-capture dissociation usually results in the generation of a, c, and z 

ions (Figure 1.6). Electron-transfer dissociation (ETD) is another method of 

fragmenting molecular ions in the gas stage [8]. ETD fragments peptides and 

proteins by transferring electrons to them. A radical anion hits the positively 

charged peptide/protein, leading to the transfer of an electron. ETD cleaves 

randomly along the peptide backbone, and the side chains are left intact. The 

mechanism works well for ions with a higher charge state (>+2) that generate c 

and z ions (Figure 1.6). ETD is favorable for the fragmentation of longer peptides 

or even entire proteins. 

The most common ions in the spectrum are a, b, and y (Figure 1.6). The b ions 

start from the N-terminus and the y ions begin from the C-terminus. The a ions are 

less frequent and abundant than the b and y ions. The a-b pairs always appear in 

fragment tandem (MS/MS) spectra. The existence of such pairs is often adopted to 
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detect b ions. Other types of ions generated in the spectrum are c, x, and z ions. 

During a high-energy collision, additional fragment ions may also be produced, 

including internal fragments or side-chain–specific ions such as d, v and w ions. 

The MS/MS spectrum (Figure 1.7) contains a precursor peptide and a combination 

of fragment peaks generated from the fragmentation of the peptide sequence. The 

number of peaks may range from 10 to several hundred. The peak of an MS/MS 

spectrum is characterized by two values: the m/z ratio and the intensity 

(abundance). 

 

Figure 1.6. Different types of fragment ions from the peptide. 

"

 
 

Figure 1.7. Typical MS. 

Normally, the raw MS data are not published directly to the user. The user can 

read the data by exporting it in XML format [9]. The flat text format of the MS 

includes DTA, PKL, MGF, and MS2. Figure 1.8 takes the MGF file as an 

example. One MGF file usually contains multiple MS; each starts with “BEGIN 

IONS,” followed by the head part of the data, including the name, the precursor 

mass charge ratio and charge, the fragment ion mass charge ratio and charge, and 

the ending label “END IONS.” 

In Figure 1.8, we can see the information of the precursor, including the mass 

charge ratio and the charge, without the precursor mass, because the mass 
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spectrometer measures the mass charge ratio and the charge is preset by the 

software in the mass spectrometer. Consequently, the central mass of the 

precursor is calculated by the ratio m and charge z: 

M = m × z − Mp ×z 

Mp is 1.007277, which is the relative mass of the proton. In Figure 1.7, the ratio is 

976.558411, the charge is 2, and the central mass is 1951.102268. From the above 

information, our target is to identify the protein, but our direct data are the MS, 

which represent the peptide instead of the protein. We do not measure the 

fragment of the protein to identify the protein sequence because the mass of the 

protein is always high and the masses of the fragment are too close to identify. 

Consequently, the main method of protein identification is by dividing the protein 

into peptides and identifying the peptide information to infer the protein 

information, which is also called the shotgun method. 

 

Figure 1.8. MGF file. 

1.2 Mass spectrometry–based protein identification 

MS-based protein identification contains the entire process from preparation of 

the experiment to analysis of the data. In this thesis, we mainly discuss the data 

analysis portion, from the MS data to the identified peptide and protein. In this 

section, we introduce their relationships and differences for normal identification 

algorithms and the main challenges. 
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1.2.1 Identification algorithms 

There are four algorithms for protein identification based on tandem MS: 

sequence database searching, spectral library searching, sequence-tag–based 

searching, and de novo sequencing. 

Sequence database searching 

Sequence database searching is the most widely used protein identification 

method [10]; it makes use of the preset protein sequence database to find the most 

matched peptide or protein. It contains four main steps, as shown in Figure 1.9. 

First, we simulate the protein digestion process to generate the peptides from the 

protein database, as shown in the workflow in Figure 1.2. Second, for each 

tandem MS, based on the precursor mass and tolerance, we locate all known 

peptides digested from the protein sequence in the first step whose precursor mass 

is inside the tolerance mass window, namely, peptide candidates. Third, we 

simulate the fragment process for all peptide candidates to generate the theoretical 

MS. Finally, we calculate the similarity between the experimental spectrum and 

the candidate theoretical MS to obtain the most matched candidate. Current 

software based on this method includes SEQUEST [11], X!Tandem [12], Mascot 

[13], OMSSA [14], ByOnic [15], Andromeda [16], Phenyx [17, 18], and pFind 

[19-22]. 

 

 

Figure 1.9. Database searching process. 
Note: the picture comes from [24]. 

"
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Spectral library searching 

Spectral library searching is quite similar to protein database searching. The main 

difference comes from the adoption of a spectral library instead of a protein 

database. Obviously, the first step of a spectral library search is construction of 

the spectral library using the protein database searching method or another 

method. Usually, in a common experiment, we use the database searching method 

first and obtain some identified results. To further analyze the unidentified MS, 

we construct the spectral library based on the results from the first step; we then 

search the new spectral library, adopting a more flexible parameter, like more 

variable PTMs of unknown PTMs, to obtain more results. Examples of this type 

of software include BiblioSpec [25], NIST MS Search [26], pMatch [27], 

ProMEX [28], SpectraST [29, 30], X!Hunter [31], and QuickMod[32]. 

Sequence-tag–based searching 

The sequence-tag–based searching method identifies sequence tags from the 

tandem MS, locates the peptide candidates from the protein sequence database 

through the tags, and calculates the similarity. It mainly uses information from a 

protein sequence database, as with protein sequence database searching, as shown 

in Figure 1.10. Mann [33] first presented this method in 1994 without an 

automatic spectrum identification algorithm. The sequence tag method has been 

used widely since the development of GutenTag [34] and MultiTag [35]. InsPecT 

[36], DirecTag [37], Paragon [38], and TagRecon [39] adopt this method. 

De novo sequencing 

The de novo sequencing method infers the sequence information directly from the 

tandem MS and does not rely at all on the protein database. In the sequence-tag 

searching method, the key step is obtaining the sequential signal peak to generate 

the sequence tag. In fact, if the peptide is sufficiently fragmented that the 

spectrum contains nearly all of the fragment ion, we could infer the sequence tag 

respecting the whole peptide. Obviously, this method is very useful when a new 

protein is identified. Lutefisk [40], SHERENGA [41], PEAKS [42], PepNovo [43], 

and pNovo [44, 45] adopt this method. 
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Figure 1.10. Tag-searching process. 

The identification methods above involve many of the same steps, such as 

spectrum preprocessing, peptide-spectrum scoring, and evaluation. We will 

introduce the core steps in the later chapters. 

1.2.2 Challenges 

MS-based protein identification has developed rapidly in recent years. However, it 

is still a new research field compared with traditional biology and bioinformatics 

and faces many challenges. The difficulties come from the biologic specimen and 

the complexity of the MS data and the data analysis algorithms. Consequently, 

protein identification is still challenging work. Aebersold noted that MS data 

analysis is one of the main bottlenecks in proteomics, as described in Figure 1.11 

[46]. 

 
Figure 1.11. Comparative complexity of each step in proteomics. 

Note: the picture comes from [46]. 

The challenges mainly result from four respects. First, the scale of the MS is huge, 

which leads to considerable analysis time. For example, at the Beijing proteome 
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research center, using Q Exactive mass spectrometry, four different temperatures, 

three repeating, and a T. tengcongensis specimen, there will be 5 million tandem 

MS occupying 200 GB, as shown in Table 1.2. It will take 10 days to generate 14 

tandem MS per second. For high-speed mass spectrometry, like AB SCIEX 

TripleTOF 5600, the number will be two to four times higher. Currently, the 

speed of the identification software is determined by the scale of the database and 

the search parameters. Normally, the user could “use” the software by adopting a 

simple parameter; however, the user will usually adopt complex parameters to 

obtain a high ratio of identification results. In addition, the search engine will 

identify fewer than 10 tandem MS per second, which becomes a bottleneck in the 

entire protein identification process. 

 
Table 1.2. The number of tandem MS of the T. tengcongensis MS/MS data. 
"

Repeat 55℃  65℃  75℃  80℃  Total 
1 505,258 505,340 487,553 436,210 1,934,361 
2 307,438 290,970 296,618 267,615 1,162,641 
3 525,710 507,675 469,171 456,103 1,958,659 
Total 1,338,406 1,303,985 1,253,342 1,159,928 5,055,661 

 
Table 1.3. The scale of peptide sequences under tryptic digestion. 
"
Database Yeast v.20080606 IPI-Humanv.3.49 Swiss-Prot v.56.2 
Proteins 6,717 74,017 398,181 
Fully specific peptides 741,476 7,412,821 34,764,218 
Semispecific peptides 11,659,540 119,136,531 556,602,826 
Nonspecific peptides 120,464,808 1,230,715,950 5,605,491,572 

Note: peptide mass: 800 ~ 6000 Daltons, peptide length: 4 ~ 100 amino acids, nonspecifically 
digested peptide length: 4 ~ 50 amino acids, max missed cleavage sites: 2. 

 
Table 1.4. The number of PTM peptides. 
"

PTM sites Total number PTM sites Total number 
0 3,309,085 6 7,823,314,004 
1 25,197,765 7 17,606,043,889 
2 133,063,810 8 41,148,061,489 
3 477,180,661 9 99,244,365,518 
4 1,361,747,010 10 >200,000,000,000 
5 3,395,725,099   

Note: we choose: IPI-Human v3.49, 74,017 protein sequences, trypsin specific digestion, 4-100 
lengths of peptides, 800-6000Da, 2 max miss digestion sites. We use ten normal PTMs: M, S, T, Y, 
R, R, K, K, K, K. Oxidation (M), Phosphorylation (S, T, Y), Methylation (K, R), di-Methylation 
(K, R), tri-Methylation (K), and Acetylation (K). 
 

Second, the scale of the peptide is very large, as shown in Table 1.3. Normally, 

the peptide is ten times larger than the protein under specific digestion. 
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Semispecific and nonspecific digestion will further increase the total number of 

peptides. More importantly, the biologic specimen is very complicated, so the 

quality of the identified result is difficult to guarantee, typically because of 

digestion and the PTMs. For example, in the human protein database, there are 

161 times more nonspecific enzyme peptides than specific enzyme peptides [47]. 

In addition, the PTMs further enlarge the peptide scale [48]. As shown in Table 

1.3, when we consider 10 PTMs and allow a maximum of 10 PTM sites, the 

number of peptides will exceed two hundred billion. However, we do not know 

what kinds of PTMs exist in a real tandem MS dataset. If we consider all of the 

PTMs in the Unimod database, no search engine could work. Thus, the user could 

only guess at the type of PTMs, which would result in poetically low 

identification quality. 

Third, the new technology is not yet widely used and has dubious value. The most 

challenging point is the use of high-quality tandem MS data. For example, Mann 

and Gygi are top researchers in proteomics. Mann published many papers on CID 

and high-energy collisional dissociation (HCD) [49-51] and noted the advantages 

of HCD compared with CID MS. However, Gygi et al. claimed that high-quality 

tandem MS did not increase the number of the identified proteins [52]; Mann 

obtained the results in a specific dataset by setting different parameters in CID 

and HCD [53]. In addition, the study in which the search engine was designed did 

not fully understand the character of the HCD. Although they supported the preset 

parameter of the HCD processor and fragment ion, they did not make use of the 

high quality of the tandem MS and failed to obtain a favorable result. For example, 

the HCD data from Mann’s laboratory only had a 50% identification ratio [54]. 

Last but not least, the mechanism by which the tandem MS were generated is not 

sufficiently clear [55-63], and the analysis algorithm is behind the experimental 

method of the MS. We compared four different identification methods in the 

previous section. The methods that made use of databases are more robust and 

reliable than de novo methods. Given database and tandem MS, we always obtain 

results with the search engine. However, the user cannot determine the problems 

in the analysis process, and the final results always rely on the user’s experience. 

The results of a de novo method rely on the quality of the MS, without a reliable 

evaluation method. Meanwhile, if both database searching and a de novo method 



14"

are adopted, the search engine suffers from low efficiency and low effectiveness. 

As for efficiency, the speed of the search engine is far lower than the generation 

speed of mass spectrometry. As for effectiveness, the ratio is normally less than 

50%, as opposed to 10% to 30% before [64-66]. 

1.3 GPU computing 

Recently, graphics processing units (GPUs) have become general-purpose 

high-performance parallel hardware that have been developed continuously and 

provide another promising platform for parallelization of the protein identification 

search engine. GPUs are dedicated hardware for the manipulation of computer 

graphics. Due to the great demand for real-time computing and high-definition 

three-dimensional graphics, GPUs have evolved into highly parallel multicore 

processors. The GPUs’ advantages of computing power and memory bandwidth 

have driven the development of general-purpose computers (GPCs) on GPUs 

(GPGPU). 

We take NVIDIA GTX280 as an example to show typical GPU architecture. 

GTX280 has 30 streaming multiprocessors (SMs) that each have eight scalar 

processors (SPs), resulting in a total of 240 processor cores. GTX580 has 512 

processor cores. The recent GTX780 has 12 SMs and four GPCs, resulting in 

2304 processor cores. The SMs have a single-instruction multiple-thread 

architecture: at any given clock cycle, each SP executes the same instruction, but 

operates on different data. Each SM has four different types of on-chip memory: a 

register, shared memory, a constant cache, and a texture cache, as shown in Figure 

1.12. The constant cache and texture cache are both read-only memories that all 

SPs share. Off-chip memories such as local memory and global memory have 

relatively long access latency, usually 400 to 600 clock cycles [67]. The properties 

of the different types of memory have been summarized in [68, 69]. In general, 

the scarce registers and shared memory should be carefully used to amortize the 

global memory latency cost. 
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Figure 1.12. Hardware architecture of the GPU. 

In the Compute Unified Device Architecture (CUDA) model, a GPU is regarded 

as a coprocessor that is capable of executing a great number of threads in parallel. 

A single source program includes host codes running on a central processing unit 

(CPU) and kernel codes running on a GPU. Computation-intensive and 

data-parallel tasks must be implemented as kernel codes to be executed on a GPU. 

GPU threads are organized into thread blocks, and each block of threads is 

executed concurrently on one SM. Threads in a thread block can share data 

through the shared memory and can perform barrier synchronization. However, 

there is no native synchronization mechanism for different thread blocks except 

by terminating the kernel. Another important concept in CUDA is warp, which is 

formed by 32 parallel threads and acts as the scheduling unit of each SM. When a 

warp stalls, the SM can schedule another warp to execute. A warp executes one 

instruction at a time, so full efficiency can only be achieved when all 32 threads in 

the warp have the same execution path. There are two consequences: first, if the 

threads in a warp have different execution paths due to a conditional branch, the 

warp will serially execute each branch, which increases the total time needed to 

execute the instructions for this warp; second, if the number of threads in a block 

is not a multiple of the warp size, the remaining instruction cycles will be wasted. 

In addition, when accessing the memory, a half-warp executes as a group, which 

has 16 threads. If the half-warp threads access the coalesced data, the data access 

operation will perform within one instruction cycle. Otherwise, the access 

operation will occupy up to 16 instruction cycles [70]. 

Although the algorithms and programming of GPUs have been developed for 
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years [71-78], few studies have adopted the GPU to improve protein identification. 

In this specific new research era, the design the new algorithms for protein 

identification that can make the best use of the GPU’s computing power is still 

challenging work. 

1.4 Literature review 

As computational demands increase significantly, research on efficiency 

continues to develop, including the following respects: 

Indexing techniques: In [79], Edwards and Lippert considered the problem of 

redundant peptides. According to their experiment, approximately half of the 

peptides appeared more than once, which will surely lead to redundant scoring 

and decrease efficiency. They proposed the adoption of a suffix tree to organize 

the protein sequence database and generation of the peptide with a travelling 

suffix tree. Because all of the suffixes that share the same prefix are in the same 

path, the peptides generated are unique. The main contributions of their method 

are the adoption of a tree-based data structure to organize the protein database and 

the solution of the redundant peptide on small dataset. The main problem is 

scalability. When the database is more than 100 MB, the suffix tree is too large to 

load into the memory, and the use of external storage would significantly decrease 

the efficiency and would make it much more complicated to create and traverse 

the suffix tree. In [80], Tang et al. adopted peptide and b/y ion indexes to 

accelerate the peptide-spectrum matching process. They mainly digested the 

protein sequence into peptides offline, sorted them by mass, kept the unique 

peptide as the peptide index, and then further fragmented the peptide into ions 

sorted by mass as the ion index. They adopted a linear list and binary search and 

were able to increase the efficiency. However, an ion index would cost too much 

space to store and would lead to a high reading latency. The most serious problem 

of the previous two methods is that they are inefficient or even useless with PTM. 

In [47], Li and Chi analyzed the peptide-spectrum in detail and presented a whole 

workflow for this process. The peptide index is generated offline and stored in a 

linear list, and a precalculation strategy and Gödel code are adopted to increase 

the index generation time. The PTM peptide is generated online to avoid the mass 

storage space. The spectrum index is generated online, and the complexity for one 

peptide-spectrum is decreased to O(1). They obtain a total speed-up of 2 to 5 
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times. compared with no indexing mechanism in pFind and compare favorably 

with other search engines. In addition, the strategy in this paper could deal with 

any scale of dataset. The further work would be a parallel indexing mechanism to 

deal more efficiently with the ever-increasing dataset. 

Yen et al. developed a method to remove unlikely sequences in the database using 

peptide properties [81], Dutta and Chen adopted nearest-neighbor searching to 

accelerate peptide-spectrum matching [82], Roos et al. proposed the use of a 

hardware cache to accelerate identification [83], and Park et al. used a peptide 

index to increase the efficiency of querying candidate peptides for the MS [84]. 

Tag: Various studies based on tag have been performed to improve the efficiency 

of protein identification. The main idea of this method is to extract a small tag of 

peptide from the tandem MS to merge into the whole peptide, with or without the 

protein database. One of the most significant methods is the peptide sequence tag 

[33], followed by GutenTag [34], MultiTag [35], InsPecT [36], DirecTag [37], 

Paragon [38], and TagRecon [39]. In fact, extracting a peptide tag or tags is a very 

complicated process, due to the spectra resolution and accuracy, charge states, and 

peptide sequence lengths. In addition, dynamic programming is the main 

algorithm in this field, which is complicated and not very efficient on parallel 

platform. Consequently, this method is still not adopted as commonly as 

traditional database search engines. 

Parallel technology: Most of the popular peptide and protein search engines have 

their own parallel versions: SEQUEST adopts a parallel virtual machine to build 

its cluster system [85], and Mascot and Phenyx use a message passing interface. 

X!Tandem has two parallel strategies [86, 87]. These systems have also been 

integrated into higher-level application frameworks, such as web service or grid 

[88] and even cloud computing. Halligan [89] migrated X!Tandem and OMSSA 

to the Amazon cloud-computing platform. However, the above work did not 

perform well when the number of cores or nodes in a cluster grew, mainly as a 

result of the task distribution strategy. Wang built an estimation model and 

developed effective online and offline scheduling methods for parallel pFind. An 

experiment on the public dataset showed that the speed-up on 100 processors was 

83.7. On a dataset that was ten times larger, the speed-up on 320 processors was 

258.9 and the efficiency was 80.9% [90]. Wang achieved a better speed-up effect 
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than others with hundreds of cores.  

Hardware: With the development of modern high-performance hardware, some 

studies have attempted to adopt hardware like GPU and field programmable gate 

arrays (FPGA) to improve the efficiency of protein identification. Bogdan et al. 

and Dandass used FPGA [91]. The main concern is that mass spectrometers 

generate large data files that are complex and noisy and require extensive 

processing to extract the optimal data from the raw data; therefore, processing is 

usually performed offline after data acquisition. They explored a strategy of 

real-time advanced processing of mass spectrometric data, making use of the 

reconfigurable computing paradigm, which exploits the flexibility and versatility 

of FPGAs. The hardware-implemented algorithms for de-noising, baseline 

correction, peak identification, and deisotoping, running on a Xilinx Virtex 2 

FPGA at 180#MHz, generate a mass fingerprint over 100 times faster than an 

equivalent algorithm written in C, running on a Dual 3-GHz Xeon workstation. 

The main contribution is the attempt to adopt FPGA in protein identification and 

to obtain good speed-up in the raw data-processing step, which indicates a future 

in applying the related hardware in other sections in this field. 

Hussong [92] used GPU to speed up the feature-selection step. They noticed that 

due to the large number of different proteins and their PTMs, the amount of data 

generated by a single wet-lab MS experiment can easily exceed several gigabytes, 

and there is a clear tradeoff between performance and the quality of the analysis, 

which is currently one of the most challenging problems in computational 

proteomics. Using GPUs, they implemented a feature-selection algorithm based 

on a hand-tailored adaptive wavelet transform that drastically reduces the 

computation time. A further speed-up can be achieved by exploiting the multicore 

architecture of current computing devices, which leads to a speed-up of 

approximately 200-fold in our computational experiments. In addition, they also 

demonstrated that several approximations that are necessary with a CPU to keep 

run times bearable become obsolete with a GPU, resulting not only in faster 

results, but also improved results. The study illustrates how the high-performance 

power of GPU could be utilized in this field. However, the algorithm in this paper 

only concerns feature selection, which is only a small part and is not at all the hot 

point in the whole MS-based protein identification. Feature selection is relatively 
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easy to parallelize compared with other steps, such as peptide-spectrum matching 

and scoring. Consequently, the application of GPU in protein identification is 

worthy of further research. 

1.5 The contribution 

This thesis analyzes high-throughput MS/MS-based protein identification, 
improves the identification method, and achieves better efficiency and 
effectiveness. 
Index system 

We systematically investigate all of the efficiency-related steps and find three key 

issues concerning efficiency. First, we present a new protein index strategy, with a 

low construction consumption and friendly support for the peptide index. Second, 

We design a peptide dictionary to delete the redundancy, with a mass-based 

sorting order to accelerate the coming peptide-precursor matching step. Third, we 

propose an ion peak index and lower the computational complexity to O(1) for 

each peak.  

More importantly, we present a complete parallel strategy for the entire index 

system. Assuming the scale of the size is smaller than the space of the hardware 

disk, the parallel index system could process all the protein database, with an 

efficient workload for the cluster. With a pre-calculation strategy, the index 

system could support a better speedup for the parallel search engine, using less 

memory consumption. 

Parallel the scoring module of the protein identification search engine by GPUs 

With the index system, profile analysis shows that the scoring module, which is a 

computing-intensive process, occupied 80% of the total time. Parallelization is a 

reasonable method to increase efficiency. Thus, we begin novel research on a 

parallel database search engine by GPUs, which could work as a small cluster or a 

much higher-performance node inside a cluster. 

Our first contribution is the design, implementation, and evaluation of two 

different parallel spectral dot product (SDP) algorithms on a GPU based on the 

precursor mass distribution of the experimental spectrum. The precursor mass 

distribution describes the number of spectra in a group of preset consecutive mass 

windows and marks the windows as either sparse or dense. For the sparse mass 

windows, we use the GPU on-chip registers to minimize the memory access 
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latency. However, due to the limited size of the on-chip registers, this method is 

not applicable to the dense mass windows. Consequently, we design a novel and 

highly efficient algorithm that treats the experimental and theoretical spectra as 

two matrices, considers the scoring process as a matrix operation, and then makes 

use of the GPU on-chip shared memory and the on-chip registers. Using both of 

these algorithms, we achieve a speed-up of 30 to 60 times compared to the serial 

version on a single CPU. 

Our second contribution is the adoption of a GPU cluster for protein identification 

that uses a novel precalculation strategy to balance the workload on each node and 

to decrease the communication costs between the master node and worker nodes. 

We consider the operation number of each scoring process between the theoretical 

and experimental spectra as the basic task, divide the mass range into sub–mass 

ranges in which the number of basic operations in each subrange is almost the 

same, and then dispatch the task to the subrange. In the end, we obtain a favorable 

speed-up on our GPU cluster that contains eight Nvidia GTX580 GPUs with a 

total of 4096 processing cores. 

Spectrum clustering by k-means on GPU 

After the search engine’s identification process, we obtain an identified spectrum 

and an unidentified spectrum. With the development of related technology, the 

ratio of the identified spectrum increases from 10% to 50%. However, the 

unidentified spectrum is still an interesting topic in this field. One promising 

method is to adopt the clustering algorithm and dispatch the unidentified spectrum 

to the identified spectrum, namely, spectrum clustering. K-means is a solid 

clustering method that has been applied in many research areas, but the main 

challenge to its application in protein identification is the time consumption. We 

thus conduct systematic research to parallelize the k-means using CUDA. 

Our key contribution is the observation that the dimensionality of the data set is an 

important factor to consider. Another contribution is the design, implementation, 

and evaluation of two different strategies. For low-dimensional data sets, we 

mainly use the GPU on-chip registers to minimize the memory access latency. 

Due to the limited size of the on-chip registers, this method is not applicable to 

data sets with high dimensionality. For high-dimensional data sets, we design a 
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novel and highly efficient algorithm that treats the most time-consuming part of 

k-means as matrix multiplication and then makes use of both the GPU on-chip 

shared memory and the on-chip registers. 

Our second contribution is our analysis of the strategy for a large data set that 

cannot be processed within a single GPU. Our experimental results show that our 

parallel k-means algorithm performs much better than existing algorithms for both 

low-dimensional data sets and high-dimensional data sets. 

In conclusion, this thesis focuses on the efficiency of the protein identification 

search engine, designs a parallel index strategy to optimize the entire search flow. 

Second, considering the most computing-intensive scoring module, the thesis 

apples GPUs to increase the scoring efficiency and obtains a speed-up of 30 times 

on a single GPU and nearly linear speed-up on a GPU cluster. In addition, the 

above strategy could be easily adopted by other search engines without any loss of 

accuracy. In the end, this thesis proposes a clustering method based on k-means to 

analyze the unidentified spectrum and make it possible to cluster larger scales of 

the spectrum with the application of GPUs. We introduce the above three respects 

in the following three chapters and conclude the article and talk about the future in 

the last chapter. 
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2. Index system 
In most bioinformatics research centers, labs and companies, database search 

engine is still the main method for the protein identification, which shares a 

common workflow with most of search engines, like the web page search engine, 

as shown in Figure2.1. It is reasonable to apply the computing technique in 

traditional search engine to accelerate the protein identification search engine. 

Index system is always the key module of the search engine to ensure the query 

efficiency, without any loss of the effectiveness.  

In the chapter, we systematically research the whole workflow of the protein 

identification search engine and optimize the workflow. We design a parallel 

index system for protein identification search engine, which could be easily 

adopted by most of the related software to achieve a high efficiency. 

 
Figure2.1 Similar workflow between webpage and protein identification search engine 

2.1 Overview 

There are many attempts to improve the design of classical database search 

engines. For example, Edwards & Lippert considered the problem of generating 

the peptides from protein sequences and matching with spectra[79], Tang et al. 

intended to use peptide and b/y ions indexes[80], Yen et al. developed a method to 

remove unlikely sequences in the database using peptide properties[81], Dutta & 

Chen adopted the nearest neighbor search to speed up peptide-spectrum 

matching[82], Roos et al. proposed to use hardware cache to speed up 

identification[83], and Park et al. used peptide index to increase the efficiency of 

querying candidate peptides for the mass spectrum[84]. However, these sporadic 
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research efforts do not investigate the entire workflow of search engines, and few 

practical systems are accompanied. 

In this section, we systematically investigate all the efficiency-related steps in the 

workflow of protein identification: protein digestion in silico → peptide 

modification → peptide-precursor matching → fragment ion-peak matching, and 

propose several key issues. First, protein database is a flat text file, only 

supporting sequential query. Mascot and X!Tandem also notice it and construct 

the protein index to avoid this disadvantage. However, the construction time is 

high, and they do not consider the following peptide index. Thus, we present a 

new protein index strategy, with a low construction consumption and friendly 

support for the peptide index. 

Second, from the protein database, many peptides are redundant, which lead to 

redundant scoring the following steps. Thus, we design a peptide dictionary to 

deleting the redundancy, with a mass based sorted order to accelerating the 

coming peptide-precursor matching step. We also design an inverted file strategy 

to connect the peptide to proteins, to infer the protein based on the identified 

peptide. 

Third, during the fragment ion-peak matching step, frequent query operations 

consumes a lot time. We propose a ion peak index, and lower the computational 

complexity to O(1) for each peak. In the end, the whole index system accelerate 

the search engine by 2~5 times, and compares favorably with SEQUEST, Mascot 

and X!Tandem.  

More importantly, when the scale of the protein database grows, as well as the 

scale of the generated peptides (with PTMs), it is not efficient enough to only 

adopt a single PC. Besides, when the scale of mass spectra is large, we would 

prefer parallel search engine, which also need a parallel index strategy to get a 

better query efficiency. Consequently, we present a complete parallel strategy for 

the entire index system. Assuming the scale of the size is smaller than the space of 

the hardware disk, the parallel index system could process the entire protein 

database, with an efficient workload for the cluster. With a pre-calculation 

strategy, the index system could support a better speedup for the parallel search 

engine, using less memory consumption. 
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With the design of pFind 2.1 as a running example, we illustrate how to speed up 

general protein identification search engines by use of indexing techniques. 

Section 2.2 and 2.3 describe how to construct protein and peptide indexes more 

time- and space-efficient than SEQUEST 2.7 and shows a speedup of two to three 

times over a scheme without protein and peptide indexing. In addition, database 

searching with such algorithm compares very favorably with Mascot 2.1.03, 

SEQUEST 2.7, and X!Tandem (2008.12.01) on the identification speed. Section 

2.4 describes how to index tandem mass spectra precursors and fragment ions to 

achieve another speedup of two. Section 2.5 describes the parallel index strategy. 

Section 2.6 discusses the potential for further improving efficiency of the 

first-generation protein identification search engines, including Mascot, 

SEQUEST, X!Tandem, and pFind, which share the common feature of directly 

mapping peptides to spectra without extracting any information from the spectra. 

2.2 Protein Index 

The database search engine is relied on the known protein database. The first step 

of the search engine is reading the protein information from the database. The 

protein database is usually organized in the format of FASTA as shown in 

Figure2.2. This format is easy to read for people, but it is not so efficient for 

computers because of two reasons. Firstly, each protein sequence contains a line 

break every 80 amino acids, and the length of the sequence is unknown, which 

makes it impossible to read a whole protein sequence at one time. Secondly, if we 

want to read the protein by its ID, we have to scan the database from the very 

beginning, which is obviously inefficient. So we construct a protein index in 

pFind 2.1 to speed up the process of reading proteins both sequentially and 

randomly. 

 

Figure2.2 Protein database in FASTA format. At the beginning of each entry there is usually a 
character ‘>’, followed by the accession number and the description. The rest lines store the real 
protein sequence. 

As shown in Figure2.3, the protein index of pFind contains three data files and 
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one index file. The three data files store the fields of accession number (AC), 

description (DE) and sequence (SQ) of each protein, respectively, in binary 

format. The index file stores a record of three pointers for each protein, pointing 

to the positions of AC, DE, and SQ of the protein in the corresponding data files. 

If the data files are too large to be loaded into the memory, pFind will partition 

them into several parts, ensuring each part could be loaded into the memory to 

achieve a high reading efficiency. Besides, the DE file is optional since in some 

experiments the protein descriptions are not used. The construction process is 

straightforward. 

Based on the protein index, proteins can be read both sequentially and randomly. 

The sequential reading is nearly the same as the reading from the original FASTA 

file but with a high speed, since line breaks within the sequence are removed, and 

the sequence length is known beforehand. For random access of a specific protein 

by its ID, first use the ID to calculate the position of the record in the index file, 

then use the pointers in the record to retrieve its AC, DE and SQ in the 

corresponding data files.  

 

Figure2.3 Data structure of protein index for pFind. The three data files store the fields of 
accession number (AC), description (DE) and sequence (SQ) of each protein, respectively, in 
binary format. The index file stores a record of three pointers for each protein, pointing to the 
positions of AC, DE, and SQ of the protein in the corresponding data files. 

The protein index is implemented in pFind 2.1, and both its time and space usage 

are tested and compared with Mascot and X!Tandem. Table2.1 shows that pFind 

is more efficient than Mascot, especially when we index the large database 

NCBInr, where pFind only needs 348 seconds but Mascot needs 21,600 seconds, 

over 30 times longer. Since Mascot does not index the field of DE, its space usage 

is slightly smaller.  

As shown in Table2.2, pFind is a little less efficient than X!Tandem on 

constructing the protein index, because of the following reason: X!Tandem only 
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constructs one index file, while pFind constructs four files with a partition 

strategy. Obviously, during the index construction, X!Tandem needs less I/O 

operations than pFind. However, when dealing with large protein database, such 

as NCBInr which is larger than the memory size, the protein index of X!Tandem 

is too large to be loaded into the memory, which will render the reading efficiency 

two times slower through our experiment. With a proper partition strategy, the 

protein index of pFind could be read in the memory efficiently. For example, the 

index file of NCBInr is partitioned into eleven groups, each of which occupies 

only 256MB (the number of groups could be specified by the user according to 

their memory size) and contains three files, index, AC and SQ. Obviously, each 

group could be read in memory with a high speed compared with read from the 

disk. Consequently, the little time and space usage of pFind’s protein index are 

worthwhile indeed. 
Table2.1 Time and space usage of pFind and Mascot on constructing protein index 

Database Time (second) Space(MB) 
pFind  Mascot  pFind Mascot 

Yeast 1  9  4 4  
IPI-Human 5  49 41 39 
Swiss-Prot 16  112 181 180 
NCBInr 348  21,600 3,800 3,600 

Note: In this experiment we use a Dell server, which has Intel Xeon (R) 5100 @ 1.60GHz, 4CPU 
and dual core with 8GB memory. All the experiments mentioned in this section are done on this 
computer. The version of NCBInr is V.20081206.  

Table2.2 Time and space usage of pFind and X!Tandem on constructing protein index 

Database Time (second) Space (MB) 
pFind X!Tandem pFind X!Tandem 

Yeast 1 1 3 3 
IPI-Human 5 4 34 32 
Swiss-Prot 8 7 156 151 
NCBInr 132 121 2,703 2,670 

Note The protein index of X!Tandem is named fasta.pro. Since X!Tandem does not save DE, 
protein descriptions are not stored in pFind for a fair comparison.  

2.3 Peptide inverted index 

During the general protein identification process, proteins are digested in silico 

into peptides, which are then matched to spectra. However, proteins may produce 

redundant peptides, which results in redundant peptide-spectrum matching and 

scoring. For example, redundant peptides take more than half under fully tryptic 

digestion of human proteome IPI.Human v3.49, as shown in Figure2.4. Profiling 

analysis indicates that with a well-designed search engine, peptide-spectrum 

matching and scoring takes a large part of the total time in database searching. In 

addition, the on-line digestion in silico also takes much time, especially when the 
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spectra are identified in a number of separate batches, such digestion will have to 

be repeated. Therefore, off-line digestion and storing unique peptides in index 

files is a promising method to remove the above redundant operations.   

 

Figure2.4 The distribution of redundant peptides. The X- axis stands for the peptide count, and the 
Y-axis stands for the number of peptides with each peptide count. For example, the second column 
means that over 80,000 peptides appear twice. 

In term of peptide indexing, the first question to be answered is what kind of 

peptides are to be stored, digested peptides or modified peptides? The peptide 

index of SEQUEST stores all the peptides with post-translational modifications, 

which suffers from two main shortcomings. Firstly, as indicated by Table1.3, the 

number of modified peptides is huge, and hence the index for the modified 

peptides will take tremendous time to construct and huge space to store. Secondly, 

while the set of protein sequences is relatively stable, the set of PTMs specified 

may be variable for even the same set of spectra; hence the index for the modified 

peptides has to be reconstructed whenever the specified set of PTMs changes, 

which is harmful to identification efficiency. In addition, the efficiency of such 

peptide index construction could be further improved but few studies aimed at it. 

Consequently, pFind constructs off-line an index for digested peptides, but 

generates on-line all the modified peptides. Profiling analysis shows that such 

on-line generation of modified peptides only takes less than 5% of total 

identification time with pFind. Hence this approach has no overhead with the 

potentially huge space for modified peptides, and little sacrifice of time efficiency. 

In addition, based on the digested peptides index, other database searching 

methodologies could easily apply this strategy to generate modified peptides 

while avoiding redundancy. 

The following important questions are concerning index structure, construction 

and querying. 2.1 talks about the peptide index structure and construction. Since 

SEQUEST also constructs peptide index while Mascot and X!Tandem do not, we 
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would compare with SEQUEST in this part. 2.2 talks about the speed-up effect of 

peptide index, we compare with not only SEQUEST, but mainly with Mascot and 

X!Tandem which are more time-efficient. 

2.3.1 Index structure and construction 

pFind adopts an inverted index for digested peptides, including the peptide 

dictionary that stores the distinct peptides and the inverted lists that store the 

protein IDs that generate the peptides. The data structures for the dictionary and 

the inverted lists are shown in Table2.3 Specifically, pFind uses Position and 

Length to represent the peptide sequence, instead of the original sequence like 

SEUQEST and Interrogator[38], which decreases the space usage sharply. For 

example, the average length of tryptic peptides in IPI-Human v3.49 is ~ 19, which 

means storing original sequence will occupy ~ 19 bytes for each peptide. With the 

consideration of 20 standard amino acids, each amino acid could be stored in 5 

bits, and a peptide would occupy ~ 12 bytes. However, with the compact 

representation, pFind only needs exact 5 bytes. Furthermore, the memory could be 

used more efficiently and then the time of constructing peptide index would be 

reduced to a certain extent due to the saving of storage space by such 

representation. 
Table2.3 Data structure of the peptide dictionary and the inverted list of pFind 
 Field Type Annotation 

Peptide 
dictionary 

Mass size _t Peptide mass 
Position size _t Position of the peptide in protein database 
Length char Peptide length 
InvertedFilePos size _t Pointer to the associated proteins in the inverted list 

file 
Pro_num size _t Number of proteins containing this peptide 

Inverted 
list 

Pro_1_ID_1 size _t The first protein containing the first peptide 
Pro_1_ID_2 size _t The second protein containing the first peptide 
… … … 
Pro_2_ID_1 size _t The first protein containing the second peptide 
… … … 

The construction of the peptide index includes three steps. Firstly, scan the protein 

sequences, and digest them in silico into peptides. Secondly, sort the peptides first 

by mass and then by sequence at equal mass; as a result, redundant peptides will 

be placed consecutively, and so it is with the proteins associated with the same 

peptide. Thirdly, scan the sorted peptides, remove redundant peptides, store the 

distinct peptides into the dictionary, and put the IDs of all the proteins associated 

with this peptide into the inverted list, as shown in Figure2.5.  
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A serious challenge of the index construction is that the set of all peptides is too 

large to be sorted at a time in memory. Hence a pre-calculation strategy is firstly 

designed, which calculates the mass distribution of all the peptides first. Given the 

available memory for index construction, partition the mass range of all the 

peptides into mass intervals such that the peptides in one mass interval could be 

sorted in memory, see Algorithm 2.1. 

 

Figure2.5 The process of constructing the peptide index. 1) Digest protein sequences into peptides. 
2) Sort the peptides first by mass and then by sequence; as a result, redundant peptides will be 
placed consecutively. 3) Remove redundant peptides, store the distinct peptides into the dictionary, 
and put the IDs of all the proteins into the inverted list. 
 

Algorithm 2.1: simple simulation of calculating peptide distribution by mass 

1. divide mass range into bins, each bin stand for r Da. 

2. n = 
max_ min_mass mass

r
−" #$ % . 

3. initialize the bin[n], stand for the number of peptide in each bin. 
4. for each protein sequence 
5. digest protein sequence into peptides. 
6. for each peptide 
7. calculate the mass m, 

8. k = . 

9. bin[k] = bin[k] + 1. 
10. end of for peptides 
11. end of for protein 

12. p = 
max_ _
( _ )
mem size

sizeof peptide struct! "# $ . 

13. initialize mass[n+1], mass[1] = min_mass. 
14. sum=0, i=0, num =1. 
15. for i < n. 
16. if sum > p. 
17. mass[num] = min_mass + i*r. 
18. sum = 0, num = num+1. 
19. else 
20. sum = sum + bin[i]. 
21. i = i+1. 
22. end of for 
23. mass[0] = num. 

min_m mass
r

−" #$ %
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Because the most time-consuming part is sorting the peptides by the sequence, a 

novel signature method is proposed, using logarithm Gödel code, which maps 

each distinct peptide to a distinct floating-point number without any collisions in 

practice, as shown in Algorithm 2.2. Sorting the peptides by the signature is five 

to ten times more efficient than sorting by the sequence, as shown in Table2.4. 

With the pre-calculation strategy and Gödel code, peptide index can be 

constructed efficiently in memory, see Algorithm 2.3. 

 
Algorithm 2.2: simple simulation of calculating Gödel code 

1. initialize prime[N], N different prime numbers. 
2. peptide S, Gödel_Value, i=0. 
3. for i < S.length 
4.   Godel_Value = ( S[i] – ‘A’ ) * log ( prime[i] ) 
5. end of for 

 
Algorithm 2.3: simple simulation of the peptide inverted index 
construction 

1. for i < mass[0];for i = 1, 2, 3, …, mass[0] - 1 
2.  for each protein sequence. 
3.     digest protein sequence into peptides. 
4.     for each peptide.  
5.      calculate the mass m. 
6.     if m ≥ mass[i-1] and m < mass[i] 
7.         put the peptide into set P 
8.  end of for protein. 
9.  sort peptides in P by mass, Gödel value and Pro_ID. 
10.  initialize k and w with 0.  
11.  for each peptide in P 
12.     k ! Gödel value of P. 
13.     if k is not equal to w 
14.        write the peptide into the dictionary. 
15.        write the associate Pro_ID into inverted list. 
16.     w ! k. 
17.  end of for peptide 
18. end of for mass[0]. 

Both the construction time and space usage of peptide indexing in pFind are tested 

and compared with SEQUEST. As is shown in Table2.5, pFind is ~5 times faster 

than SEQUEST under fully tryptic digestion, and ~10 times faster than SEQUEST 

under semi- and non-specific tryptic digestion, resulting mainly from the 

following two reasons: Firstly, benefiting from the pre-calculation strategy, pFind 

constructs the index all in the memory while SEQUEST sorts all peptides in the 

disk, which is rather slow. The compressed representation of each peptide makes 
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the algorithm to handle more peptides each time, which further speed up the index 

construction. Secondly, pFind sorts peptides by their signatures, namely the Gödel 

codes, instead of the sequences themselves. On the other hand, even though pFind 

stores more information in the peptide index than SEQUEST, such as miss 

cleavages and the number of proteins which generates the peptides, pFind still 

uses less space than SEQUEST, as is shown in Table2.5, especially under semi- 

and non-specific tryptic digestion. The reason is that pFind compactly represents a 

peptide sequence by its position and length, not by the sequence itself. (To speed 

up reading original peptide sequence, pFind constructs protein index to represent 

FASTA database in a compact style, which is described in detail and compared 

with Mascot and X!Tandem that also construct protein index in the supplementary 

material) 
Table2.4 The effect of Gödel code for speeding up the construction of peptide index (in seconds) 

 Yeast IPI-Human Swiss-Prot 
Sorting the sequence directly 24   334   1437   
Sorting the Gödel code 4   32   275   

Note: The experiments are under fully-specific digestion. Sorting the sequence means, during the 
index construction, sort all the peptides by mass and sequence, while sorting the Gödel code 
means sort all the peptides by mass and Gödel code.  
 
Table2.5 Time and space usage of the peptide indexing 

Database Cleavage Time (Seconds) Space (Mega Bytes) 
pFind SEQUEST   pFind SEQUEST 

Yeast 
Fully-specific  
Semi-specific  
Non-specific  

4 19    19  21   
41 766    300  1,024   

434  3,767    3070  4,403   

IPI-Human 
Fully-specific  
Semi-specific  
Non-specific  

32  122    104  113   
480  9,420    2,050  4,430   

7,883  44,880    19,456  23,552   

Swiss-Prot 
Fully-specific  
Semi-specific  
Non-specific  

275  653    600  730   
5,268  51,120    11,264  39,936    

81,582  407,910    107,520  122,880   
"
2.3.2 Index query and experiment 
Based on the peptide index, the identification workflow is shown in Figure2.6. 

Three key steps are involved, namely candidate peptide generation, 

peptide-spectrum matching, and similarity scoring. Section 3 discusses the latter 

two steps. The step of candidate peptide generation is to scan the peptide 

dictionary and for each unique peptide, generate all of its modified variants as 

candidates. In order to illustrate the benefit of peptide indexing, the speed of 

pFind is compared with those of Mascot, SEQUEST and X!Tandem. As indicated 

before, Mascot only has one workflow, which uses protein index but no peptide 

index. SEQUEST has two workflows, with workflow-1 not using any index and 
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workflow-2 using the peptide index. pFind also has two workflows, with 

workflow-1 using the protein index only, and workflow-2 using both protein and 

peptide indexes.  

Mascot and SEQUEST only adopt the normal one-step mode of protein 

identification, which considers all the modifications and the whole protein 

database through one pass of search. pFind and X!Tandem support both the 

normal one-step mode and the multi-step mode[93]. In the latter mode, two sets of 

modifications A and B are specified for two passes of search respectively, where 

A is usually a subset of B. The first pass considers the whole protein database and 

the modification set of A, with a small set of proteins identified. The second pass 

considers the smaller set of proteins identified and the larger modification set of B, 

with the identification result as the final output.  

 

Figure2.6 In the workflow of pFind, three key steps are involved. Firstly, scan the peptide index 
and for each peptide, generate candidate modified peptides; secondly, find all spectra whose 
masses fall in the tolerance window of one peptide; thirdly, score each peptide-spectrum match. 

The database searching parameters are shown in Table2.6. The MS/MS data in 

Exp.1 are from a previously reported dataset[94], and the data in Exp.2 are 

generated by another liquid chromatography/tandem mass spectrometry 

(LC/MS/MS) experiment, analyzing a mixture of human serum proteins. 

Specifically, in the multi-step method of pFind and X!Tandem, phosphorylation is 

considered only in the second round of database search, which is performed 

against a much smaller database. In all experiments of the section, we use a Dell 

server, which has Intel Xeon (R) 5100 @ 1.60GHz, 4CPU and dual core with 

8GB memory. All the experiments mentioned in this section are done with this 

computer. 
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Table2.6 Database searching parameters 

Exp.1 

Instrument QSTAR 
Spectra 46,195 DTA files 
Database Yeast (13,434 proteins, target + reversed) 
Enzyme Trypsin (max missed cleavage sites = 2) 
Tolerance Precursor: 0.2 Da; Fragment: 0.2 Da 

Modifications Fixed: Carbamidomethylation (C) 
Variable: Oxidation (M), Phosphorylation (S, T, Y) 

Exp.2 

Instrument LTQ 
Spectra 43,493 DTA files 
Database IPI.Human v3.49 ( 148,034 protein, target + reversed) 
Enzyme Trypsin (max missed cleavage sites = 2) 
Tolerance Precursor: 3 Da; Fragment: 0.5 Da 

Modifications Fixed: Carbamidomethylation (C) 
Variable: Oxidation (M), Phosphorylation (S, T, Y) 

As shown in Table2.8, pFind, using peptide index, performs better than Mascot 

and X!Tandem in both modes. For example, in the multi-step mode and Exp.2, 

pFind is more than five times faster than X!Tandem. Since pFind and X!Tandem 

use similar multi-step search strategies and scoring models, it is reasonable to 

conclude that the well-designed peptide index is indeed beneficial in database 

searching. In addition, although pFind adopts a more complicated scoring 

model[21] than SEQUSET and generates modified peptides on line, it is still more 

than ten times faster than SEQUEST, which further confirms the benefit of 

peptide indexing strategy proposed in this section.  
 
Table2.7 Time usage distribution and scoring Number of pFind in Exp.2 

Time usage pFind without  
peptide index 

pFind with  
peptide index 

Candidate peptide generation   22 minute  15 minute 
Peptide-spectrum matching   27 minute  17 minute 
Similarity scoring 1768 minute 815 minute 
Number of scoring  12,415,099,229 6,184,080,825 

 

Table2.8 Time usage of database searching (minute) 
Mode  Search Engines Exp. 1 Exp. 2 

One-step 

SEQUEST 296 1302 
Mascot 43 1241 
X!Tandem 68 1223 
pFind 85 1768 
pFind# 37 815 

multi-step 
X!Tandem 20 613 
pFind 33 244 
pFind# 16 94 

Note: # means using peptide index, otherwise means not using peptide index. 

The speed-up effect of pFind’s index mechanism is shown as Tables2.7 and 2.8 in 

detail. In Table2.8, using the peptide index, pFind achieves a speedup of two to 

three in both one-step mode and multi-step than pFind not using peptide index. 
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Besides, Table2.7 shows scoring number and time usage distribution of pFind in 

Exp.2. Obviously, the similarity scoring occupies more than 90% of the totally 

time, and using the peptide index, the scoring number decreases nearly 50%, 

resulting in a high efficiency and also confirming the analysis at the beginning of 

section 2. 

In summary, from the above experiments, it is obviously to see that peptide index 

avoids redundant peptide-spectrum matching and redundant scoring, and thus 

results in a high efficiency. It is also worth emphasizing that the such index 

strategy could speed up database searching without loss of accuracy, since it has 

nothing to do with the scoring algorithm itself but only decreases the redundant 

operations; therefore, it could be widely used in other database search engine, as 

well as combining with other database searching techniques, such as paralleling 

searching. Besides, the identification results are shown in Table2.9 and Table2.10 

in the supplemental material. 
Table2.9 Identification results of pFind and Mascot in Exp. 1 

 spectra peptides 
proteins 

u1 u2 

     

1% FDR on 
the 

spectrum 
level 

P 7943 3226 880 558 

P# 8233 3463 1015 583 

M 6693 2843 839 496 

P#∩M 5261 2335 717 599 

P∩P# 7180 2995 845 598 

P∩M 5053 2239 701 582 

P∪P#∪M 10243 4149 1163 645 

Note: # means that the multi-step mode is used. u1 denotes the number of proteins with at least 
one peptide that support it, and u2 denotes the number of proteins with at least two peptides that 
support it. 
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Table2.10 Identification results of pFind and Mascot in Exp. 2 

 spectra peptides 
proteins 

u1 u2 

1% FDR on 
the 

spectrum 
level 

P 2775 432 421 225 

P# 5576 741 290 277 

M 2485 500 368 227 

P#∩M 2370 438 248 247 

P∩P# 2691 369 279 274 

P∩M 1803 327 299 242 

P∪P#∪M 5739 843 498 283 

Note: # means that the multi-step mode is used. u1 denotes the number of proteins with at least 
one peptide that support it, and u2 denotes the number of proteins with at least two peptides that 
support it. 

2.4 Spectrum inverted index 

Peptide-spectrum matching consists of two sub-steps: (1) mapping candidate 

peptides to precursors, and (2) mapping theoretical fragment ions of a candidate 

peptide to observed peaks of a tandem spectrum. The step of scoring is to evaluate 

the similarity between the peptide and the spectrum based on the matched 

ions/peaks. While different search engines are featured with their respective 

similarity scoring schemes, their first two steps are essentially the same. When the 

search engine is adequately optimized, the peptide generation step takes less than 

5% of the total identification time, but the peptide-spectrum matching step takes 

40% to 60%. 

2.4.1 Speed up peptide-precursor matching 

Given a peptide P, a set of tandem mass spectra, and a specified maximum mass 

deviation, the peptide-precursor matching is to find out those tandem mass spectra 

whose precursors are within the maximum mass deviation from the mass of P. 

Without loss of generality, we check the average times of failed comparisons to 

evaluate algorithms’ performance in peptide-precursor matching (it is also used in 

section 3.2). Failed comparisons are defined as unnecessary peak comparisons 

during peptide-precursor match, that is, all comparisons before a valid precursor is 

found.  

A simple method is to traverse all spectra in the set, checking each spectrum to 

see if it matches the peptide P. This method is obviously very time-consuming, 
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with time complexity O(N), where N is the size of the spectra set, because all 

spectra have to be checked even if there is only one spectrum matching the 

peptide. A refined method is to sort the spectra by their precursor mass first, and 

then use binary search to find if there is one spectrum matching the peptide. Since 

the spectra are sorted, if one spectrum is matched, then all matched spectra can 

easily be obtained. This query approach is implemented in X!Tandem, with time 

complexity O(log2N). 

However, when the number of the spectra increases, the binary search-based 

method is sometimes not efficient enough. We notice the fact that the precursor 

masses are in a pre-specified range, e.g., 400 m/z ~ 2000 m/z, or 800 Da ~ 6000 

Da. This feature can be used to further optimize the peptide-precursor matching. 

Specifically, we can index all spectra as follows: 

1) Sort all spectra by their precursor masses; 

2) According to the actual mass range of all the precursors, create bins with a 

constant width; 

3) For each bin, store their corresponding spectra. 

Thus we have constructed an inverted index for precursors (see Algorithm 2.4 for 

the details): the dictionary contains all the bins, and the inverted list for each bin 

records the spectrum IDs whose precursor mass windows overlap with the bin. 

Such an inverted index is illustrated in Figure2.7. When querying spectra by a 

peptide, we can use a hash function to quickly find the matched bin and locate all 

the matched spectra. If the width of the bin is appropriate and a good hash 

function is used, the first proper spectrum can be found in about O(1) time. As a 

theoretical prediction, the inverted index can efficiently decrease the number of 

failed comparisons. The latter two methods are both implemented in pFind 2.1, 

and compared in Section 3.3.  
 

Algorithm 2.4: simple simulation of the spectrum inverted index construction 
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1  allocate and initialize a dictionary D of size _  -  _  = 1end mass start massN
σ

" # +" #$ %

. 

2  sort the elements of S in increasing order of Si.upper_mass. 
3  position = . 

4  for all elements Si in S do 
5    M = interger_mass (Si.upper_mass). 
6    if  do 

7     for all i = position +1, position + 2, … , M do 
8         -  _ [ ]  i start massD i

σ
= . 

9     position = M. 
10   end if 
11  end for  
 

 
Figure2.7 An example of inverted index designed for quick peptide-precursor matching. The left 
part contains several precursors and their mass tolerance intervals according to the tolerance, ±0.5 
Da. The right part is the inverted index of the spectra. When a mass M is to be queried, a hash 
function is used to locate the proper key in the inverted index and all spectra within the tolerance 
window could be efficiently retrieved. 
"

2.4.2 Speed up fragment ion-peak matching 

When a peptide is matched to a spectrum, i.e., the peptide mass falls in the 

precursor mass window of the spectrum, the next operation is to match the 

theoretical fragment ions of the peptide with the observed fragment peaks of the 

spectrum, which is the common basis for all similarity scoring computations. 

Since hundreds of thousands of peptides may match the same spectrum, or more 

specifically, the same set of fragment peaks of this spectrum, the fragment 

ion-peak matching may significantly affect the identification efficiency.  

Given a specified set of T fragment ion types (e.g. b, y, b2+ and y2+), a peptide P 

with L amino acids corresponds to a theoretical spectrum with M ≈ TL fragment 

ions. Given a tandem mass spectrum S with N sorted fragment peaks and a 

specified maximum mass deviation, the fragment ion-peak matching is to find out 

which of the M theoretical fragment ions are matched, i.e., whether the theoretical 

_  -  1start mass
σ

" #
" #$ %

  M
position

σ
>
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fragment ion is within the maximum deviation from the m/z ratio of any of the 

observed N fragment peaks in the spectrum. This problem is actually the same as 

the previous peptide-precursor matching problem.  

A simple method is to use binary search in the sorted fragment peaks of the 

spectrum and find out which of the M theoretical fragment ions are matched. The 

time complexity of this method is O(Mlog2N). Another method is to sort the M 

theoretical fragment ions first, with time complexity O(Mlog2M), and then the 

fragment ion-peak matching is equivalent to merging two sorted lists, with 

complexity O(M + N). According to our experiment, the two methods have similar 

performance in different datasets, and the latter method has been implemented in 

the earlier version of pFind, which will be used for comparison in Section 3.3.  

Actually, the fragment ion-peak matching is essentially the same as the 

peptide-precursor matching, with experimental peaks corresponding to precursors, 

and theoretical fragment ions corresponding to peptides; hence the indexing 

technique in Section 2.3 can be applied here, and it is indeed implemented in 

pFind 2.1. The fragment peaks dictionary contains a series of bins, and the 

inverted list for each bin records the experimental peaks whose m/z windows 

overlap with the bin. As a further optimization, all values of m/z (stored with the 

type of double-precision float pointing numbers) are multiplied by a constant and 

round to integers, in order to speed up the numerical calculations. This index can 

be constructed in O(N) time, which is amortized among the matching with 

hundreds of thousands of peptides and becomes negligible. For a query with M 

theoretical fragment ions of a peptide, the time complexity of matching with the N 

fragment peaks of the spectrum is O(M), regardless of N. 

Experimental settings are identical as in Section 2.3. Table2.11 lists the 

performances of the different peptide-spectrum matching methods with and 

without spectrum indexing.  

As mentioned above, peptide-spectrum match is most worth speeding up, and 

comparisons between masses of fragment ions and experimental peaks, are 

especially time consuming. In Table 8, the number of failed comparisons can be 

even less than 1 when inverted indexes are used, which indicate that appropriate 

peaks could be found directly or via averagely at most one time to compare the 

fragment ion mass with masses in the inverted index. Therefore, inverted indexes 
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for precursors and fragment peaks of the tandem mass spectra could sharply 

reduce the number of the failed comparisons in peptide-spectrum matching by as 

high as ten times, and in consequence the total peptide identification time is 

reduced a lot. In Exp.2, the identification time is sharply reduced by 47.2%, which 

means that the spectrum indexing achieves another speedup of two. 

 
Algorithm 2.5: simple simulation of the spectrum inverted index lookup 

1  input query mass m. 
2  i =  -  _m start mass

σ
" #
" #$ %

. 

3  while i < N and Si.upper_mass < m do 
4    i = i+1. 
5  end while 
6  while i < N and Si.lower_mass ≥ m do 
7    output i. 
8    i = i + 1. 
9  end while. 

 

Table2.11 Performance of database searching with and without the spectrum indexing 

 Search time 
(minutes) 

Number of failed comparisons 
Peptide-precursor Fragment ion-peak 

Exp.1.a 28 10.26 5.21 
Exp.1.b 16 0.22 0.91 
Exp.2.a 178 11.20 6.36 
Exp.2.b 94 0.08 0.81 

Note: Exp. 1 and 2 are described in Table 8, and only the performances of multi-step search mode 
are compared. In Exp.1.a and Exp.2.a no spectrum indexing is used in database search, while in 
Exp.1.b and Exp.2.b the spectrum indexing is used.  
 

2.5 Parallel index on the CPU+GPU cluster 

2.5.1 Parallel index construction 

On the CPU+GPU cluster, the main concern of the index system is how to 

dispatch the data and work to each node and achieve a high workload balance. 

Usually, the protein database itself is always smaller than the main memory of a 

normal PC, and the construction time of protein index is also very small, 

described in supplementary. So we remain the protein index, based on which we 

construct the peptide index.  

We design a novel pre-calculation strategy, to make each node in the cluster work 

on the same scale of task. We sort the peptide precursor mass and divide them into 

N mass ranges, where N is the number of cluster nodes. In each mass range, the 

total memory size of the peptide is almost the same, which is decided by the 

number and the length summary of the peptide. The memory size also determines 
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the computing consumption during the index construction process. Then each 

node will index for one mass range.  

Algorithm 2.6 describes the pre-calculation strategy in details. Line 1 computes 

the number of the mass window n. The mass window stores the memory size of 

the peptide whose precursor mass locates in the window. The mass window starts 

from min_mass to max_mass, and each one lasts r Da.  Line 2 reads each protein 

sequence and line 3 digests it into peptides. Then, line 4 calculates the mass of 

each peptide; line 6 hashes its mass to the corresponding mass window k; lines 

7-8 add the number and length of the peptide in its mass window. After line 10, 

each mass window gets it number and length summary of all the peptide, whose 

precursor mass is inside this window.  
"

Algorithm 2.6: Pre-calculation for index construction 
//min_mass: the minimum mass, set to 300 Da 
//max_mass: the maximum mass, set to 4000 Da 
//r: divide mass range by a r Da window, set to 0.01 Da 
//n: number of the window 
//win[]: the number of the peptide in each window 
//len[]:the length summary of the peptide in each window 
//N: number of the cluster node 
//mass[N]: the mass range of each node 
//mem [n]: stores the memory size of in each mass window; 

1. n = 
max_ min_mass mass

r
−" #$ %  

2. for each protein sequence 
3.     digest protein sequence into peptides 
4.     for each peptide p 
5.         calculate the mass m 

6.         k = 
min_m mass
r

−" #$ %  

7.         win[k] = win[k] + 1 
8.         len[k] = win[k] + p.length 
9.     end of for peptides 
10. end of for protein 
11. mass[0] = min_mass, 
12. i = 0, j = 0, sum = 0, temp = 0, node = 1 
13. for i < n 
14.     sum = sum + win[i]×sizeof(peptide) + len[i] 
15. end of for 
16. average = sum/N 
17. for j < n 
18.     if temp > average 
19.         mass[node] = min_mass + j*r 
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20.         temp = 0, node = node +1 
21.     temp = temp + win[j]×sizeof(peptide) + len[j] 
22.     j = j+1 
23. end of for 

"

Then we start computing the mass range for each cluster node. Line 11 initializes 

the lower bound of first mass range. Lines 13-15 compute the memory summary 

of all the peptide, by adding the number of the peptide multiplied by its pointer 

data structure size, and length of the peptide. The peptide data structure contains 

its mass, length and a pointer pointing its position in protein index, as shown in 

supplementary in details [5]. During the construction process, both peptide data 

structure and its real sequence will be loaded into memory. So, the added two 

parts is the real memory size. Line 16 gets the average memory size for each 

cluster node. Lines 17-23 divide the whole mass window into N mass ranges, and 

each mass range deals with average memory size of the peptide. Then, the master 

node sends the mass range to each node, which constructs the index in its own 

mass range.   

2.5.2 Parallel index query 

After constructing the index, the main problem is how to dispatch the query 

spectrum in the cluster, for the further matching and scoring module. We design 

another novel pre-calculation strategy, based on the operation number for each 

matching and scoring between the peptide and the spectrum.  

Algorithm 2.7: pre-calculation for index query 
//m: the precursor mass of the query spectrum 
//Oper[n]: the operation number of in each mass window 
1. Index query spectrum 
2. for each query spectrum s 
3.     the precursor mass of s is m 

4.     k = 
min_m mass
r

−" #$ %  

5.     Oper[k] = len[k] + S.length 
6. end of query spectrum 
7. compute the average of operations by N 
8. divide the mass range into N parts 

"

In algorithm 2.7, line 1 firstly constructs the spectrum and peak index, as we 

presented in our previous work [15]. Then, the computational complexity of 

matching process, which compares each peak in the peptide with each peak in the 
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spectrum, or vice versa, is O(p.length+s.length). Lines 2-5 hash each spectrum by 

the precursor mass to its corresponding mass window, and compute the operation 

number of matching all the peptides in this window with the spectrum, which is 

the length of the spectrum (peaks number) adding the length summary of the 

peptide. Then, similar as described in algorithm 2.6, line 7 computes the average 

number of operations for each cluster node. Line 8 calculates the mass range for 

each cluster node. In each mass range, the cluster node deals with the same 

amount (average) operations for peptide-spectrum matching and following scoring 

module. 

2.5.3 Optimization of index module on GPU 

Compared with CPU, GPU has a wider bandwidth, more computing cores but less 

logic control unit. Consequently, it is more suitable to optimize the computing 

intensive, and adopt data parallel mechanism. 

Algorithm 2.8: GPU based Pre-calculation  
//T: the number of thread GPU started 
//Npro: the number of proteins in all 
//avepro: average number of proteins for each thread 
1. avepro  = Npro /T 
2. i = thread_Id 
3. for i < avepro 
4.   idx = i× avepro 
5.   digest pidx into peptides 
6.   for each peptide p 
7.       calculate win[k] and len[k]  
8.   end of for peptides 
9. end of for 

"

Considering Algorithm 2.6, GPU could perform lines 1-10 efficiently, as shown in 

Algorithm 2.8. GPU starts T threads, each thread deals with avepro from Npro 

protein sequences. Line 1 computes the avepro. Line 2 gives the starting protein 

ID, which is the thread ID. Lines 3-9 deal with avepro protein sequences in each 

thread; line 4 calculates the index of the protein; then line 5 digests it; lines 6-8 

calculate the counting number and length summary as those in algorithm 1. 

Obviously, the computational complexity for this part decrease from O(Npro× 

Npep) to O(avepro× Npep), where Npep stands for the average number of 

peptides from each protein. The left part of algorithm 1 is efficiently enough on 

CPU, and not suitable for GPU to speed up, which is a sequential addition 
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operation. Algorithm 2.7 could also adopt the above parallel method, but the 

Results section shows it is not time consuming a lot. 

2.5.4 Experiments  

We conduct the whole experiments on a CPU+GPU cluster that includes one 

master node and four computing nodes, as shown in Table 3.1. Every node has a 

Xeon E5620 and two Nvidia GeForce GTX580 cards. The CPU-based programs 

are developed in C++ language, and the GPU-based program uses CUDA 4.2.  

Our parallel index method is called pParaIndex , namely pParaIndex 

(Algorithm2.6 in Method section). We choose four protein databases to show its 

efficiency, as shown in Table 1.3. We compare it with SEQUEST and our 

previous single CPU index system, pIndex. In the cluster, we could see that 

pParaIndex nearly gets a four times speedup. Take Swiss-prot in fully specific 

digestion as an example, pParaIndex spends 62 seconds while pIndex spends 224 

seconds, which means 3.61 times speedup. When the database increases to NCBI, 

pParaIndex achieves 4.24 times speedup. 

The speedup effect mainly results from the following two reasons. First, the 

pre-calculation strategy assures each cluster node work on the same scale of 

peptides. Instead of working on same number of peptides, this strategy calculates 

the actual peptide memory size in each mass window, like a series of 0.1 Da mass 

windows from 400-6000Da (400.1-400.2, 400.2-400.3, …, 5999.9-6000). In each 

mass window, The memory size is the peptide number win multiplied by peptide 

data structure size, adding peptide length summary len[]. And it divides the mass 

window into N (number of cluster nodes) mass ranges, while each mass range 

contains the same amount memory size. Then it assigns each cluster node to work 

on one mass range. Consequently, the workload balance in the cluster is highly 

efficient. In addition, since each cluster node works on a part of the whole protein 

database, it could process more on the main memory and read less from the disk. 

Like NCBI with more than 3GB size, pIndex has to divide it into four parts, deal 

with each part in memory sequentially, and merge the four temporal files into 

final index, by loading the file partially from disk to memory. On the four nodes 

cluster, each node could process its own work in the main memory once. Thus, 

the 4-node cluster gets a more than four times speedup. 
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Second, by exploiting GPU, the time consumption of the pre-calculation strategy 

is very low, as shown in Table 2.12. GPU could achieve a 10 to 20 times speedup 

over the CPU, and occupy less than 5% of the total index construction time. The 

GTX580 in our experiment cluster has 512 cores, performing at 1.54 GHz and 

with a peak memory bandwidth of 192.4 GB/sec. The speedup on GPU mainly 

comes from assigning each protein to one thread and each thread working on the 

calculation simultaneously, while one GPU card could launch thousands of thread 

at the same time. Plus, the cost of pre- calculation strategy will occupy less 

percentage when the number of nodes increases, which makes pParaIndex run 

well on a higher scale cluster. After the construction, usually each cluster node 

could store the whole index files, and we copy the whole index system on each 

cluster node for further protein identification. 

We also choose two datasets to show the query efficiency. The MS/MS data in 

Exp. 1 are downloaded from a previously reported dataset [94], and the data in 

Exp. 2 are generated by another liquid chromatography/tandem mass spectrometry 

(LC/MS/MS) experiment that analyzes a mixture of human serum proteins. The 

searching parameters are shown in Table 2.6.  

We compare four search engines, X!Tandem, pFind without index, pFind# using 

pIndex, pFindPara with pParaIndex.  We have systematically analyzed the 

reason of why the pIndex speeds up pFind, and compares favorably with 

X!Tandem. When pFindPara runs on the cluster, it gets 90% linear speedup effect. 

In Exp.1, pFindPara spends 42 minutes while pFind# spends 158 minutes, and 

gets a 3.76 times speedup, as shown in Table 2.13. 

The acceleration and workload balance result from another pre-calculation 

strategy based on the operation number of each peptide-spectrum scoring. Since 

we already know the length summary of the peptide (len) in each mass window, 

by hashing each spectrum to its mass window, we could get the operation number 

of scoring the spectrum with the peptide in its mass window, which is the length 

of spectrum added len. Then, we divide the mass windows into N mass ranges, 

which contain the same number of operations. After the above pre-calculation 

process, each node works on the same scale of the matching and scoring 

operation.  
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The cost of the above pre-calculation is also very low, since the computational 

complexity is O(s) in algorithm 2.7, where s is the number of the spectrum. In 

addition, it shares the advantage with the pre-calculation in index construction 

module, which is more efficient and economic when the number of the node in the 

cluster increases. 
Table2.12 Time usage of the pre-calculation strategy"

Database Pre-cal on CPU Pre-cal on GPU pParaIndex 
IPI-Human     96   7     116 
Swiss-Prot   424 18   1,280 

NCBI 1,486 59 14,512 
 
Table2.13 Petime usage of database searching (minute) 

Search Engines X!Tandem pFind pFind# pFindPara 
Exp. 1    212    291 158  42 
Exp. 2 6,217 2,659 921 241 

 

2.6 Conclusion  

The key idea of this section is that well-designed indexing technology and query 

methods can greatly speed up the database search engines for protein 

identification. Specifically, the peptide indexing can achieve a speedup of two to 

five, and the spectrum indexing can achieve a speedup of another two, which has 

been proved by pFind but is also generally applicable to all other search engines.  

While peptide indexing is quite efficient for fully specific digestion, it has 

potential limitations when dealing with the enormous peptides from non-specific 

digestion, since both the peptide dictionary and the inverted lists expand over 100 

times in number and in space. Thus, we also present a parallel index strategy, to 

deal with the large scale of data. Besides, efficient compression of both the 

peptide dictionary and the inverted lists is of great importance.  

For the compression of the peptide dictionary for non-specific digestion, two 

features of the candidate peptides might be useful: among the peptides from the 

same protein sequence, those that share the same start position have consecutive 

lengths, and those that have the same length start from consecutive positions. 

Thus a bit-vector can be used to store all these peptides compactly. Another way 

is to use a suffix tree to store all protein sequences and use a tree-traversal 

algorithm to generate all possible candidate peptides [95, 96].  
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It is also necessary to compress the inverted lists. After identification of peptides, 

the search engine needs to query all corresponding proteins. As the inverted lists 

are constructed before the peptide identification, it is necessary to store all 

peptides and their corresponding proteins, no matter whether a peptide occurs in 

the identification results or not. While a normal identification usually produces 

3,000 ~ 5,000 reliable peptides, the number of peptides non-specifically digested 

in silico from Swiss-Prot may go well beyond 109 (see Table 1.3). Actually only 

the proteins corresponding to identified peptides need to be queried; this can be 

accomplished efficiently by Aho-Corasick algorithm[97], which accomplishes 

querying 5,000 peptides in a database with about 130,000 proteins in ~20 seconds 

on a common personal computer. In addition, we also try some other method, as 

shown in [98]. 

In summary, parallel peptide and spectrum indexing are proposed in this section, 

which are implemented in pFind and consequently compare very favorably with 

other predominant first-generation search engines. Indexing technology is a basic 

method that could be conveniently used in most database search algorithms, since 

eliminating redundant peptides are always useful before database search. As a 

result, peptide index could speed up database search significantly with little time 

cost. Furthermore, spectrum index is also very useful to most scoring schemes. 

Particularly, the indexing method proposed in this section has no possibility for 

decreasing the accuracy, since every distinct peptide is stored in the peptide index. 

Consequently, it could be also integrated with other related speeding up 

approaches, including paralleling protein identification, tag-based database 

searching, spectrum clustering, etc. As a general idea, it is really promising to 

systematically apply indexing techniques to the design of database search engines 

for protein identification.  
 

3. Accelerating scoring module by GPUs 

Adopting the index system, the efficiency hotpot has changed to the scoring 

module. Profile analysis shows that the scoring module occupies more than 80% 

of the total time. It is obvious reasonable to accelerating this module to further 

increase the efficiency. The scoring module calculates billions of the similarity 

between the theoretical and experimental spectrum. It is worth to pointing out that 
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each similarity calculation is independent, one theoretical spectrum scores with 

multiple experimental spectra and one experimental spectrum scores with multiple 

theoretical spectra. Considering the independence character, it is a promising way 

to parallelize the scoring module in single-instruction multiple-thread architecture 

on a GPU or GPU cluster. Considering the many to many scoring relationship 

between theoretical and experimental spectrum, lower the redundant reading will 

ensure the high efficiency. 

3.1 Overview  

To the best of our knowledge, three studies, [92, 99, 100], have attempted to use 

GPUs to speed up peptide/protein identification. [92] focused on peak selection, 

while[99] and[80, 100] are dedicated on spectral library search. Meanwhile, few 

studies have discussed peptide/protein identification on a GPU cluster. In this 

section, we choose one of the most widely used scoring methods, spectral dot 

product (SDP), which can be used directly or indirectly in X!Tandem, pFind, 

SEQUEST, etc. We conduct systematic research to design a parallel SDP-based 

scoring module for both a single GPU and a GPU cluster, using a general purpose 

parallel programming model, specifically, the Compute Unified Device 

Architecture (CUDA).  

Our first work is the design, implementation, and evaluation of two different 

parallel SDP algorithms on a GPU, based on the precursor mass distribution of the 

experimental spectrum. The precursor mass distribution describes the number of 

spectra in a group of preset consecutive mass windows, and marks the windows as 

sparse or dense. For the sparse mass windows, we use the GPU on-chip registers 

to minimize the memory access latency. However, due to the limited size of the 

on-chip registers, this method is not applicable to the dense mass windows. 

Consequently, we design a novel and highly efficient algorithm that treats the 

experimental and theoretical spectra as two matrices, and considers the scoring 

process as a matrix operation, and then makes use of the GPU on-chip shared 

memory together with the on-chip registers. Using both of the above two 

algorithms, we achieve a 30 to 60 times speedup compared to the serial version on 

a single CPU. 



48"

Our second work is the adoption of a GPU cluster for protein identification that 

uses a novel pre-calculation strategy to balance the workload on each node and to 

decrease the communication costs between the master node and worker nodes. We 

consider the operation number of each scoring process between the theoretical and 

experimental spectra as the basic task, divide the mass range into sub-mass ranges 

where the number of the basic operation in each sub-range is almost the same, and 

then dispatch the task to the sub-range. In the end, we obtain a favorable speedup 

on our GPU cluster that contains eight Nvidia GTX580 GPUs with a total of 4096 

processing cores.   

3.2 Experiment 

All the experiments were conducted on a GPU cluster that included one master 

node (mu01) and four computing nodes (Fermi.1-4), as shown in Figure3.1 and 

Table3.1. All of the nodes had a Xeon E5620 CPU performing at 2.4 GHz, and 

two NVidia GeForce GTX580 cards. Each GTX580 had 512 cores, performing at 

1.54 GHz and with a peak memory bandwidth of 192.4 GB/sec. The CPU-based 

programs were developed by C++ language, and the GPU-based program used 

CUDA 4.2.  

 
Figure3.1 GPU cluster architecture 

A GPU cluster has one master (mu01) and four computing nodes (Fermi.1-4). All of the nodes 
have a XeonE5620, and perform at 2.40 GHZ with two GeForce GTX580. The GTX580 has 512 
cores, performs at 1.54 GHz, and has 1.54GB global memory with a peak bandwidth of 192.4 
GB/sec. All of the nodes are connected by the GIGABIT line, and mu01 is connected to the 
Internet. 
 
Table3.1 GPU cluster specifications 
Node Mu01 Fermi1-4 
GPU N/A 2×GTX580 
CPU 2×XeonE5620(2.40GHz)/5.86GT/12M/1066 

Memory 6×4G Registered ECC 1333MHz DDR3 

Others 1×1000G 3.5inch SATA, 2×1000M Ethernet 
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We performed three experiments to show the speedup effect, using the searching 

parameters in Table3.2. The MS/MS data in Exp.1 were downloaded from a 

previously reported dataset [94], generated from QSTAR instrument. This dataset 

was used to evaluate the performance of the target-decoy approach, which was 

one of the most classic and important works for the evaluation of peptide 

identification results. In Exp.2, the MS/MS data were generated by another liquid 

chromatography/tandem mass spectrometry (LC/MS/MS) experiment that 

analyzed a mixture of human serum proteins. In Exp.3, the MS/MS data and 

searching parameters were the same as Exp.1, but were searched against 

UniProtKB/Swiss-Prot (2013.05.15) database.  
Table3.2 Database searching parameters 

Exp. 1 

Instrument QSTAR 
Spectra 46195 DTA files 
Database Yeast (13434 proteins, target + reversed) 
Enzyme Trypsin (max missed cleavage sites = 2) 
Tolerance Precursor: 0.2 Da; Fragment: 0.2 Da 

Modifications Fixed: Carbamidomethylation (C) 
Variable: Oxidation (M), Phosphorylation (S, T, Y) 

Exp. 2 

Instrument LTQ 
Spectra 43493 DTA files 
Database IPI.Human v3.49 ( 148034 protein, target + reversed) 
Enzyme Trypsin (max missed cleavage sites = 2) 
Tolerance Precursor: 3 Da; Fragment: 0.5 Da 

Modifications Fixed: Carbamidomethylation (C) 
Variable: Oxidation (M), Phosphorylation (S, T, Y) 

 
 
 
Exp.3 
"
"
"

Instrument QSTAR 
Spectra 46195 DTA files 
Database UniprotKB/Swiss-Prot (540171 proteins) 
Enzyme Trypsin (max missed cleavage sites = 2) 
Tolerance Precursor: 0.2 Da; Fragment: 0.2 Da 

Modifications Fixed: Carbamidomethylation (C) 
Variable: Oxidation (M), Phosphorylation (S, T, Y) 

We mainly considered the scale of the spectra and protein database to test the 

speed, while Exp.1, Exp.2 and Exp.3 could be considered as small, large and 

medium computing scale respectively. We also considered the mass distribution 

of the matched spectrum-peptide, which was a concern when we designed the 

speedup algorithm, and analyzed in the next section: SDP on a single GPU. 

3.2.1 SDP on a Single GPU 

We first performed the experiment on X!Tandem (win.2011.12.01) and pFind 

(V2.6.0) using the Fermi.1 (Xeon E5620 CPU). Both X!Tandem and pFind 

versions were serial and single thread program adopting CPU only. The running 

time results were shown in Table3.3. In Exp.1, X!Tandem spent 45 minutes in 
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total, of which 26 minutes were for the scoring function, namely "dot()" in the 

source code, which computed the SDP and occupied 58% of the total time. 

Similarly, pFind used 18 out of 22 minutes, which was 82% of the total time, on 

the scoring function "ksdp()". The time distribution in Exp.2 shared the same 

characteristics, and demonstrated the potential for increasing efficiency by 

parallelizing the scoring module. It is also worth pointing out that many 

optimization methods can be used to speed up the modules other than the scoring 

module[17, 79, 80, 101]. Our work is complementary to those methods. 
Table3.3 Time usage of database searching (minutes) 

Search Engines Time distribution Exp. 1 Exp. 2 Exp. 3 

X!Tandem Total time 45 1011 253 
 Scoring time 24 566 138 

 Scoring time percentage 54% 56% 55% 

pFind Total time 22 601 132 

 Scoring time 18 530 107 

 Scoring time percentage 82% 89% 81% 

Note: pFind and X!Tandem both use a one-step mode 

We implemented single thread/process CPU SDP version Algorithm 3.1, and 

serially executed on the Fermi.1. We also implemented single GPU SDP version 

Algorithm- 3.2 and 3.3, and executed on the Fermi.1. Ignoring the time of reading 

database and spectra files for all the algorithms, the speedup from a single GPU 

(Fermi.1) varied from thirty to sixty-five, as shown in Table3.4. Exp.1 achieved a 

31 times speedup, Exp.2 achieved a 65 times speedup, Exp.3 achieved a 29 times 

speedup. The speedup effect resulted from the parallel scoring and memory access 

optimization. 
Table3.4 Speedup effect of SDP using a single GPU 

Search Engines Exp. 1 Exp. 2 Exp.3 
CPU 968 s 32587 s 5529s 
GPU    35 s     502 s   191s 

Speedup 27    65   29 
Note: in Exp.1, threshold is set to 1, whereas in Exp. 2, threshold is set to 2 

We implemented these two algorithms on the GPU with the following strategy. 

First, we calculated the precursor mass distribution of the experimental spectra, 

and counted the spectra number in a consecutive group of 1 Da mass windows 

from 300 Da to 4000 Da, like 300~301 Da, 301~302 Da, ..., and 3999~4000 Da. 

Second, we divided the mass window into two categories: if the number of 

experimental spectra was not larger than a preset threshold number in a mass 
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window, then it was a sparse window; otherwise it was a dense window. Take 

Exp.1 as an example. The threshold was set to two and 8.3% of the mass windows 

are sparse. For dense windows, the average number of experimental spectra was 

twenty-one. Third, we adopted Algorithm 3.2 to handle sparse windows and used 

Algorithm 3.3 to handle dense windows.  

Algorithm 3.2 exploited the on-chip registers, to decrease the memory access 

latency. On GTX580, each SM has 32,768 registers, and registers have 32 bits. 

Each theoretical spectrum need around 16 registers on average, in Exp.1. We can 

infer that each SM could store around 2,048 spectra, and 16 SM could deal with 

32,768 experimental spectra on the register. In addition, Algorithm 3.2 stored the 

experimental spectra on the texture memory, which used a cache mechanism to 

decrease the memory access latency. Algorithm 3.2 also put the index file for the 

theoretical and experimental spectra mating on the constant memory to further 

decrease the reading latency. Consequently, Algorithm 3.2 read the theoretical 

spectra from global memory only once; then it read experimental spectra from 

global memory also once, and read from texture less than threshold times from 

global memory, which was two in Exp.1 and one in Exp.2; then it loaded 

theoretical spectra into the register, and calculated the score of these experimental 

spectra. We presented the idea in detail in Algorithm 3.2.  

For the experimental spectrum in the dense mass window, Algorithm 3.2 will not 

work because there are not enough registers. Instead, we designed Algorithm 3.3 

to adopt a shared memory that is larger than the registers; the reading latency is 

also much better than reading from the global memory. Algorithm 3.3 considered 

the spectrum in the dense mass window as a matrix, and loaded the theoretical 

spectrum matrix, tile by tile, into the shared memory. Thus it accessed the global 

memory only once for each theoretical spectrum. Consequently, on average, 

Algorithm 3.3 read both the experimental and theoretical spectra from global 

memory once. If we still use the Algorithm 3.2 here, we would read the 

theoretical spectrum from local memory, for 21 times in Exp.1. on average. 

Besides, Algorithm 3.3 also used the constant memory for the index file.  

To illustrate the utility of our mixed design strategy, we also compared the 

speedup effect of adopting Algorithm 3.2 or Algorithm 3.3 alone. In Exp.2, 

Algorithm 3.2 spent 8,427 seconds while Algorithm 3.3 spent 936 seconds. Both 
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were not as efficient as the mixed strategy. Besides, Algorithm 3.2 performed 

much worse when it had to reading from the local and global memory multiple 

times, since the reading latency of local and global memory is much longer than 

that of the register. On the other hand, Algorithm 3.3 mainly made use of the 

shared memory, whose reading latency is small than local and global memory, 

and a little longer than the register when we avoided the banking conflict. In the 

Methods section, we showed how Algorithm 3.3 made the most use of the shared 

memory. 

3.2.2 SDP on the GPU cluster 

We designed two parallel SDP algorithms: one adopted CPUs alone, namely CPU 

Cluster version, while the other one adopted both CPUs and GPUs, namely GPU 

cluster version. We divided the parallel SDP algorithm into two steps: in the step 

1, we assigned a sub task to one computing node and prepared the database and 

spectra in each node; in the step 2, we calculated the SDP in each node on its own 

task. We designed a pre-calculation strategy for the task assignment, adopted 

algorithm 3.1 for calculating the SDP on the CPU cluster, and used Algorithm 3.2 

and 3.3 for calculating the SDP on the GPU cluster.  

In the experiment, we copied all the databases and spectra in each node (Fermi1-4) 

first, calculated the sub task on mu01, sent messages (MPI) to each node, and 

calculated the SDP. As shown in Table3.5, the speedup of the GPU cluster version, 

compared with CPU cluster version, varied from thirty to seventy times. The 

speedup came from both of the two steps. In the step 1 for pre-calculation, we got 

eight times speedup in Exp.1, and thirty times in Exp.2. In the step 2 for SDP 

calculation, we got 35 times speedup in Exp.1, and 71 times in Exp.2, resulting 

from the same reason in the previous section, SDP on the single GPU. The time 

consumption of step 1 was less than 10% in the CPU cluster versions, and the 

direct reason of the above speedup came from the second step. On the other hand, 

the strategy in step 1 created a promising overflow balance and achieved a 

favorable speedup in both the CPU- and GPU-cluster versions, compared to the 

single node version, as shown in Table3.6. 
Table3.5 Speedup effect of SDP using the GPU cluster 

Search 
Engines 

Exp. 1 Exp. 2 Exp. 3 
Scoring Pre-calculation Scoring Pre-calculation Scoring Pre-calculation 

CPU-cluster 273 s 14s 8991 s 242s 1568s 94s 
GPU-cluster  13 s 3s 136 s 8s 62s 5s 
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speedup 21 5 66 30 25 19 
Note: we use one CPU and one GPU in each node of the cluster 
 
Table3.6 Speedup effect of the pre-calculation strategy in Exp.2 

Node 
number 

CPU-cluster GPU-cluster 
Scoring  Pre-calculation Speedup 

percentage 
Scoring  Pre-calculation Speedup 

percentage 
one 32587 s 242 s  502 s 8s  

two 17997 s  89.3% 279 s  87.4% 

three 12153 s  87.6% 178 s  89.9% 

four 8991 s  88.2% 136 s  87.1% 

Note: speedup percentage equals to: one scoring time/ (N node scoring time+ pre calculation 
time)/N 

 

Figure3.2 The number of operations in each 0.1 Da mass window, from 300Da-4000Da, in Exp. 1 
The x-axis stands for the mass range; divide the mass range, from 300Da to 4000Da, into 36000 
equal-sized 0.1 Da mass windows. The y-axis stands for the operation number between the 
experimental and theoretical spectrum in each mass window. 

The pre-calculation strategy first calculated the operation numbers of each scoring 

between the experimental- and theoretical- spectrum in the mass window, where 

any addition or multiplication was considered to be one operation. The result of 

Exp.1 was shown in Figure3.2. The Methods section presented the detailed 

calculation algorithm. Based on this operation distribution, the work can be 

equally divided into NG mass ranges, where NG stood for the number of GPUs in 

our cluster. In each mass range, each GPU got nearly the same work, and this 

ensured a good workload balance. The cost of our strategy was the calculation of 

operation number, which was nearly the same as the workflow of protein 

identification before the scoring stage. The time consumption is around 4% of the 

scoring time in the CPU version, and 6~10% in the GPU version. Obviously, the 

more GPU nodes we adopt, the lower cost this strategy achieves. 

Normally, the strategy for the cluster is based on the spectrum. The master node 

sends a preset number of spectra to each worker; if one worker has finished its 

spectra, then the worker asks for the next group from the master node. However, 
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the amount of work on each worker node might be significantly different. In 

Exp.1, the experimental spectrum in the precursor mass window with 

1105.5~1105.6 Da, scored with 3157 theoretical spectra, whereas the 

experimental spectrum with precursor mass 522.3~522.4 Da scored with 23 

theoretical spectra. Another more careful strategy is based on the scoring number 

of each spectrum; each worker deals with the same number of the scoring process. 

However, different scoring process could have very different operations. For 

example, assuming peaks are fully matched, the SDP operation number is 20 for a 

matched spectrum pair with 5 hit peaks, whereas the number is 200 for a matched 

spectrum pair with 50 hit peaks. As a result, the above methods do not balance the 

workload on each worker very well. The communication between the master and 

the worker is also higher than in our strategy. 

3.3 Spectrum dot product on single GPU 

The basic notations are as follows: T and C are the theoretical spectra set and the 

experimental spectra set; Ti and Ci are the i-th element in T and C, stores the m/z 

values, and are described as vector Ti = [ti_1, ti_2,..., ti_Nt] and Ci = [ci_1, ci_2, ..., 

ci_Nc], where Nt and Nc are the number of different m/z values; and t i_j and c i_j are 

the j-th m/z value in the MS/MS spectrum; T’i and C’i are also the i-th element in 

T and C, stores the intensity values, and are described as vector T’i = [t’i_1, t’i_2, ..., 

t’i_Nt] and C’i = [c’i_1, c’i_2, ..., c’i_Nc], where t’i_j and c’i_j are the j-th intensity value 

in the MS/MS spectrum.  

The workflow of the scoring module contains three steps, as shown in Algorithm 

3.1. First, line 1 and 2 perform the theoretical and experimental spectrum 

matching. For each theoretical spectrum Ti, the algorithm will search all of the 

experimental spectra whose precursor masses are in the peptide’s precursor mass 

window and will get C*. We adopt the spectrum hash indexing technology 

presented in our previous study[47] to find the matched spectrum in O(1) 

complexity, where the cost of the indexing is O(|C|).  

Second, lines 4-7 conduct the peak matching of each matched theoretical and 

experimental spectrum pair. For each peak in the theoretical spectrum, the 

algorithm will search for the first matched peak in the experimental spectrum and 

get T’i = [t’i_1, t’i_2, ..., t’i_N] and C’i = [c’i_1, c’i_2, ..., c’i_N], where N is the number 
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of matched peaks, and t’i_j and c’i_j are the intensity of the j-th matched peak (t’i_j 

and c’i_j could also be valued as 1). We again adopt the spectrum peak hash 

indexing technology from our previous study[47] to find the matched peak in O(1) 

complexity. The cost of the indexing is O(Nc), and the complexity of the peak 

matching is O(Nc+ Nt). 

Third, lines 6, inside the second step, computes the SDP value by the matched 

peaks for each matched theoretical and experimental spectrum pair. The SDP 

value is defined as Equation (1), where N is the number of hit peaks. Based on the 

above three steps, the whole computation complexity is O(|C|+|T||C’|( Nc+Nt)).  

Algorithm 3.1: CPU-based SDP 
//input: the group theoretical and experimental 
//          spectrum vectors 
//output: the top one score of each experimental 
//          spectrum 
// C*: the matched experimental spectra of the  
//       theoretical spectra by precursor  
// ti_m, t'i_m: the m/z and intensity value of the m_th //element of a theoretical 
spectrum Ti 
// cj_n, c'j_n: the m/z and intensity value of the n_th //element of a experimental 
spectrum Cj 
1. for each Ti in T 
2.      hash search C, got C* 
3.      for each Cj in C* 
4.          for each ti_m in Ti 
5.              hash search  ti_m in Cj, got cj_n 
6.              SDP_Score += t'i_m × c'j_n 
7.          end of for 
8.         Max_Score = Max(SDP_Score, Max_Score) 
9.     end of for 
10. end of for 

SDP = <T'i, C’j> =              (1) 

3.3.1 SDP on the single GPU 

In the CUDA model, the GPU is considered a coprocessor that is capable of 

executing a large number of threads in parallel. The GPU threads are organized 

into thread blocks, and each block of threads is executed concurrently on one SM. 

Each SM has four different types of on-chip memory, namely registers, shared 

memory, constant cache, and texture cache[102]. Constant cache and texture 

cache are both read-only memories shared by all of the scalar processors (SPs). 

Off-chip memories, such as local memory and global memory, have more space 

but relatively long access latency, usually 400 to 600 clock cycles[97]. The 

properties of the different types of memory are summarized in [97, 103]. In 

1
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general, the scarce registers and shared memory should be carefully used to 

amortize the global memory latency cost. 

Our first SDP algorithm on a GPU is written so that each thread deals with one 

theoretical spectrum, scoring with its entire matched experimental spectrum, as 

shown is Algorithm 2. The differences between Algorithms 1 and 2 are as follows. 

First, Algorithm 2 unfolds the first for in Algorithm 1, by assigning each 

theoretical spectrum to a thread, which decreases the time consumption 

significantly as many threads are working in parallel. Second, Algorithm 2 merges 

the peak matching and SDP calculation steps to decrease the space for the 

variable.  

Algorithm 3.2: GPU-based SDP 
1. i = thread_Id; 
2. hash search C, got C* 
3. for each Cj in C* 
4.      for each ti_m in Ti 
5.              hash search  ti_m in Cj, got cj_n 
6.              SDP_Score += t'i_m × c'j_n 
7.       end of for 
8. end of for 

When implementing Algorithm 3.2, we first copy the theoretical spectrum to the 

global memory, then store the experimental spectrum on the texture memory and 

put the spectrum index file on the constant memory. We notice that when the 

spectrum dataset is small, including the total number and the spectrum length, we 

can use the on-chip register for the experimental spectrum and other variables. As 

Algorithm 3.2 reads a theoretical spectrum | C*| times, where | C*| stands for the 

number of theoretical spectra scoring the experimental spectrum, reading from the 

register can significantly reduce the reading latency. We illustrate the effect in 

detail in the Results section.  

However, the problem in the implementation of Algorithm 3.2 is the limited size 

of the registers. In fact, users are not allowed to fully control the registers, and can 

only adopt registers when the data size is small enough. As the size and length of 

the spectrum grows, the data cannot be loaded into the registers and are instead 

stored in local memory or global memory, which increases the reading latency 

and decreases the performance significantly. 

In each mass tolerance window, a group of experimental spectra will score with a 

group of theoretical spectra. Take Exp.1 as an example. On average, 14,880 
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theoretical spectra will score with 21 experimental spectra in a one Dalton mass 

window with a range of 300~4000 Da. Thus, the theoretical and experimental 

spectra could be considered two matrixes, theo[|T*|][Nt] and expe[Nc][|C*|], the 

result score could be denoted as Scor[|T*|][|C*|], and the score calculation process 

could share a similar flow as the matrix multiplication. Based on this observation, 

we design Algorithm 3.3 for a dense mass, using registers and shared memory 

together.  

As shown in Algorithm 3.3, each of the mass window matrixes theo[|T*|][Nt], 

expe[Nc][|C*|], and Scor[|T*|][|C*|] are partitioned into TH×TW, TW×TH, and 

TH×TW tiles, respectively, where Nt and Nc are the maximal length of the 

experimental and theoretical spectra. TH and TW are preset values, which could 

be the integral multiple number of the thread number in a half GPU warp, 16, 32 

or 64, to make the best use of the GPU warp mechanism. The resources of the 

GPU are partitioned as follows: the grid has (|C*|/TW)×(|T*|/TH) blocks, the ID of 

which is noted by blockIdx.y (by in Figure3.3) and blockIdx.x (bx in Figure3.3); 

and each block has TH×TDimY threads, the ID of which is noted by threadIdx.y 

(ty in Figure3.3) and threadIdx.x (tx in Figure3.3). The computing task is 

dispatched as follows: each block calculates TDimY tiles in the Scor, which is 

noted as SR[TH][TW×TDimY]; then each thread computes a column of SR. For 

each thread, indexT points to the right position of the theoretical spectrum, which 

contains the following three parts as shown in line 4: theo is the beginning address 

of the theoretical spectrum; as the height of the theo is divided by TH, 

blockIdx.y×TH×Nt is the address of the corresponding block; and threadIdx.y×Nt 

adding threadIdx.x is the offset address inside the block.  

In line 5, indexC points to the right position in the experimental spectrum, which 

also has three parts: expe is the beginning address of the current spectrum; 

blockIdx.x×TW points to the corresponding block address, as the width of the 

experimental spectrum is divided by TW; and threadIdx.y×blockDim.x adding 

threadIdx.x points to the address of the current thread inside the block. Obviously, 

the threads in one block would access the experimental spectrum in continuous 

addresses, which is also called coalesced accessing. indexR is calculated in the 

same way as in line 6 using the beginning address of the result, the row address, 

and the offset address inside the block for the current thread.  
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 In the loop from line 11 to 16, the algorithm loads a tile of data from the global 

memory to the shared memory, and computes the SDP score saved in TResult, 

which is stored on the on-chip registers; the loop ends when the whole row has 

been calculated. Line 17 waits for all of the threads to finish their work. Line 18 

writes the distance back from TResult to SR. The details are shown in Figure 3, 

which takes the process of calculating a Scor[TH][TW×TDimY] as an example. It 

is equal to theo[TH][Nt]×expe[Nc][TW×TDimY] and the sequence is the following. 

Load the first tile (in blue) from the theo into the shared memory; score the blue 

tile in the theo with the blue tile in the expe, which is stored in the texture memory; 

accumulate the temporary results in TResult, whose initial value is zero; then load 

the next tile (in orange), and continue scoring and accumulating until theo[TH][Nt] 

and expe[Nc][TW×TDimY] have been all accessed. 

 
Figure3.3 The computing process in a dense mass window 

The Figure3.3 shows the calculation in one dense mass window. The result is a 
Scor[TH][TW×TDimY], which is equal to theo[TH][Nt]×expe[Nc][TW×TDimY]. Load the first tile 
(in blue) from the theo into the shared memory; score the blue tile in the theo with the blue tile in 
the expe, which is stored in the texture memory; accumulate the temporary results into TResult, 
whose initial value is zero; then repeat loading the next tile (in orange), scoring and accumulating, 
until theo[TH][Nt] and expe[Nc][TW×TDimY] have all been accessed. 
 

Algorithm 3.3: SDP based on the shared memory of the GPU 
// TH, TW: the height, and the width of the tile; 
// thread: the dimensions of the block; 
// grid: the dimensions of the grid; 
// indexT points to the corresponding theoretical spectrum; 
// indexC points to the corresponding experimental spectrum; 
// indexR points to the corresponding result; 
//bI, tI, bD: stand for blockIdx, threadIdx, and blockDim 
// SMData: stores the tile in shared memory;  
// TResult: stores the temp score in the registers; 
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// SR: stores the score in global memory; 
// Alast: the upper bound address of the spectrum; 
// CTile: the row pointed by indexT, the length is TW × TDimY; 
// The theoretical spectrum is on the texture; 
1. TH ← 16, TW ← 16, TDimY ← 2; 
2. dim thread(TH, TDimY); 
3. dim grid (k/ TW, n/ TH); 
4. indexT  = expe + bI.y×TH×Nt + tI.y×Nt + tI.x. 
5. indexC = theo + bI.x×TW + tI.y× bD.x+ tI.x. 
6. indexR = Scor + bI.y ×TH× k + bI.x× TW + tI.y× bD.x + tI.x. 
7. SMData[TW][TH] in shared memory; 
8. TResult[TW] in registers; 
9. Alast ← indexT + Nt; 
10. do 
11. { 
12.     Load data from global memory to SMData; 
13.     indexT is added by TW; 
14.     for each column in SMData 
15.         TResult[i] += peakMatch&dot(SMdata[i], CTile) 
16. } while (indexT< Alast); 
17. __syncthreads(); 
18. Writet TResult back to Scor; 

The main purpose of Algorithm 3.3 is to decrease the global memory access time 

and latency by loading the theoretical spectrum into the shared memory, tile by 

tile. Thus, Algorithm 3.3 reads each theoretical spectrum from global memory 

only once, the same as Algorithm 3.2. The key feature of Algorithm 3.3 is how 

efficiently it accesses the global memory and shared memory; this is achieved by 

adopting coalescing reading that accesses sixteen continuous addresses for the 

threads in a half warp to avoid the bank conflict. 

3.3.2 Spectrum dot product on GPU clusters 

On the GPU cluster, as each node could adopt Algorithm 3.2 and 3.3, the main 

concern is how to dispatch the work to each node and achieve a high workload 

balance. We design a new complete pre-calculation strategy to make each node 

work on nearly the same task. In this strategy, we first run the workflow of protein 

identification before the scoring stage to get experimental and theoretical 

matching results. These results tell us how many peptides each spectrum will 

score with, as shown in Algorithm 3.4, line 1-4.  

Second, in line 5 of Algorithm 4, we calculate the operation number for each SDP 

scoring in the following way: de+dt+hitcount×2, where de and dt are the 

dimension of the experimental and theoretical spectra, and hitcount is the number 

of hit peaks. de+dt stands for the peak matching step in Algorithm 2, and 

hitcount×2 stands for the dot product step in Algorithm 2. As a result, we get the 
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operation number for each mass range, such as one Dalton, from 300 Dalton to 

4000 Dalton, based on the experimental and theoretical precursor mass, matching 

results, and each SDP operation.  
Algorithm 3.4: GPU-based pre-calculation strategy 
//Min: the minimum mass, set to 300 Da; 
//Max:the maximum mass, set to 4000 Da; 
//Win: the range of each mass window, set to 1 Da; 
//Oper [(Max-Min)/Win]: the array stores the operation //number of 
in each mass window; 
1. i = thread_Id; 
2. hash search C, got C* 
3. for each Cj in C* 
4.     hash search tm in Cj, got HitCou 
5.     Oper[Cj.mass-Min]+=Ti.len+Cj.len+2×HitCou  
6. end of for 

 
Algorithm 3.5: CPU-based Master strategy 
//sum: the total number of operations in the scoring process; 
//WorkerNum: the number of nodes in the GPU cluster; 
//WorkerOper: the number of operations in each node; 
//sum’: the temp total number of each mass range; 
//j: the current ID of the GPU node; 
//p: the lower bound of mass range in Oper array; 
//k: the higher bound of mass range in Oper array; 
//CallWorker: call the node, work with Oper[p] to Oper[k] 
1. for each i in Oper 
2.     sum += Oper[i]  
3. end of for 
4. WorkerOper = sum/WorkerNum; 
5. for each k in Oper 
6.     sum’ += Oper[k]  
7.     if sum’ > WorkerOper 
8.         CallWorker(j++, Oper[p], Oper[k]); 
9.     sum’ = 0, p = k; 
10. end of if 
11. end of for 

Third, we dispatch the task by mass range and give each node the same amount of 

work.  As shown in Algorithm 3.5, line 1-3 calculate the total number of 

operations; line 4 gets the average number of operations on each GPU node; line 

5-10 traverse the Oper array; when the temporal summary of operation exceeds 

the average number WorkerOper, Algorithm 5 call Algorithm 2 or 3, to deal with 

the current mass range, which is Oper[p] to Oper[k]. 

The overhead of the pre-calculation strategy is also very low, as shown in the 

Results section. After the calculation, the master node only transfers data to the 

computing node once, and this lowers the communication cost. 
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3.4 Conclusion 

GPU-SDP does not compromise on the accuracy, and can be easily integrated into 

many search engines. Besides, it can also be very easily enhanced to support other 

similar scoring methods, such as XCorr, KSDP, or other probability-based 

methods. In the future, we will implement a complete GPU cluster-based search 

engine for protein identification. 

In this study, we present a novel GPU-based scoring method, and design and 

implement a SDP-based scoring module on a GPU platform. We achieve an 

approximate 30 to 60 times speedup on a single GPU node, relative to a serial 

CPU version, and a favorable speedup effect with a GPU cluster with four nodes. 

We publish the paper in [104, 105] 

  



62"

4. Spectrum clustering by k-Means on GPUs 

By adopting the index system and GPU based parallelization scoring module, the 

database searching could achieve a 10 times faster speed in all. Thus, the users are 

able to try more parameters and perform the experiment more efficiently. 

However, the identified spectrum still only occupies less than 50%, and the 

information in more than half of the spectrum is not explained. Many researchers 

are dedicated to analyze and explain the unidentified spectrum, to find out new 

knowledge. 

4.1 Overview 

In the mass spectrometry, one peptide is highly likely to be fragmented more than 

once. Besides, if the researcher runs the same specimen more than once, one kind 

of the peptide would also generate many same spectra. David L. Tabb tried three 

experiments and find out that 18% to 28% of the spectrum is the same[]. In most 

experimental spectra, redundant or similar spectra always exist. And researchers 

are realizing the importance the similarity of the spectrum. Spectrum clustering is 

widely used in the spectrum identification, PTMs identification and identification 

results evaluation. 

4.1.1 Spectrum clustering 

Spectrum clustering is based on the similarity of the spectrum from the same 

peptide. By calculating the similarity, spectrum could be clustered, and merged to 

one characteristic spectrum. Then the search engine searches only the 

characteristic spectra, which is obviously a small scale than the original spectrum 

scale. If one spectrum is identified, then all the spectra in the same class are all 

identified. Obviously, the final result would be different with the result only 

adopting the search engine. Theoretically, the result could be both better and 

worse, depending on the clustering algorithm. 

Another workflow adopting spectrum clustering is searching the database firstly, 

and clustering the identified spectrum to check if the same results belong to the 

same class as an evaluation method. Spectrum clustering could also be adopted to 

cluster the unidentified spectrum to the identified spectrum, which is quite similar 

with spectral library search, to further explain the unidentified spectrum.  In this 

section, we main focus on the clustering unidentified spectrum, which does not 
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loss any accuracy compared with database searching method, and explains the 

unidentified spectrum for the researcher to further work on the unknown 

spectrum. 

Normally, the spectrum clustering contains: pre-processing, similarity calculation, 

clustering and generating the representative spectrum. The first two steps are 

contained in the database search engine. The last step is for spectrum clustering 

before the database search. Consequently, in this section, we main concentrate the 

clustering algorithm. Before the database search engine, we do not know the 

number of cluster, and we could adopt the algorithm like hierarchical clustering. 

After the database searching, we could adopt the algorithm like k-Means, and k 

stands for the number of the identified spectrum. Actually, all the clustering 

shares two key steps: calculating the distance and find the nearest center. The 

main challenge is the computing consumption, considering the larger scale of the 

spectrum. We choose one of most widely used clustering algorithm, k-Means, and 

acetate it by GPUs to achieve a high efficiency, to make it more useful for the 

researcher. 

4.1.2 k-Means 

Clustering is a method of unsupervised learning that partitions a set of data 

objects into clusters, such that intra-cluster similarity is maximized while 

inter-cluster similarity is minimized [106, 107]. The k-Means algorithm is one of 

the most popular clustering algorithms and is widely used in a variety of fields 

such as statistical data analysis, pattern recognition, image analysis and 

bioinformatics [108, 109]. It has been elected as one of the Top 10 data mining 

algorithms [110]. The running time of k-Means algorithm grows with the increase 

of the size and also the dimensionality of the data set. Hence clustering large-scale 

data sets is usually a time-consuming task. Parallelizing k-Means is a promising 

approach to overcoming the challenge of the huge computational requirement 

[111-113]. In [111], P-CLUSTER has been designed for a cluster of computers 

with a client-server model in which a server process partitions data into blocks 

and sends the initial centroid list and blocks to each client. It has been further 

enhanced by pruning as much computation as possible while preserving the 

clustering quality [112]. In [113], the k-Means clustering algorithm has been 

parallelized by exploiting the inherent data-parallelism and utilizing message 
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passing.  

In this section, we design a parallel k-Means algorithm for GPUs by using a 

general-purpose parallel programming model, namely Compute Unified Device 

Architecture (CUDA) [97, 114]. CUDA has been used for speeding up a large 

number of applications [115, 116]. Some clustering algorithms have been 

implemented on the GPUs, including k-Means. There are mainly three existing 

GPU-based k-Means algorithms: GPUMiner [117], UV_k-Means [118], and 

HP_k-Means [119]. UV_k-Means achieves a speedup of ten to forty as compared 

with a four-threaded Minebench [120] running on a dual-core, hyper-threaded 

CPU. HP_k-Means claims another speedup of two to four as compared with 

UV_k-Means and twenty to seventy speedup as compared with GPUMiner [117]. 

These existing works have shown the promising high performance advantage of 

GPUs. However, the above GPU-based algorithms have not yet fully exploited the 

computing power of GPUs.  

To the best of our knowledge, there are mainly three existing GPU-based k-Means 

algorithms, namely UV_k-Means, GPUMiner, and HP_k-Means. We first briefly 

introduce the GPU architecture, and then review these three existing GPU-based 

k-Means algorithms. 

UV_k-Means  

In order to avoid the long time latency of global memory access, UV_k-Means 

copies all the data to the texture memory, which uses a cache mechanism. Then, it 

uses constant memory to store the k centroids, which is also more efficient than 

using global memory. Each thread is responsible for finding the nearest centroid 

of a data point; each block has 256 threads, and the grid has n/256 blocks. The 

work flow of UV_k-Means is straightforward. First, each thread calculates the 

distance from one corresponding data point to every centroid and finds the 

minimum distance and corresponding centroid. Second, each block calculates a 

temporary centroid set based on a subset of data points, and each thread calculates 

one dimension of the temp centroid. Third, the temporal centroid sets are copied 

from GPU to CPU, and then the final new centroid set is calculated on CPU. 

UV_k-Means has achieved a speedup of twenty to forty over the single-thread 

CPU-based k-Means in our experiment. This speedup is mainly achieved by 
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assigning each data point to one thread and utilizing the cache mechanism to get a 

high reading efficiency. However, the efficiency could be further improved by 

other memory access mechanisms such as registers and shared memory. 

GPUMiner 

GPUMiner stores all input data in the global memory, and loads k centroids to the 

shared memory. Each block has 128 threads, and the grid has n/128 blocks. The 

main characteristic of GPUMiner is the design of a bitmap. The workflow of 

GPUMiner is as follows. First, each thread calculates the distance from one data 

point to every centroid, and changes the suitable bit into true in the bit array, 

which stores the nearest centroid for each data point. Second, each thread is 

responsible for one centroid, finds all the corresponding data points from the 

bitmap and takes the mean of those data points as the new centroids. The main 

problem of GPUMiner is the poor utilization of memory in GPU, since 

GPUMiner accesses most of the data (input data point) from global memory 

directly. As pointed out in  [117], bitmap approach is elegant in expressing the 

problem, but not a good method for high performance, since bitmap takes more 

space when k is large and requires more shared memory. 

HP_k-Means 

HP_k-Means is by far the most efficient k-Means algorithm on GPUs [117]. 

However, the details of HP_k-Means are not reported in the paper. In general, 

HP_k-Means considers the GPU memory hierarchy: first, it arranges the data to 

make the best use of the memory bandwidth; second, it uses constant and texture 

memory to utilize the cache mechanism; third, it uses shared memory for the data 

that will be read multiple times.  

4.2 k-Means on GPU 

The k-Means algorithm is one of the most popular clustering methods. Given a set 

of n data points R = in a d dimensional space, the task of k-Means is to partition R 

into k clusters (k < n) S = such that 
1
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the centroid of Si.  

The k-Means algorithm iteratively partitions a given dataset into k clusters. It first 

selects k data points as the initial centroids, which could be the first k data points 
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in the data set, or a set of randomly chosen k data points. Then the algorithm 

iterates as follows: (1) Compute the Euclidean distance between each pair of data 

point and centroid, and then assign each data point to its closest centroid; (2) Find 

the new centroids by taking the mean of all the data points in each cluster. The 

iteration terminates when the changes in the centroids are less than some threshold 

or the number of iterations reaches a predefined threshold. The whole process is 

shown in Algorithm 4.1, assuming that all the operations could be processed 

within the main memory. 

 

Algorithm 4.1: CPU-based k-Means 
// flag: shows whether it still needs to iterate; 
// iter: the current round of iteration; 
// Max_iter: the maximum number of iterations; 
// d(r, s): the distance between r and the cluster s; 
// min_D: the temporal minimum distance; 
1. while flag && iter <= Max_iter 
2.      for each r in R  
3.         for each s in S 
4.             Compute d(r, s); 
5.         end of for 
6.      end of for 
7.      for each r in R 
8.         for each s in S 
9.             if  d(ri, sj) < min_D 
10.       r belongs to sj; 
11.         min_D ← d(ri, sj); 
12.          end of if 
13.       end of for 
14.   end of for 
15.   for each Si in S 
16. find new centroid of Si  
17.   end of for 
18.   if the change of the centroid is less than 

threshold 
19.         flag ← false; 
20.         iter ← iter + 1; 
21.   end of if 
22. end of while 

The computational complexity of a single round of k-Means is O(nkd + nk + nd): 

lines 2-6 have a complexity of O(nkd); lines 7-14 have a complexity of O(nk); and 

lines 15-17 have a complexity of O(nd). According to the value of data 

dimensionality d, we design two different GPU-based algorithms: one for 

low-dimensional data sets and another one for high-dimensional data sets. For 

low-dimensional data sets, we mainly exploit on-chip registers to minimize the 

latency of data access. For high-dimensional data sets, we use both registers and 

shared memory and apply a very efficient reduction method. Step (2) has a 
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relatively low computational complexity of O(nd), and is difficult to be fully 

parallelized due to write conflict. So we use GPU to speed up part of the task that 

is appropriate for parallelization, and leave the remaining part for CPU to execute. 

The following parts contain three subsections. Section 4.2.1 and 4.2.2 are based 

on the dataset that can be fully stored in GPU device memory. Section 4.2.1 

introduces a set of algorithms for finding the closest centroid: Algorithm4.2 is a 

CPU-based version provided as a reference; Algorithm4.3 and 4.4 are two 

GPU-based versions for low- and high- dimensional data respectively. Section 

4.2.2 illustrates the algorithms for computing new centroids: Algorithm4.5 is 

based on CPU provided as a reference, while Algorithm4.6 is the GPU version. 

Section 4.2.3 discusses the strategies for large datasets that cannot be fully stored 

in GPU device memory: Algorithm4.7 is a sequential method, which could be 

implemented on both the CPU and the GPU. 

4.2.1 Finding closest centroid 

The CPU-based algorithm of finding closest centroid is shown in Algorithm4.2. 

Since the algorithm computes the distance between each data point and each 

centroid, our first method to parallelize Algorithm 4.2 is dispatching one data 

point to one thread, and then each thread calculates the distance from one data 

point to all the centroids, and maintains the minimum distance and the 

corresponding centroid, as shown in Algorithm 4.3. Line 1 and 2 show how the 

algorithm designs the thread block and gird. Our experiments show that a block 

size of 256 results in better performance than block size of 32, 64 and 128. Line 3 

and 4 calculate the position of the corresponding data point for each thread in 

global memory. Line 5 loads the data point into the register. Lines 6-12 compute 

the distance and maintain the minimum one.  

Algorithm 4.3 only has one level of loop instead of two levels in Algorithm 4.2, 

because the loop for n data points has been dispatched to n threads, which 

decreases the time consumption significantly because many threads are working 

in parallel. It is worth pointing out that the key step of achieving high efficiency is 

loading the data points into the on-chip registers, which ensures that reading the 

data point from global memory happens only once when calculating the distances 

between the data point and k centroids. Obviously, reading from register is much 
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faster than reading from global memory. Besides, coalesced access to the global 

memory also decreases the reading latency. The experimental results in section 

4.3 verify the advantage of Algorithm 4.3 compared with the best published 

results. However, the problem of Algorithm4.3 is the limited size of the registers. 

In fact, users are not able to fully control the registers, and could only utilize 

registers when the data size is small enough. When the data points cannot be 

loaded into the registers as the data dimension grows, they will be stored in local 

memory, which will increase the reading latency and decrease the performance 

significantly. 

In fact, the input data point and the centroid could be viewed as two matrixes 

data[n][d] and centroid[d][k]; the result distance could be denoted as Result[n][k]; 

and the distance computing process shares the same flow as matrix multiplication. 

Based on this observation, we design Algorithm4.4 for high-dimensional data sets, 

by adopting the idea of matrix multiplication and utilizing registers and the shared 

memory together.  

The main idea of Algorithm 4.4 is decreasing the global memory access time and 

latency by loading the data into the shared memory tile by tile. Thus, 

Algorithm4.4 reads each data point from global memory only once, the same as 

Algorithm4.3. The key point of Algorithm4.4 is how to access the global memory 

and shared memory efficiently, which is achieved by adopting coalescing reading 

which accesses sixteen continuous address for the threads in a half warp to avoid 

the bank conflict. The details are described as follows. 

Algorithm 4.2: finding closest centroid based on CPU 
//min_D: a temp variable, stores the minimum distance; 
// index: stores the min centroid ID for each data point; 
1. for ri in R 
2.      for sj in  S 
3.           if d(ri, sj) < min_D 
4.                min_D ← d(ri, sj); 
5.                index[i] ← j; 
6.           end of if; 
7.      end of for; 
8. end of for;  

The three matrixes data[n][d], centroid[d][k] and Result[n][k] are partitioned into 

TH×TW, TW×TH, and TH×TW tiles respectively. The resource of the GPU is 

partitioned as follows: the grid has (k/TW)×(n/TH) blocks, the ID of which is 

noted by blockIdx.y (by in Figure4.1) and blockIdx.x (bx in Figure4.1); each block 
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has TH×TDimY threads, the ID of which is noted by threadIdx.y (ty in Figure4.1) 

and threadIdx.x (tx in Figure4.1). The computing task is dispatching as follows: 

each block calculates TDimY tiles in the Result, which is noted as 

SR[TH][TW×TDimY]; each thread computes a column of SR. For each thread, 

indexD points to the right position of the data, which contains the following three 

parts as shown in line 4: data is the beginning address of the data set; since the 

height of the data is divided by TH, blockIdx.y×TH×d is the address of the 

corresponding block; threadIdx.y×d adding threadIdx.x is the offset address inside 

the block.  

Algorithm 4.3: computing distance and finding closest centroid based 
on the register of the GPU 
// threadDim: the dimension of the thread in each block;  
// blockDim: the dimension of the block in each grid; 
// blockIdx.x: the current block ID; 
// threadIdx.x: the current thread ID; 
// data: the address of R; 
// i: the ID of data point; 
// d: the dimension of the data; 
// Gdata: the address of the corresponding data point; 
// S: the set of the centroid; 
1.   threadDim ← 256; 
2.   blockDim ← n/256; 
3.   i ← blockIdx.x×blockDim+threadIdx.x; 
4.   Gdata ← data + i×d; 
5.   Load the data point from Gdata to the register; 
6.   for sj in S 
7.       Compute d(ri, sj); 
8.       if d(ri, sj) < min_D 
9.                min_D ← d(ri, sj); 
10.              index[i] ← j; 
11.     end of if 
12.  end of for 

In line 5, indexC points to the right position in centroid, which also has three parts: 

centroid is the beginning address of the current centroid; blockIdx.x×TW points to 

the corresponding block address, since the width of the centroid is divided by TW; 

threadIdx.y×blockDim.x adding threadIdx.x points to the address of the current 

thread inside the block. Obviously, the threads in one block would access centroid 

in continuous addresses, which is also called coalesced accessing. indexR is 

calculated in the same way as in line 6: the beginning address of the result, the 

row address, and the offset address inside the block for the current thread.  

In the loop from line 11 to 16, the algorithm loads a tile of data from global 

memory to the shared memory, and computes the temporary distance saved in 

TResult which are stored in on-chip registers; the loop ends when the whole row 



70"

has been calculated. Line 17-18 calculate the distance based on the results of the 

multiplication. Line 19 waits for all the threads to finish their work. Line 20 writes 

the distance back from TResult to SR. The details are shown in Figure4.1, and take 

the process of calculating a SR[TH][TW×TDimY] as an example, which is equal to 

data[TH][d]×centroid[d][TW×TDimY]: load the first tile (in blue color) from the 

data into the shared memory; multiply the blue tile in the data with the blue tile in 

the Centroid, which is stored in the constant memory; accumulate the temporary 

results into TResult, whose initial value is all zero; repeat loading the next tile (in 

orange color), multiplying and accumulating, until data[TH][d] and 

centroid[d][TW×TDimY] have been all accessed. 

Algorithm 4.4: computing distance based on the shared memory of 
the GPU 
// TH: the high of the tile; 
// TW: the width of the tile; 
// thread: the dimensions of the block; 
// grid: the dimensions of the grid; 
// indexD points to the corresponding data; 
// indexC points to the corresponding centroid; 
// indexR points to the corresponding result; 
// SMData: stores the tile in shared memory;  
// TResult: stores the temp distance in registers; 
// SR: stores the distance in global memory; 
// Alast: the upper bound address of data point; 
// d: the dimension of the data; 
// CTile: the row pointed by indexC,  
// The length is TW × TDimY; 
// The centroids are on the constant memory; 
1. TH ← 16, TW ← 16, TDimY ← 2; 
2. dim thread(TH, TDimY); 
3. dim grid (k/ TW, n/ TH); 
4. indexD = data 

                    + blockIdx.y×TH×d 
                    +threadIdx.y×d+ threadIdx.x. 

5. indexC = centroid 
                    + blockIdx.x×TW 
                    + threadIdx.y×blockDim.x+ threadIdx.x. 

6. indexR = SR 
                  + blockIdx.y ×TH× k + blockIdx.x× TW 
                  + threadIdx.y×blockDim.x + threadIdx.x. 

7. SMData[TW][TH] in shared memory; 
8. TResult[TW] in registers; 
9. Alast ← indexD + d; 
10. do 
11. { 
12.     Load data from global memory to SMData; 
13.     indexD is added by TW; 
14.     for each column in SMData 
15.         TResult[i] += d2(SMdata[i], CTile) 
16. } while (indexD < Alast); 
17. for each element in TResult 
18.     TResult[i] = sqrt(TResult[i]); 
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19. __syncthreads(); 
20. Writet TResult back to SR; 

 
Figure4.1 Tile-based distance computing process 

After calculating the distances matrix Result[n][k] between the data and the 

centroid, the next step is find the closest centroid for each data point. Obviously, 

based on the CPU, the computational complexity is O(nk). On the GPUs, there are 

mainly two methods: firstly, each thread finds the closest centroid for one data 

point from one row of Result, whose computational complexity is O(k). Secondly, 

O(k/logk) threads find the closest centroid for one data point from one row of 

Result, and each thread deals with O(logk) elements in the row. The 

computational complexity is O(logk) [19]. In our this work, we choose the first 

strategy because of the following two reasons: first, this step occupies less than 5% 

time in the whole process adopting the former strategy; secondly, the latter 

strategy is clearly more efficient than the former one only if k is large enough, and 

they perform nearly the same when k is smaller than 1000 in all the experiment in 

this section. 

4.2.2 Computing new centroids 

The result of the first step, i.e., finding the closest centroid, is an array index[n] 

which stores the closest centroid for each data point. The data points belonging to 

the same centroid constitute one cluster. Calculating the new centroids is by 

taking the mean of all the data points in each cluster. As shown in Algorithm4.5, 

the computational complexity is O(nd+kd), and it is difficult to be fully 

parallelized. If we assign each data point to a thread, it will generate write conflict 

when adding the data to the shared centroid. On the other hand, if we assign each 
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centroid to a thread, the computing power of the GPU cannot be fully utilized. 

In this section, we design an algorithm which adopts “divide and conquer” 

strategy. The main notations of the strategy are M and n': M is a multiple of 

stream multiprocessor number in the GPU, and n' is the number of groups, 

initialized by the value of n/M, and updated by the value of n'/M. We first divide 

the data into n' groups, then reduce each group and get temporary centroids. We 

then update n', divide the temporary centroids into n' groups and reduce iteratively 

on the GPU until n' is smaller than M, indicating the GPU has no advantage than 

the CPU for further computing. Finally, we calculate the final centroids on the 

CPU. The full algorithm is shown in Algorithm4.6. By dividing the data into 

groups, the write conflict decreases, since each group writes its own temporary 

centroids and has no influence on other groups. It is necessary to point out that M 

in Algorithm4.6 line 1 should be a multiple of the number of SM in order to 

ensure high schedule efficiency on the GPU. 

Algorithm 4.5: CPU_based method for computing new centroids 
// count: stores the number of data points in each clusters; 
// new_cen: the address of the new centroid; 
// data: is the address of data point set R; 
1. for i from 1 to n 
2.    ++count[ index[i] ]; 
3.    for j from 1 to d 
4.       new_cen [index[i]][j] += data[i][j]; 
5.    end of for 
6. end of for 
7. for i from 1 to k 
8.     for j from 1 to d 
9.         new_cen [i][j] /= count[i]; 
10.     end of for 
11. end of for 

 

Algorithm 4.6: GPU_based method  

for computing new centroids 
// n': is the number of groups to be divided; 
1. M is the multiple of the number of SM; 
2. n' ← n/M; 
3. Divide n data points in to n' groups; 
4. Compute n' temp centroids on the GPU; 
5. while n' > M     
6.     Divide n' temp centroids into n'/M groups; 
7.     n'  ← n'/M; 
8.     Compute  n' temp centroids on the GPU; 
9. end of while 
10. Reduce n' temp centroids into final centroids on CPU; 
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4.2.3 Dealing with large dataset 

The above algorithms all assume that the dataset can be fully stored in the GPU’s 

on-board memory. When the size of dataset grows larger than a single GPU’s 

on-board memory, we can adopt a divide-and-merge method as follows: load the 

dataset group by group, then compute the temporary results and merge them into 

the finally results.  
 

Algorithm 4.7: k-Means for large dataset on Master 

// n': is the number of each sub dataset; 

//k_centroid[M+1][k][d]: is the temporal result from each 
worker;  

//n_centroid[M+1][k]: is the number of each cluster in each 
worker; 

// threshold : a Boolean value to show whether it need further 
compute;   

1. M is the number of workers; 
2. n' ← n/M, each worker deals with n' data; 
3. Divide n data points in to M groups; 
4. while threshold  
5.     for each group data i 
6.        Compute distance between data[i* n'] and 

k_centroid[0][0]  
7.        Find closest centroid; 
8.        Compute new centroid k_centroid[i][k] and 

n_centroid[i][k]; 
9.     end of for 
10.     for i from 1 to M 
11.         for j from 0 to k 
12.           for p from 0 to d 
13.               k_centroid[0][j][p]+=  k_centroid[i][j] [p]; 
14.           end of for 
15.           n_centroid[0][j] += n_centroid[i][j]; 
16.         end of for 
17.     end of for 
18.     k_centroid[0][k] /= n_centroid[0][k]; 
19.     Check(threshold); 
20. end of while 

The details are shown in  Algorithm4.7: lines 1-3 divide the whole dataset into M 

groups, each of which has n' data points and could be loaded into the GPU's 

on-board memory; lines 5-9 deal with the ith group of the data, which starts from 

data[ixn'], compute the distance, find the nearest centroid and compute the new 

centroids based on the current group of data, until the end of the whole data, and 

based on the ith group of data, n_centroid[i][k] stores the number of the points 

and k_centroid[i][k] stores the summary of the points without calculating the 

mean in each cluster, while k_centroid[0][0] stores the current centroids; lines 
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10-17 calculate the final summary and the number of the points for each cluster 

based on the whole data set; line 18 calculates the mean of the previous summary, 

which is the new centroids currently; line 19 checks the threshold containing the 

iteration time and the difference between the current centroids and the previous 

centroids. In fact, Algorithm 4.7 could be implemented on either CPU or GPU. 

For CPU version, we can adopt Algorithm 4.2 and 4.5 for computing distance, 

finding the closest centroids and computing new centroids; while for GPU version, 

we can adopt Algorithm4.3 for the low-dimensional data, Algorithm 4.4 for the 

high-dimensional data, and Algorithm 4.6. 

4.3 Experiment on the simulation data 

We have implemented our parallel k-Means algorithm using CUDA version 2.3. 

Our experiments were conducted on a PC with an NVIDIA GTX280 GPU and an 

Intel(R) Core(TM) i5 CPU. GTX 280 has 30 SIMD multi-processors, and each 

one contains eight processors and performs at 1.29 GHz. The memory of the GPU 

is 1GB with the peak bandwidth of 141.7 GB/sec. The CPU has four cores 

running at 2.67 GHz. The main memory is 8 GB with the peak bandwidth of 5.6 

GB/sec. We calculate the time of the application after the file I/O, in order to 

show the speedup effect more clearly. 

The experiments contain three parts: first, we compare our results with the best 

published results of HP_k-Means, which is mainly on low-dimensional data sets. 

Second, we compare our k-Means with UV_k-Means and GMiner on 

high-dimensional data sets. Third, we compare our CPU k-Means and GPU 

k-Means on the large data set. Each experiment is repeated ten times and the 

average results are reported. 

4.3.1 On low-dimensional data sets 

Here we choose exactly the same data sets as HP_k-Means as follows: n has two 

values, 2x106 and 4x106; k has two values, 100 and 400; d also has two values, 2 

and 8. Each dimension is a single-precision floating point number, and generated 

randomly. The iteration time is fifty, and the algorithm will stop after fifty rounds, 

no matter what the change of the centroid is. Besides, the speeds of HP_k-Means, 

UV_k-Means and GPUMiner are extracted from [17]. As we use the same 

experimental configurations as [17], our comparisons are fair and reasonable. 
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As shown in Table4.1, our k-Means is the most efficient one among the four 

algorithms. It is three to eight times faster than the best published results from 

HP_k-Means, ten to twenty faster than UV_k-Means and one hundred to three 

hundred faster than GPUMiner. Since HP_k-Means only provides some 

optimization rules without publishing the source code, we mainly discuss the 

difference between our k-Means and UV_k-Means.  
Table4.1 Speed of k-Means on low-dimensional data, in second. 

n k d Our 
k-Means 

HP  
k-Means 

UV 
k-Means 

GPU  
Miner 

2 
million 

100 2 0.22 1.45   2.84   61.39 
400 2 0.79 2.16   5.96   63.46 
100 8 0.35 2.48   6.07 192.05 
400 8 1.23 4.53 16.32 226.79 

4 
million 

100 2 0.34 2.88   5.64 130.36 
400 2 1.22 4.38 11.94 126.38 
100 8 0.68 4.95 12.85 383.41 
400 8 2.26 9.03 34.54 474.83 

Note: the time is in second. The hardware environment of HP is as follows: NVIDIA GTX280 
GPU; Intel Xeon CPU, 2.33GHz; 4GB memory. 

The workflows of the two algorithms are very similar: each thread finds the 

minimum centroid for each data point. The main difference is the memory 

utilization: UV_k-Means puts the data on the texture and puts the centroids on the 

constant; our k-Means firstly loads the data on the register, and reads the data 

from the register each time when calculating the distance from each centroid, 

resulting in a low global memory access times and latency, since reading from 

register is by far faster than reading from other memories.  

We also analyze the GFLOPS of each algorithm. Since the computational 

complexity of finding the closest centroid is O(nkd + nk), which is much larger 

than O(nd) of computing the new centroid, a reasonable approximation on the 

total number of operations can be obtained by: 

OP = n×k×(d+d+d-1)×iter           (1) 

For each data point, the first d in Eq. (1) is the number of subtractions; the second 

d is the number of multiplications; the third term d-1 is the number of additions; 

and iter is the number of iterations. Take the 7th row of Table4.1 as an example 

(i.e., n = 4million, k = 100, d = 8), the number of operations is 4.6×1011. So the 

GFLOPS of each algorithm are: 676, 93, 36 and 1.2. The maximum GFLOPS of 

GTX 280 is around 933, and our algorithm has achieved 72% of the peak GPU 

computing power, which could also show the advantage and high efficiency of 



76"

our algorithm. We visually show the time and GLOPS in Figure4.2, for the setting 

of the 7th line in Table4.1 

As shown in Table4.2, we can also observe that our k-Means is insensitive with 

dimensionality when it is relatively small, since the time differs a little when the 

dimensionality varies from 2 to 6. As the dimensionality keeps growing, the time 

consumption grows with a higher speed because we are not able to keep a data 

point in registers, which is the main reason we design a new strategy for 

high-dimensional data sets. As shown in Table4.3, when k grows, the algorithm 

has to access the global memory more, which is proportional to k, and will spend 

more time. The computing time also grows with the increase of n, as shown in 

Table4.4. Besides, we could also observe that the time consumption of 

“computing new centroids” changes slightly when the parameters change, due to 

the low computational complexity and our “divide and conquer” Algorithm4.6. 
Table4.2 Speed changes on dimension, in millisecond 

d Finding the 
closest centroid 

Computing 
new centroids 

2 72 64 
4 75 63 
6 83 64 
8 138 67 

10 405 64 
Note: n = 106, and k = 100. 

 
Table4.3 Speed changes on centroid, in millisecond 

k Finding the 
closest centroid 

Computing 
new centroids 

100 75 64 
200 138 66 
400 272 67 

Note: n = 106, and d = 4. 
 

Table4.4 Speed changes on n, in millisecond 
n Finding the 

closest centroid 
Computing 

new centroids 
1,024,000   77 60 
2,048,000 130 66 
3,072,000 512 62 
4,096,000 284 64 
6,144,000 431 69 
8,192,000 567 68 

Note: d = 4, and k = 100. 

In fact, through our experiment, when the dimensionality is larger than sixteen 

(assuming single-precision floating point data), the data point cannot be loaded 

into the register, and the speed decreases sharply because of accessing the global 

memory. So, we use Algorithm4.5, shared memory based algorithm to deal with 
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high-dimensional data sets. 

4.3.2 On high-dimensional data sets 

For high-dimensional data sets, we use the samples provided by the KDD Cup 

1999 [20], and choose two data sets, with 51200 and 494080 data points 

respectively. Each data point contains 34 features, and each one is a 

single-precision floating point number. The default values of k and iteration time 

are 32 and 100, respectively. Since HP_k-Means does not report any experimental 

results on high-dimensional data sets, we can only compare our algorithm with 

GPUMiner and UV_k-Means. 

The comparison results are shown in Table4.5. Our k-Means is four to eight times 

faster than UV_k-Means, ten to forty times faster than GPUMiner, and one 

hundred to two hundred times faster than the single thread CPU based k-Means 

algorithm developed by us. 

When dealing with high-dimensional data, i.e., d is larger than sixteen, our 

algorithm loads the data tile by tile into the shared memory. Thus it accesses the 

global memory only once for each data point. UV_k-Means adopts texture to store 

the data point and decreases the global memory reading latency. However, it 

depends on the cache mechanism, and if the cache missing grows, the efficiency 

would decrease. On the other hand, the shared memory could perform more 

stably. 

As shown in Table4.6, finding the closest centroid achieves a speedup of forty to 

two hundreds compared with our CPU-based algorithm, while computing new 

centroid achieves a speedup around ten, which further prove the advantage of our 

algorithm. The GFLOPS of the second line in Table4.5 are 137, 18, 4 for our 

k-Means, UV_k-Means and GPUMiner, as shown in Figure4.3. Compared with 

Figure4.2, the GFLOPS of our k-Means decreases, since the time consumption on 

computing new centroids occupies relatively more percentage, which does not 

have a good speedup effect. Besides, we also compare Algorithm4.3 and 4.4: 

when n = 1x106 and k = 100, Algorithm4.3 needs 1.5 seconds to deal with a 16 

dimensional data set, while Algorithm4.4 needs 1.5 seconds to deal with a 32 

dimensional data, which proves that it is necessary to design two strategies for 

different dimensional data. 
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Figure4.2 Time and GFLOPS comparison on low-dimensional data 
"

 

Figure4.3 Time and GFLOPS comparison on high-dimensional data 
"
Table4.5 Speed of k-Means on high-dimensional data, in second 

Data set Our 
k-Means 

UV 
k-Means 

GPU Miner CPU 
k-Means 

51,200 0.34 1.86 4.26 35.79 
494,080 1.15 8.67 40.6 224.47 
 

Table4.6 Time distribution of our k-Means algorithm, in second 

Function/data set Finding the  
closest centroid 

Computing new centroids 

51,200 GPU 
CPU 

0.10 
33.5 

0.25 
2.28 

494,080 GPU 
CPU 

0.87 
207.78 

0.24 
16.67 

 
Table4.7 Speed changes on k, in millisecond 

k Finding the 
closest centroid 

Computing 
new centroids 

 32  99 248 
 64 138 251 
128 167 250 
256 204 252 
512 637 253 

Note: n = 51,200, and d = 34. 

As shown in Table4.7 and 4.8, the time consumption shares the same trend as in 

Table4.3 and 4.4, which is appropriately linear to k and n. Table4.9 shows the 
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speed changes on dimensionality, and the time of “finding the closest centroid” is 

also linear to d. 
 

Table4.8 Speed changes on n, in millisecond 
n Finding the  

closest centroid 
Computing  
new centroids 

 51,200    99 248 
102,400   184 247 
204,800   340 249 
409,600   660 254 
819,200 1,318 259 

Note: k = 32, and d = 34. 
 

Table4.9 Speed changes on d, in millisecond 
d Finding the  

closest centroid 
Computing  
new centroids 

 32  97 231 
 64 127 276 
 96 158 289 
128 185 290 
160 220 303 

Note: k = 32, and n = 51,200. 

4.3.3 On large data sets 

Here we use the data sets which are larger than the CPU and GPU’s main memory: 

for the low-dimensional data, we generate the data randomly; for the high 

dimensional-data, we generate the data based on the dataset in section 4.2.2, 

randomly copy a data point, randomly choose half of the dimension and add them 

with a random float number. The scale of the dataset is one hundred times larger 

than the previous data set in Section 4.2.1 and 4.2.2.   

Algorithm4.7 runs on the low-dimensional data, and the result is shown in 

Table4.10 and Figure4.4 First, the GPU-based version is more than one hundred 

times faster than CPU-based version. Second, Figure4.4 shows the trend of time 

consumption increase with the number of the data point, which is approximately 

linear. The main reason is that computing the final centroids has only Mkd 

operations, which is very small compared with the total operation. For example, 

merging 51,200 temporary results only takes 0.1 second. In the first row of 

Table4.10, we only need two hundred temporal results, and the time could be 

neglected. The green line in Figure4.4 is the time consumption on small dataset: 

the scale of the dataset is one hundred times smaller than that of red and blue line; 

the time is calculated in ten milliseconds to clearly show the figure. The green line 

is nearly the same as the red line, which further shows that the merging part 
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occupies a tiny percentage of the total time and the divide-and-merge strategy is 

very efficient. Algorithm4.7 running on the high-dimensional data sets shows the 

similar result, as shown in Table4.11.  
Table4.10 Time consumption for Algorithm4.7 on low-dimensional data, in second 

n (103) CPU GPU 
102,400 1,183 14 
204,800 2,294 20 
409,600 4,014 35 
819,200 7,925 64 

Note: d = 4, and k = 100, M =51,200. 
 

Table4.11 Time consumption for Algorithm4.7 on high-dimensional data, in second 
n (103) CPU GPU 
  6,400   6,437   53 
 12,800   9,674   89 
 25,600  17,846  176 
 51,200  35,667  324 
102,400  76,861  498 
204,800 134,085  854 
409,600 223,074 1,635 
819,200 453,637 3,098 

Note: d = 34, and k = 100, M =51,200. 

Figure4.4 Time consumption of Algorithm4.7 on low-dimensional data,  
the x-axis is the number of the data points in thousand, and the y-axis is the time, in second.   

4.4 Applying k-Means to Spectrum clustering 

Based on the algorithm in 4.2 and results in 4.3, it is reasonable to assume a high 

efficiency when we apply the k-Means to the spectrum clustering.  

4.4.1 Method 

The process of the cluster is almost the same with normal k-Means: first, we 

initialize the data, set the identified spectrum as the first centroids, and set all the 

unidentified spectra as the raw data to be clustered.  
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Second, we calculate the distance between the raw data and the centroids. In the 

tandem MS data, we always select 200 effective peaks, and each peaks locates at 

different point by m/z value. It is not reasonable to consider the data as a 200 long 

vector and calculate the distance, since the same number peak might vary a lot in 

m/z value, and contribute only errors in the final result. Thus, before calculating 

the distance, we need to normalize the peaks in each spectrum. Assuming the 

mass range of the MS data is 600Da to 6000Da, we divide the mass range by 0.5 

Da, and get 10,800 mass windows. Each peak's mass of each spectrum will belong 

to one mass window. If more than one peak locates in one mass window, we 

could merge the peaks, using the mean intensity. Consequently, we could consider 

the spectrum as a vector S* with 10,800 elements.  

However, if we calculate the distance, using vector S*, the computation 

consumption would be very high, which is O(N1×N2×10800) where N1 and N2 

stand for the number of identified and unidentified spectra. Obviously, there are 

only 200 values at most in the 10,800 elements. Thus, we would adopt a structure 

S, with two elements: mass window number, intensity. When we calculate the 

distance, we firstly match the mass window, and calculate the distance from the 

intensity in the same number of mass window, which decreases the computational 

complexity to ((S1×S2×400)). Then, we calculate the new centroid by the mean of 

the data in the same cluster, as shown in Algorithm 4.8. In this step, we also use 

the normalization vector S to calculate the data.  

Algorithm 4.8: compute distance between two spectrum 

//S: S1 and S2 stands for two spectrum vectors  
1. While (i< S1.length & j< S2.length) 
2.   if S1.w == S2. w 
3.     d += (S1.intensity- S2.intensity)^2; 
4.   if S1. w < S2. w 
5.     ++i; 
6.   if S1. w > S2. w 
7.     ++j  
8. end of while;  
9. d = sqrt(d); 
10. return d; 

4.4.2 Experiments  

We also implement the related method and update the experiments on a recent 

GPU cluster, which were conducted on a PC with an NVIDIA GTX780 GPU and 

an Xeon X5570 @ 2.93GHz (2-CPU/4-core) CPU. GTX 780 has 12 SIMD 
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multi-processors, and 4GPCs, which results in 2,304 SPs and performs at 1.5 GHz 

(6GHz Effective). The memory of the GPU is 3GB with a 7.0Gbps memory clock. 

The CPU has four cores running at 2.93 GHz. The main memory is 32 GB with 

the peak bandwidth of 5.6 GB/sec. We calculate the time of the application after 

the file I/O, in order to show the speedup effect more clearly. 

We adopt the two experiments in chapter 2. We identify 7,974 spectra, 3226 

peptides and have 38,252 unidentified spectra in Exp1; we identify 2,775 spectra, 

432 peptides and have 40,719 unidentified spectra in Exp2. We will consider the 

spectra with the same identified peptide as one spectrum, and choose a random 

spectrum as the centroid. Each spectrum will be normalized as a 10,800 long 

vector. To test the speedup effect, we set the iteration time as 100. As shown in 

Table4.12, we achieve a more than 20 times faster on a single GPU than that on 

the CPU. 
 

Table4.12 Speedup effect of k-means by GPU in the protein identification. 

 Identified 
spectra 

Identified 
peptide 

Unidentified 
spectra 

CPU     
time 

GPU     
time 

Exp1 7,943 3226 38,252 3426 seconds 98 seconds 

Exp2 2,775 432 40,719 567 seconds 29 seconds 

 

4.5 Conclusion 

In this section we conduct systematic research on parallelizing the k-Means using 

CUDA. Our first work is the observation that the dimensionality of the data set is 

an important factor to be considered. Our second work is the design, 

implementation, and evaluation of two different strategies. For low-dimensional 

data sets, we mainly utilize the GPU on-chip registers to minimize the memory 

access latency. Due to the limited size of on-chip registers, this method is not 

applicable to data sets with high dimensionality. For high-dimensional data sets, 

we design a novel and highly efficient algorithm that treats the most 

time-consuming part of k-Means as matrix multiplication, and then makes use of 

GPU on-chip shared memory together with on-chip registers. Our third work is 

analyzing the strategy for the large data set, which cannot be processed within a 

single GPU once. Our experimental results show that our parallel k-Means 

algorithm performs much better than existing algorithms, for both 
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low-dimensional data sets and high-dimensional data sets.  

In this section, we proposed a GPU-based k-Means algorithm. It presents mainly 

two novel ideas: first, based on the dimensionality of the data set, our k-Means 

algorithm chooses one from two different strategies. For low-dimensional data set, 

our algorithm utilizes GPU registers and achieves a speedup of three to eight over 

HP_k-Means. For high-dimensional data, our algorithm firstly observes the 

similarity between k-Means and matrix multiplication, then adopts shared 

memory and registers to avoid multiple accesses of the global memory, and 

finally achieves a speedup of four to eight as compared with UV_k-Means. 

Besides, we also discuss the method for dealing with large data sets based on a 

single GPU. 

 
Figure4.5 k-Means on the cluster. 

Processing large data set, utilizing the cluster is another promising method. We 

intend to adopt the master-worker (slave) mode, as shown in Figure4.5. The 

master is in charge of dispatching the data to the workers, calculating the new 

centroid and checking the threshold; while the worker computes the distance 

between the current centroids and the subset of data received from the master, 

finds the closest centroid, computes the temporary new centroids and transfers the 

data back. On the GPU cluster, the computing distance process could adopt 

Algorithm 4.3 and 4.4, while the computing new centroids process could use 

Algorithm 4.6. The detail workflows are described in Algorithm 4.9 and 4.10. We 

theoretically analyze this strategy: given M workers, each worker deals with n' 

(n/M) data points. If n' data points could be loaded into the worker's main memory, 

the speedup and GFLOPS have the same results with those in EXPERIMENT 

Section 4.3.1 and 4.3.2 on each worker. However, the total speedup is less than M 

times compared with the speedup on a single GPU, resulting from the 

communication cost. Otherwise, each worker would work in Algorithm 4.7’s 

workflow, deals with the data group by group and share the similar results with 
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Algorithm 4.7 on each worker, and the total speedup is approximately linear with 

the number of the worker, influenced by the communication cost. In the future, we 

plan to systematically implement the previous parallel strategy and analyze the 

speedup effect.  
 

Algorithm 4.9: k-Means for large dataset on Master 

// j: the initial value is M, and it stands for the number of waiting workers; 

//the other variables are the same with Algorithm4.7; 
1. while threshold  
2.   while i < M 
3.     SendData2Worker( i++, data[i* n'], k_centroid[0]); 
4.   end of while 
5.   While j > 0 
6.     if(GetConnectionFromWorker( i) ) 
7.         --j; 
8.         ReceivedDataFromWorker(k_centroid[M][i], n_centroid[i][k]); 
9.     end of if 
10.   end of while 
11.   for i from 1 to M 
12.       Update k_centroid[0]; 
13.       Update n_centroid[0]; 
14.   end of for 
15.   k_centroid[0][k] /= n_centroid[0][k]; 
16.   Check(threshold); 
21. end of while 

Note: lines 2-4 send the current centroids k_centroid[0][0] and the subset of data 
data[ixn'] to the i_th worker; lines 5-8 receive the results including 
k_centroid[i][k] and n_centroid[i][k] from the i_th worker; lines 11-14 calculate 
the final summary and the number of point for each cluster, which is the same as 
lines 9-17 in Algorithm4.7; line 15 calculates the mean of the previous summary. 

 

Algorithm 4.10: k-Means for large dataset on Worker 

//i: is the ID of the worker 
1. while true  
2.     if(GetConnection ( i) ) 
3.         ReceiveDataFromMaster(k_centroid[0], data[i* n']); 
4.         Computing distance; 
5.         Find closest centroid; 
6.         for each cluster j 
7.             Calculate k_centroid[i][j]; 
8.             Calculate n_centroid[i][j]; 
9.         end of for  
10.         SendData2Master(k_centroid[i], n_centroid[i]); 
11.     end of if 
12. end of while  

Note: line 1 means the worker keeps waiting for the connection from the master; 
line 3 receives data from master, containing the current centroids and the subset of 
data points; line 4 calculates the distance between the data points and the centroids; 
line 5 finds the closest centroid for each data point; line 6-9 calculate the summary 
of the data points and the number of the points in each cluster; line 10 sends the 
results back to the master and then waits for the next connection. 
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5. Conclusions and future work 

5.1 Conclusions 

In this thesis, we mainly work on increasing the efficiency of the key module in 

protein identification search engines. We identify some basic operations, optimize 

their workflow, and accelerate these steps by parallelization on GPUs, which 

could be easily adopted by most related studies or researchers. 

5.1.1 Workflow optimization by indexing system 

The protein identification search engine has a similar workflow to traditional 

search engines, like a web page search engine. It contains a data storage system, a 

query system, a scoring system, a system that shows results. The first key module 

is the data storage system, which determines the method of the query system. In 

the protein identification search engine, the ideas of traditional search engines and 

information retrieval are far from well applied or designed. 

Considering the poor efficiency of the protein database, we design a novel parallel 

indexing system, including a protein index, a peptide dictionary, and 

peptide-protein inverted files. In the new indexing system, we can access the 

protein directly by ID, AC, DE, and SQ, instead of by a sequential lookup. With 

limited memory, we can load more protein data than before. In the new peptide 

inverted files, we can query nonredundant peptides by mass in O(1) computational 

complexity. After we identify the peptide, we can also infer the protein by the 

inverted files in O(1) computational complexity. In addition, both the peptide 

dictionary and inverted files are divided by the precursor mass, and it is feasible to 

load each part into the limited memory to ensure the access efficiency and support 

parallel query. In the spectrum peak index, matching one peak in a spectrum is in 

O(1) computational complexity, which is the most basic and frequent operation in 

the scoring module. 

Our parallel index strategy could process any scale of protein database, assuming 

that the size of the protein database is smaller than the hard disc, which could also 

support parallel query. We adopt the GPU to accelerate the parallel index 

construction process, which decrease the pre-calculation step time consumption to 

around 10%. Considering other search engine only has index on a single PC, we 

perform comparison on a single node.  
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Our index construction time and storage are eight to ten times faster than the 

protein index of Mascot. Compared with X!Tandem, our index system loses no 

information from the protein database and provides random access. With the 

peptide index, pFind will query no redundant peptides compared with X!Tandem 

and Mascot, which is around 50% in most of the commonly used databases. Thus, 

adopting the same scheme of scoring module, pFind will be twice as fast as 

X!Tandem and Mascot, without other optimization. Our index construction and 

storage consumption are more than 10 times as efficient as the peptide index of 

SEQUEST. Together with the spectrum peak index, pFind is two to five times 

faster than Mascot and X!Tandem. 

One of the key characters of the parallel index scheme in this thesis is the loss of 

effectiveness. None of the related algorithms will decrease the type of the 

candidate peptide and be optimized through workflow, programming, and 

compilation. Consequently, it is feasible to apply the strategy, algorithm, and 

implementation in other related search engines or studies. For example, in pFind, 

we could try several scoring methods, like SDP, KSDP, and SVM, adopting the 

same index system, which could ensure efficiency and have no influence on the 

scoring result. 

5.1.2 Paralleling the scoring system by GPUs 

After we use the indexing technique, the most time-consuming module is the 

scoring module. Profile analysis shows that the steps before the scoring module 

occupy less than 5% of the total time and that the scoring module occupies more 

than 80% of the total time. To retain accuracy, we do not decrease the number of 

scoring operations. Thus, it is a promising method to parallelize scoring, 

considering the independence of the scoring operation. 

The general parallelization method is based on a multicore machine or cluster. As 

GPUs develop for graphics-related application, they also grow in computing 

ability. Unlike CPUs, GPUs have more arithmetic logic units and fewer control 

units, and they have a single-instruction multiple-thread architecture. In addition, 

GPU could start thousands of threads running simultaneously. Thus, GPU is more 

efficient in dealing with computing-intensive operations, with fewer branches and 

check operations. 

Because scoring between the experimental and theoretical spectrum is 
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independent, we could assign different scoring operations to different threads. The 

billions of scoring operations would make good use of the thousands of threads in 

a GPU. Based on the above observation, we adopt GPU as a parallelization 

platform to accelerate the scoring module of protein identification. It is a 

straightforward method to simply assign a group of scoring operations to one 

thread and parallelize the scoring task. However, the memory of the GPU is 

limited. A more efficient memory layer has less space. The use of the GPU’s 

memory is the key issue of the acceleration effect, and understanding the data 

transfer and computing process is essential to the efficient use of memory. 

As previously mentioned, the similarity of calculation between each pair of 

experimental and theoretical spectra is independent. However, in the view of data, 

different pairs have relationships, because one experimental spectrum will be 

scoring with multiple theoretical spectra, and it is the same with the theoretical 

spectrum. It is a “many to many” relationship. 

The straightforward method does not consider the data relationship and will read 

one spectrum multiple times from the memory. If the data scale is small, all of the 

data could be loaded into fast memory, such as the register, the constant memory, 

and the shared memory, leading to a small loss in efficiency. For a normal search 

task, the data will be stored in the global memory and loaded into fast memory 

part by part. Thus, our idea is to perform all of the scoring once a spectrum is 

loaded into the fast memory, thus avoiding multiple readings of the global 

memory. Before the scoring operation, we need to match the experimental and 

theoretical spectrum. If their precursor mass difference is within a preset tolerance 

threshold, we consider them to be a candidate match and transfer them to the 

scoring module. 

In our study, we adopt a different workflow for the matching process. We divide 

the precursor mass range of the spectrum into many small mass ranges, namely, a 

mass window. The length of the mass window is smaller than the preset mass 

tolerance. Assuming that each spectrum will belong to one mass window, there 

will be a group of theoretical spectra and a group of experimental spectra. The 

spectrum in one group will score with every spectrum in the other group and vice 

versa. We could consider each group as a matrix, and the scoring workflow of the 

two matrices shares a similar process of matrix multiplication. The key idea of 
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matrix scoring is the use of the shared memory. We calculate the result matrix tile 

(sub matrix) by tile (sub matrix), to ensure that every reading is taken from the 

shared memory and constant memory to lower the reading latency. 

We also consider the optimization of the GPU cluster. The work in a cluster 

environment is the workload balance. We work on assigning each GPU cluster the 

same scale of the computing task. Previous parallelization work, mainly with 

CPUs, would allow each node in the cluster to work on the same number of 

scoring operations. However, the length difference of the spectrum changes the 

scoring operation’s computation consumption. Thus, we consider the operation 

number of each scoring operation and divide the task to obtain a better workload 

balance. 

As a result, we achieve a speed-up of 30 to 60 times for the scoring module on a 

single GPU and contribute to a search process that is five times faster. For the 

GPU cluster, we obtain a 90% linear speed-up effect. 

5.1.3 Analysis of the unidentified spectrum by spectrum-clustering adopting 

k-means on GPUs 

The identification ratio with the most widely used database search engine is still 

less than 50%. Therefore, many researchers focus on explanation of the 

unidentified spectrum. New methods, such as spectral library searching and 

spectrum clustering are adopted. Considering the scale of the spectrum data and 

the computational complexity of the algorithm, we target an increase in the 

efficiency of some basic algorithms to better explain the unidentified spectrum. 

Spectrum clustering is based on the similarity of spectra from the same peptide. 

By calculating the similarity, the spectra could be clustered and merged into one 

characteristic spectrum to decrease its scale. However, doing so would change the 

accuracy of the identification result either for better or for worse. In our study, we 

are concerned with the result after traditional database searching and clustering 

the unidentified spectrum to identified spectrum. If we consider the identified 

spectrum as a library, and not just as the center node of a class, the method could 

also be considered as a spectral library search. 

One basic operation in the spectrum clustering method is the calculation of 

similarity between the spectra, which could adopt the basic idea used in the 

parallelization of the scoring module. Another basic operation is the clustering 
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workflow. We choose k-means as the benchmark algorithm for the spectrum 

cluster because it is one of the most widely used cluster algorithms and has been 

adopted for use in many applications. Before the scoring module, if we cluster the 

spectra, we could use the hierarchical cluster because we do not know the number 

of k. If we have already identified some spectra and consider them to be the 

cluster center, we set k as the number of identified spectra. 

Many researchers have worked on the parallelization of k-means algorithms, such 

as UV k-means, GPUMiner, and HP k-means. However, the parallelization 

algorithm should be different for different types of data. In protein identification, 

the length of the spectrum differs, and we design a strategy to deal efficiently with 

various length data. We characterize the spectrum by length as either short or long. 

For short spectra, we mainly adopt the register and score one theoretical spectrum 

with all experimental spectra. For long spectra, we mainly adopt the shared 

memory and design a parallel algorithm to simulate the matrix multiplication to 

lower the reading latency. 

As a result, we achieve computation five times faster than the previous fastest 

k-means on GPU, and one hundred times faster than that on a single CPU. 

Actually, other cluster or classification algorithms, like hierarchical clustering, 

contain matrix vector operations. The work here could be considered as a basic 

acceleration strategy to be adopted in the spectrum clustering process. 

5.2 Future work 

In the past, researchers used to install software on their workstation. At the same 

time, software and internet service has developed rapidly. As we say, the 

computer system has changed from Microsoft style to Google style. In the new 

scheme, we use software as a service via the Internet. The user only cares about 

the function of the service, without worrying about issues such as downloading, 

installing, updating, and computing consumption. In the future, we would like to 

design an SAAS-based protein identification search engine. (SAAS stands for 

software as a service.) In short, we hope to allow the user to search one or 

multiple spectra as search keywords through Google and obtain the results in 

seconds. 
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5.2.1 System architecture 

We plan a web-based application running on a distributed system. The user could 

access the service through the Internet and submit their requirements to the server. 

On the server side, we will design the storage system, index system, query system, 

and ranking (scoring) system under a distributed system on a scalable cluster. 

Once the user inputs a key word or words (spectra), the web application will 

submit the request to the searcher, which will start the query system, search the 

index system, read the data from the storage system, run the ranking system to 

calculate the score, and return the result to the user. 

Storage system 

The main function of the storage system is to save the known protein sequence, 

peptide sequence, and ions. It will also save the identified spectrum, the 

corresponding peptide, and the unidentified spectrum. The storage system starts 

with the known protein sequence database. We could also design a crawler that 

finds new protein sequence databases automatically via the Internet to ensure that 

the entire system contains a comparably complete protein sequence. In contrast, 

the user could submit a new protein sequence database or generate a new protein 

database based on the current known protein database to run the specific 

experiment. 

Once the search engine obtains the result spectra for an experiment, the known 

spectra, with all of their search parameters, will be merged into the spectrum 

library. The unknown spectra will also be merged into the unknown spectrum 

library in the storage system. In the following experiments, the searcher first 

searches the protein database, updates the spectrum library, searches the spectrum 

library a second time, and updates the spectrum library again. It will obviously 

explain more spectra than searching a single database. In addition, when the 

system or one of the computing nodes is idle, the searcher could search the 

unknown spectra in the updated spectrum library or protein database to see 

whether there are new results and update the spectrum library. 

Another interesting function of the storage system is integration with a mass 

spectrometer as follows. The mass spectrometer generates raw data and transfers 

it to the storage system via the Internet; the storage system analyzes the raw data 

and processes the data based on the user’s parameter setup in the following 
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experiments. It could be used like Dropbox for the Tandem MS. As a result, 

researchers could manage their data more efficiently with better safety and share 

their data more conveniently. 

Scalability is also a challenging issue in the storage system. We plan to design 

four subsystems for the protein/peptide database, the new spectra, the unidentified 

spectra, and the identified spectra. Protein sequences, which normally occupy less 

space, would be stored as two copies on different nodes. For peptides and ions, we 

use multiple nodes based on the mass distribution and save two copies if we have 

extra nodes. If the peptide nodes are damaged, we could generate the data again 

through the protein sequence. We would dispatch most of the space for the new 

spectra because it is connected to the mass spectrometer. We would save the 

unidentified and identified spectra on different nodes based on their main 

parameters. 

Distributed index system 

We begin initial work on the distributed index system, which requires further 

updates to achieve high efficiency. The index system contains construction, query, 

and update modules. The construction module, based on the cluster environment, 

works as follows. The master node calculates the distribution of the peptide or 

spectrum and obtains the range of each node to ensure a highly efficient workload. 

The worker node constructs the index under its own range. The query module then 

chooses the node by its mass range when accessing the index. 

Because the protein database updates in a long frequency, we would adopt a 

reconstruction strategy for the protein and peptide index. For the spectrum index, 

which changes as the experiments grow, we propose the use of a subindex for the 

new spectrum and to merge the index in a proper frequency. 

Map-reduce based computing system 

Map-reduce is already widely used in high-throughput data–related computing, 

such as web page searching, image data searching, and video data searching. 

However, it is rarely used in the protein identification field. We analyze the 

process of protein identification very carefully and realize that it could adopt the 

map-reduce model very well, supported by the distributed storage and index 

system. In the map function, we map <spectrum, protein database> to <spectrum, 

candidate peptide>, which performs the matching process. In the reduce function, 
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we calculate the similarity and reduce the maximum score. 

Visualization system 

Currently, the result is given in flat text or in PC software like pLable. In the new 

search engine, we plan to support the web-based downloading of the flat text 

result and show the result more vividly through the web application, which 

integrates all the functions of pLable. 

" !
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