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Abstract

The emerging general purpose graphics processing units (GPGPU) comput-
ing has tremendously speeded up a great variety of commercial and scientific
applications. The GPUs have become prevalent accelerators in current high
performance clusters. Though the computational capacity per Watt of the
GPUs is much higher than that of the CPUs, the hybrid GPU clusters still
consume enormous power. To conserve energy on this kind of clusters is of
critical significance.

In this thesis, we seek energy conservative computing on the GPU acceler-
ated servers. We introduce our studies as follows.

First, we dissect the GPU memory hierarchy due to the fact that most
of the GPU applications are suffering from the GPU memory bottleneck. We
find that the conventional CPU cache models cannot be applied on the modern
GPU caches, and the microbenchmarks to study the conventional CPU cache
become invalid for the GPU. We propose the GPU-specified microbenchmarks
to examine the GPU memory structures and properties. Our benchmark re-
sults verify that the design goal of the GPU has transformed from pure com-
putation performance to better energy efficiency.

Second, we investigate the impact of dynamic voltage and frequency scaling
(DVFS), a successful energy management technique for CPUs, on the GPU
platforms. Our experimental results suggest that GPU DVFS is still promising
in conserving energy, but the patterns to save energy strongly differ from those
of the CPU. Besides, the effect of GPU DVFS depends on the individual
application characteristics.

Third, we derive the GPU DVFS power and performance models from our
experimental results, based on which we find the optimal GPU voltage and
frequency setting to minimize the energy consumption of a single GPU task.
We then study the problem of scheduling multiple tasks on a hybrid CPU-
GPU cluster to minimize the total energy consumption by GPU DVFS. We
design an effective offline scheduling algorithm which can reduce the energy
consumption significantly.

At last, we combine the GPU DVFS and dynamic resource sleep (DRS),
another energy management technique, to further conserve the energy, for the
online task scheduling on hybrid clusters. Though the idle energy consumption
increases significantly compared to the offline problem, our online scheduling
algorithm still achieves more than 30% of energy conservation with appropriate
runtime GPU DVFS readjustments.
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Chapter 1

Introduction

The past decade has witnessed a boom in the development of general-purpose
graphics processing units (GPGPUs). These GPUs are embedded with hun-
dreds to thousands of arithmetic processing units on one die and have tremen-
dous computing power. They are one of the most successful types of many-core
parallel hardware. They substantially boost the performance of a great number
of applications in many commercial and scientific fields, such as bioinformatics
[69, 135], computer communications [23, 24, 63], machine learning [27, 65, 109],
especially the emerging deep learning [59, 117, 118]. The prospect of more
thorough and broader applications is very promising [55,64,80,89,111,135].

The GPUs have become prevalent accelerators in current high performance
clusters. In the TOP500 supercomputer list [121] as of June, 2016, 94 systems
are equipped with accelerators and 69 out of them are equipped with GPUs.
The CPU-GPU hybrid computing is more energy efficient than traditional
many-core parallel computing [34,122]. In the Green500 List as of June, 2016,
which sorts the TOP500 supercomputers according to the performance per
Watt, 6 out of the top ten supercomputers are accelerated with NVIDIA GPUs
[25].

Energy consumption is now a major subject of study in ICT [31] [81] [26].
The cost to power modern data centers during their lifetime surpasses that
to manufacture them. E.g., the GPU-accelerated DeepMind computing cen-
ter, best known for defeating professional human players in the strategy board
game of Go, was acquired for about 600 million dollars, while its annual elec-
tricity bill is pegged at 150 million [26] [118]. Even saving a few percentage of
the energy consumed in such computing centers can bring tremendous financial
gains. Rather recently, Google applied DeepMind’s technology to successfully
reduce about 40% of the cooling cost, and improve 15% of the energy effi-
ciency [26].

Though the hybrid CPU-GPU clusters can achieve higher energy efficiency,
their energy consumption is still very high. E.g., a single DGX-1 server from
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Nvidia consumes up to 3,200 Watts, 75% of which come from its 8 GPUs. To
power a large-scale cluster remains a major item of expense for data centers,
and energy efficiency of GPU-accelerated clusters is an important direction of
research due to the complicated relationship between the runtime performance
and power consumption. Despite the growing need of energy conservation on
GPU-accelerated hybrid clusters, GPU energy management techniques only
start to witness developments.

Many GPU-accelerated applications are suffering from the GPU memory
bottleneck, due to the huge throughput gap between the computation and the
bandwidth [55,80]. For example, NVIDIA’s GTX980 has a raw computational
power of 4,612 GFlop/s, but its theoretical memory bandwidth is only 224
GB/s [101]. The realistic memory throughput is even lower. For the applica-
tions bounded by the memory bandwidth, the memory load stalls occupy most
of the execution time [88], and cause a lot of energy consumption. An insightful
understanding of the GPU memory system helps in the energy conserving.

One of the typical CPU power management strategies is the dynamic volt-
age and frequency scaling (DVFS) [30, 36, 114]. The DVFS refers to changing
the processor voltage/frequency during task processing. It is effective in saving
energy or improving performance. The CPU DVFS technology is well devel-
oped and has been adopted in both personal computing devices and large scale
clusters [46].

The GPU DVFS study only started in recent years. According to existing
GPU DVFS studies, simply transplanting CPU DVFS strategies onto GPU
platforms could be ineffective [33] [2], mainly due to the following two reasons.
First of all, GPU DVFS is more complicated than CPU DVFS because it in-
volves both GPU cores and GPU memory. Our GPU DVFS benchmark study
in Chapter 4 has shown that GPU core voltage, GPU core frequency, and
GPU memory frequency are the major factors that affect the dynamic GPU
power [78]. Most existing work on CPU DVFS only consider CPU voltage/fre-
quency. Secondly, while the execution time of a job on a CPU is typically
inversely proportional to the processor frequency, that is not always true on
a GPU [57]. Many GPU-accelerated applications are memory-bounded and
their performance are not only related to GPU processor frequency, but also
GPU memory frequency. Hence the tradeoff between the application execution
time and its average power consumption is more complicated on GPUs than
on CPUs.

Several challenges of the energy efficient GPU computing are listed as fol-
lows. First, the GPU hardware and power management information is re-
stricted. Second, there lack accurate quantitative GPU DVFS performance or
power estimation tools. Third, the GPU design has advanced considerably,
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so that performing the same DVFS strategy may have different outcomes on
different GPU platforms.

This thesis studies the energy conservation for the GPU computing from
the following aspects:

1. We dissect the GPU memory hierarchy to unveil the mysterious GPU
memory architecture of the three most recent generations of NVIDIA
GPU products;

2. We apply the GPU voltage and frequency scaling on two GPU platforms
with a series of popular GPU applications to explore the characteristics
of the GPU DVFS;

3. We propose the GPU DVFS power and performance models based on
our measurement results, and find the optimal voltage/frequency for the
GPU applications using the mathematical optimization tool;

4. We design offline and online algorithms considering GPU DVFS and
the dynamic resource sleep (DRS) for the task scheduling on the hybrid
CPU-GPU servers.

Our work provides practical and up-to-date information on the GPU mem-
ory hierarchy and GPU DVFS. It benefits further GPU performance optimiza-
tion and the GPU energy conservation.

We consider our major contributions as follows.
∙ We investigate the most up-to-date GPU voltage and frequency studies

and the GPU performance and power modelling techniques.
∙ We propose a novel fine-grained P-chase microbenchmark to explore the

unknown GPU cache parameters. We also quantitatively benchmark the
throughput and access latency of the GPU’s global and shared memory.
∙ We conduct DVFS measurement experiments on NVIDIA Fermi plat-

forms. Our experimental results can serve as GPU DVFS benchmarks.
∙ To the best of our knowledge, this work presents the first GPU-specific

analytical model and optimization solution for single task DVFS.
∙ We design offline and online task scheduling algorithms with the follow-

ing features: (i) it exploits GPU DVFS to conserve energy consumption
without violating task deadlines; (ii) it effectively packs a set of tasks on
a number of servers to reduce static energy consumption; (iii) it intelli-
gently adjusts the DVFS setting for better energy savings.
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Figure 1.1: The block diagram of NVIDIA GTX980 GPU.
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Figure 1.2: The stream multiprocessor of NVIDIA GTX980 GPU.

1.1 Background

1.1.1 GPU Architecture

Figure 1.1 shows a brief block diagram of the NVIDIA Maxwell GTX980 GPU.
The GPU mainly contains two parts: the GPU core and the GPU memory.
The GPU core consists of the L2 cache and the stream multiprocessors. In
GPUs, a stream multiprocessor resembles a conventional CPU core. The GPU
is a many-core architecture, that it has a number of SMs. Figure 1.2 illustrates
the block diagram of the stream multiprocessor (SM) of a Maxwell GPU. Note
that the NVIDIA designates a floating point (FP) processing unit as a core.
The number of the FPs and other micro-units on a SM varies according to the
GPU products. The SMs and the L2 cache are connected to the GPU memory,
which includes multiple DRAMs, via memory controllers.

Till 2016, NVIDIA has launched five generations of GPUs. We list their in-
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Table 1.1: Generations of NVIDIA GPUs
Micro-architecture Year CA Technology
Tesla 2006 1.x >55 nm
Fermi 2009 2.x 45 nm
Kepler 2012 3.x 28 nm
Maxwell 2014 5.x 28 nm
Pascal 2016 6.x 16 nm
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Read-only data 

cache / texture L1 

cache

Primary cache

Secondary cache

Constant 

cache

DRAM DRAM DRAM 

Off-chip 

memory

On-chip 

memory

Main memory

Figure 1.3: Memory hierarchy of the GeForce GTX780 (Kepler).

formation in Table 1.1. The compute capacity (CA) is used by NVIDIA to dis-
tinguish the functionality of the GPU products. While the micro-architectures
of Fermi to Pascal GPUs are based on similar designs, there is a big difference
between the Tesla GPUs and later GPUs: the on-chip/core cache system. For
Tesla GPUs, there is no on-SM L1 or off-SM L2 cache [77, 127]. The on-chip
cache system has further boosted performance improvements of a great num-
ber of GPU-accelerated applications. It is vital to consider the influence of the
GPU caches on the performance [50,110].

There are some popular benchmarks to appraise the performance of GPUs:
CUDA SDK [91], Rodinia [19], Parboil [120], etc. Developers also use some
simulators for thorough GPU-based study. Some of the prevalent simulators
include: gem5 [17], on the CPU-GPU hybrid system, GPGPUSim [12], on the
compiling and the execution of GPU codes, and the subsequent GPUWattch
[61], on the GPU power portfolio. All the above are successful software tools
that can help in in-depth understanding of the GPU performance.

1.1.2 GPU Memory Hierarchy

Following the terminologies of CUDA, there are six types of GPU memory
space: register, constant memory, shared memory, texture memory, local mem-
ory, and global memory. Their properties are elaborated in [103, 104]. In this

5



Table 1.2: Features of common GPU memory
Memory Type Cached Scope
Global R/W Yes (CA 2.0 or above) All threads
Shared R/W N/A Thread block
Texture R Yes All threads

study, we limit our scope to the three common types: global, shared, and
texture memory. Specifically, we focus on the mechanism of different memory
caches, the throughput and latency of global/shared memory, and the effect of
bank conflicts on shared memory access latency.

Table 1.2 lists some salient characteristics of the target memory spaces.
Unlike the early devices studied in [127], in recent GPUs the global memory
access has become cached. The cached global/texture memory uses a two-level
caching system. The L1 cache is located in each stream multiprocessor (SM),
while the L2 cache is off-chip and shared among all SMs. It is unified for
instruction, data and page table access. Furthermore, page table is used by
GPU to map virtual addresses to physical addresses, and is usually stored in the
global memory. The TLB is the cache of the page table. Once a thread cannot
find the page entry in the TLB, it would access the global memory to search
the page table, which causes significant access latency. Although the global
memory and texture memory have similar dataflow, the former is read-and-
write (R/W) and the latter is read-only. Both of them are public to all threads
in the kernel function. The GPU-specific R/W shared memory is also located
in the SMs. On the Fermi and Kepler devices it shares memory space with
the L1 data cache, whereas on the Maxwell devices it has a dedicated space.
In CUDA, the shared memory is declared and accessed inside a cooperative
thread array (CTA, a.k.a. thread block), which is a programmer-assigned set
of threads executed concurrently. Fig. 1.3 shows the block diagram of the
memory hierarchy of a Kepler device, GeForce GTX780. The arrows indicate
the dataflow. The architecture of the L1 cache in the Maxwell device is slightly
different from that shown in Fig. 1.3 due to the separate shared memory space.

In Table 1.3, we compare the memory characteristics of the old Tesla GPU
discussed in [106, 127] and our three target GPU platforms. The compute
capability is used by NVIDIA to distinguish the generations. Table 1.3 shows
that the most distinctive difference lies in the global memory. On the Tesla
device, the global memory access is not cached, whereas on the Fermi device
it is cached in both the L1 and the L2 data cache. The Kepler device has an
L1 data cache, but it is designed for local rather than global memory access.
In addition to the L2 data cache, global memory data that is read-only for
the entire lifetime of a kernel can be cached in the read-only data cache with
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Table 1.3: Comparison of the memory properties of the Tesla, Fermi, Kepler
and Maxwell devices

Device Tesla Fermi Kepler Maxwell
GTX280 GTX560Ti GTX780 GTX980

Compute capability 1.3 2.1 3.5 5.2
SMs * cores per SM 30 * 8 8 * 48 12 * 192 16 * 128

Global memory

Cache mechanism N/A L1 and L2 L2, or
read-only

L2, or
unified L1

Cache size N/A
L1: 16/48

KB
Read-only:

12 KB
Unified L1:

24 KB
L2: 512

KB
L2: 1.5

MB L2: 2 MB

Total size 1024 MB 1024 MB 3072 MB 4096 MB
Shared memory

Size per SM 16 KB 48/16 KB 48/32/16
KB 96 KB

Maximum size per CTA 16 KB 48 KB
Bank No. 16 32
Bank width 4 B 8 B 4 B

Texture memory
Texture units per-TPC per-SM
L1 cache size 6-8 KB 12 KB 12 KB 24 KB

a compute capability of 3.5 or above. On the Maxwell device, the L1 data
cache, texture on-chip cache and read-only data cache are combined in one
physical space. Note that the L1 data cache of the Fermi and the read-only
data cache of the Maxwell can be turned on or off. It is also notable that
modern GPUs have larger shared memory spaces and more shared memory
banks. On the Tesla device, the shared memory size of each SM is fixed at 16
KB. On the Fermi and Kepler devices, the shared memory and L1 data cache
share 64 KB of memory space. On the Maxwell device, the shared memory
is independent and has 96 KB. The maximum volume of shared memory that
can be assigned to each CTA has been increased from 16 KB on the Tesla
device to 48 KB on the later devices. The texture memory is cached on every
generation of GPUs. The Tesla texture units are shared by three SMs (i.e.,
thread processing cluster). However, texture units on later devices are per-SM.
The texture L2 cache shares space with the L2 data cache. The size of the
texture L1 cache depends on the generation of the GPU hardware.

1.1.3 Principles of CPU DVFS

For the CMOS circuits, the total power consumption is decomposed into dy-
namic and static parts. 𝑃𝑑𝑦𝑛𝑎𝑚𝑖𝑐 in Equation (1.1) stands for the dynamic part,
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and the others stand for the static part. [56] gives the detailed information of
the power partition.

𝑃𝑡𝑜𝑡𝑎𝑙 = 𝑃𝑑𝑦𝑛𝑎𝑚𝑖𝑐 + 𝑃𝑙𝑒𝑎𝑘𝑒𝑎𝑔𝑒 + 𝑃𝑠ℎ𝑜𝑟𝑡−𝑐𝑖𝑟𝑐𝑢𝑖𝑡 + 𝑃𝐷𝐶 (1.1)

Equation (1.2) gives the general form of the dynamic power, where 𝑎 denotes
an utilization ratio, 𝐶 denotes the capacity, 𝑉 denotes the chip supply voltage
and 𝑓 denotes the frequency [36].

𝑃𝑑𝑦𝑛𝑎𝑚𝑖𝑐 = 𝑎𝐶𝑉 2𝑓 (1.2)

DVFS manually changes the runtime supply voltage and the frequency, and it
mainly affects the dynamic power. For the early processing units, the dynamic
power accounts for the most of power consumption, but now the static power
gradually contributes more [41,43].

Current processor is CMOS-based that its runtime power consumption (𝑃 )
is proportional to the product of the square of the processor voltage (𝑉 ) and
the processor frequency (𝑓), i.e., 𝑃 = 𝑃0 + 𝑐𝑉 2𝑓 , where 𝑃0 is the idle power
consumption and 𝑐 is a constant related to chip characteristics. For traditional
CPUs, the task processing time (𝑡) is usually inversely proportional to the
frequency, i.e., 𝑡 = 𝐷/𝑓 , where 𝐷 is also a constant related to the problem
size and the compute capacity of the processor. The energy consumption (𝐸)
satisfies Equation (1.3).

𝐸 = 𝑃𝑡 = (𝑃0 + 𝑐𝑉 2𝑓)𝐷/𝑓 = 𝐷(𝑃0/𝑓 + 𝑐𝑉 2) (1.3)

Moreover, in some literatures, the frequency is considered to be linearly propor-
tional to the chip voltage (i.e., 𝑓 = 𝛽𝑉 ), thus the runtime power consumption
has a cubic relationship with the chip voltage, i.e., 𝑃 = 𝑃0 + 𝑐𝑉 3. Under this
assumption, Equation (1.3) can be rewritten as Equation (1.4), where 𝐷 and
𝑐 have different values from those in Equation (1.3).

𝐸 = 𝑃𝑡 = 𝐷(𝑃0/𝑉 + 𝑐𝑉 2) (1.4)

Similarly, we can derive other energy consumption formulas based on other
𝑉 -𝑓 relationships.

These two equations show the potential for applying voltage and frequency
scaling to reduce the system energy. We plot the normalized energy to the nor-
malized frequency in Figure 1.4. The data is based on Equation (1.3)-(1.4).
The legend entries represent the ratios of the idle power over the runtime
power, i.e., 𝑃0/𝑃 . The baseline is chosen as the energy under the default volt-
age/frequency setting. Figure 1.4a indicates applying the frequency scaling
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(c) Voltage and frequency
scaling (𝑓 = 𝑉 0.5)

Figure 1.4: The influence of scaling the voltage and frequency on the energy
consumption. All voltage, frequency and energy consumption are normalized
to their default values.

Table 1.4: The P-states of NVIDIA GTX980 GPU
State P0 P2 P5 P8
Core voltage (V) 1.0 1.0 0.85 0.85
Core frequency (MHz) 540 540 405 405
Memory frequency (MHz) 4105 3004 810 324

alone. We can find that the energy consumption is a monotonic decreasing
function of frequency that scaling up the frequency is beneficial to conserv-
ing energy. Figure 1.4b stands for scaling the voltage with frequency scaling,
where the energy consumption satisfies Equation (1.4). Because we assume
𝑓 = 𝛽𝑉 , the 𝑥-axis in Figure 1.4b also denotes the normalized voltage. Figure
1.4c also demonstrates scaling both the voltage and frequency, except that we
assume 𝑓 = 𝑉 0.5, i.e., the processor voltage and frequency have a sublinear
relationship. In both Figure 1.4b and Figure 1.4c, there exist “optimal” fre-
quency (/voltage) settings in the scaling interval, that leads to the minimum
energy consumption. The optimal setting depends on the static power much.
Larger static power ratios have larger optimal frequency values, but would save
less energy. The sublinear voltage-frequency relationship is more promising for
energy conservation, compared to the linear voltage-frequency relationship.

1.1.4 GPU DVFS

In general, the GPUs have two sets of adjustable voltage/frequency: the core
voltage/frequency, and the memory voltage/frequency. The core and mem-
ory voltage refer to the operating voltage of the GPU core and the DRAM,
respectively. The core frequency controls the core execution speed, while the
memory frequency actually controls the DRAM I/O data speed.

On some NVIDIA products, the GPU core/memory voltage and frequency
are almost continuously scalable in a range, with the help of proper over-
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clocking tools [78,87]. Recently, NVIDIA tends to limit the GPU core scaling
interval by introducing the P-states. A P-state is a combination of GPU
voltage and frequency settings. For example, on the Maxwell GTX980 GPU,
there are 4 P-states by default: P0, P2, P5 and P8, whose voltage/frequency
settings are listed in Table 1.4. The normal GPU DVFS can only switch
between the P-states discontinuously.

NVIDIA offers the NVIDIA Management Library (NVML) [92] and the
NVIDIA System Management Interface (nvidia-smi) [93] to monitor its GPU
P-states. Some third-party softwares, like the NVIDIA Inspector [105] and the
Afterburner [86], can manually adjust the voltage/frequency; but in general,
they become less effective for contemporary NVIDIA GPU products, due to the
stricter voltage/frequency management. Specifically, NVIDIA launches GPU
Boost [94], which is an embedded thermal constrained DVFS system, making
the manual voltage scaling rather tough, that even the scaling softwares can
only control the frequency settings. In contrast, AMD and some SoC platforms
provide more user-friendly GPU voltage/frequency scaling interfaces.

1.2 Motivation

1.2.1 Benchmarking the GPU Memory Hierarchy

The GPUs are designed with extremely high compute performance. How-
ever, their realistic performance is often limited by the huge performance gap
between the processors and the GPU memory system. The memory bottle-
neck remains a significant challenge for these parallel computing chips [55,80].
The GPU memory hierarchy is rather complex, and includes the GPU-unique
shared, texture and constant memory. According to the literature, appropriate
leverage of GPU memory hierarchies can provide significant performance im-
provements [64, 83, 111,135]. For example, on GTX780, the memory bounded
G-BLASTN achieves an overall 14.8x speedup compared with the sequen-
tial NCBI-BLAST by coordinating the use of GPU texture and shared mem-
ory [135]. On GTX980, the performance of a naive computation bounded ma-
trix multiplication kernel without memory optimization is only 148 GFlop/s,
that of a kernel with clever application of shared memory is 598 GFlop/s, and
that of a kernel with extremely efficient optimization of memory is as high as
1,225 GFlop/s [96,97]. Hence, it is vital to expose, exploit and optimize GPU
memory hierarchies.

NVIDIA has launched four generations of GPUs since 2009, codenamed
as Fermi, Kepler, Maxwell and Pascal, with compute capabilities of 2.x, 3.x,
5.x and 6.x, respectively. Compared with its former 1.x hardware, NVIDIA
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has devoted much effort to improving GPU memory efficiency, yet the mem-
ory bottleneck is still a primary limitation [98–104]. Because NVIDIA pro-
vides very limited information on its GPU memory systems, many of their
details remain unknown to the public. Existing work on the disclosure of
GPU memory hierarchy is generally conducted using third-party benchmarks
[11, 82, 106, 126, 127, 134]. Most of them are based on devices with a compute
capability of 1.x [106,126,127,134]. Recent explorations of Fermi architecture
focus on a part of the memory system [11, 82]. To the best of our knowledge,
there are no state-of-the-art works on the recent Kepler and Maxwell archi-
tectures. Furthermore, the above benchmark studies on GPU cache structure
are based on a method that was developed for early CPU platforms [112,113]
with a simple memory hierarchy. As memory designs have become more so-
phisticated, this method has become out of date and inappropriate for current
generations of GPU hardware [79].

In this thesis, we are motivated to explore the up-to-date NIVIDIA GPU
memory hierarchies. In particular, we propose a fine-grained pointer chasing
(P-chase) microbenchmark, which reveals that many of the characteristics of
a GPU cache differ from those of a CPU. To the best of our knowledge, it
is the first work to highlight these differences. Besides, by benchmarking the
memory structures and the throughput of the three generations of GPUs, we
can clearly observe the transformation of GPU design goals, from pure higher
performance to better energy efficiency.

1.2.2 Studying the GPU DVFS

DVFS has been shown as an effective approach to conserving energy for CPUs
[28,30,66]. Despite the maturity of CPU DVFS, the GPU DVFS study started
only a few years ago. Observations on the GPU DVFS effects or the GPU
DVFS power management are relatively limited.

Some works scaled the GPU voltage/frequency and confirmed that the
GPU DVFS is promising to conserve energy, and the patterns that can save
energy moderately differ from those of the CPU [2, 33, 52, 78]. For nearly all
applications executed on the CPU platforms, the processing time is inversely
proportional to the processor frequency, and scaling up the processor frequency
can always conserve energy. In contrast, the impact of GPU DVFS on the
energy consumption strongly depends on the respective applications. Scaling
up the GPU frequency might not save energy for some applications.

On the other hand, the majority of the studies in the field are based on
simulations rather than measurements, due to a lack of practical GPU scaling
tools and the large time consumption of the real experiments. The simulated
GPU performance/power models are derived from the CPUs but not GPUs.
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Since there is a difference between the CPU DVFS and the GPU DVFS, ap-
plying the models for CPUs might be inappropriate.

In this thesis, we are motivated to further explore the effects of applying
GPU DVFS to save energy, and employ it in the energy conservation for the
CPU-GPU hybrid cluster. We conduct first-hand measurement experiments
to quantify the energy savings. The experimental results can serve as the
benchmarks of the GPU DVFS. In addition, we abstract the GPU-specific
power and performance models from the experimental results, and analytically
solve the energy conservation problem using the optimization tool. At last, we
combine the GPU DVFS and the dynamic resource sleep (DRS) together to
construct a task scheduling system. According to our experimental results, we
can conserve as much as 36% of energy within a wide theoretical GPU scaling
interval, and 17% of energy within a narrow achievable GPU scaling interval.

1.3 Thesis Organization

The remainder of this thesis is as follows. Chapter 2 introduces some re-
lated research studies. Chapter 3 describes the design of our GPU-specific
microbenchmark, and the exploration results of the GPU memory hierarchies
and memory throughput. Chapter 4 presents the benchmark results of the
GPU DVFS on a Fermi platform, and proposes general GPU DVFS models.
Chapter 5 studies the problem of energy-efficient task scheduling on hybrid
CPU-GPU clusters via GPU DVFS. We design an heuristic offline task schedul-
ing algorithm of low complexity and high energy efficiency. Chapter 6 extends
the offline algorithm to the online version, and integrates the DRS together
to further conserve energy. The last chapter concludes our work and proposes
possible future work directions.
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Chapter 2

Related Work

2.1 GPU Memory Hierarchy

Many studies have investigated GPU memory system, some of which have
confirmed that the performances of many GPU computing applications are
limited by the memory bottleneck [55, 58, 80, 111]. Using characterization ap-
proaches, several studies located the causes of low memory throughput to
relative memory spaces [50, 58, 111]. Some designed a number of data map-
ping/memory management algorithms with the aim to improve memory access
efficiency [20, 49, 50, 123, 130]. Recently, Li et al. proposed a locality monitor-
ing mechanism to better utilize the L1 data cache for higher performance [62].
All of these studies have contributed to the field and inspired our work.

We summarize the related GPU microbenchmark work in Table 2.1. Most
of the work on memory structure and access latency is based on the P-chase
microbenchmark, which was first introduced in [112,113] (referred to as Saave-
dra1992 hereafter). Saavedra1992 was originally designed for CPU hardware
and was quite successful for various CPU platforms [76]. Duchateau et al.
developed P-ray, a multi-threaded version of P-chase to explore multi-core
CPU cache architectures [29]. They exploited false sharing to quickly deter-
mine the cache coherence protocol block size. As the multi-threading feature
on GPU is different from that of CPU, we cannot apply their method on

Table 2.1: Summary of GPU memory microbenchmark studies
Reference Year Device Scope

[126] 2008 8800GTX Architectures and latencies
[106,127] 2009 GTX280 Architectures and latencies

[134] 2011 GTX285 Throughput
[11] 2012 TeslaTMC2050 Architectures and latencies
[82] 2013 TeslaTMC2070 Architectures and latencies
[79] 2014 GTX560Ti GTX780 Architectures and latencies
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GPU directly. Volkov and Demmel used P-chase for a very early GPU de-
vice, Nvidia 8800GTX, with a relatively simple memory hierarchy [126]. Pa-
padopoulou et al. applied Saavedra1992 to explore the global memory TLB
structure [106]. They also proposed a novel footprint experiment (referred
to as Wong2010 hereafter) to investigate the other GPU caches [127]. Bagh-
sorkhi et al. applied Wong2010 to benchmark a Fermi GPU and disclosed
its L1/L2 data cache structure [11]. Different from previous studies, we pro-
posed a novel fine-grained P-chase and disclosed some unique characteristics
that both Saavedra1992 and Wong2010 neglected [79]. Our target hardware
includes the caches of three recent generations of GPUs.

Meltzer et al. used both Saavedra1992 and Wong2010 to study the L1/L2
data cache of Fermi architecture [82]. They found that the L1 data cache does
not use the least recently used (LRU) replacement policy, which is one of the
basic assumptions of the traditional P-chase [127]. They also found that the
L2 cache associativity is not an integer. Our experimental results coincide
with theirs. Moreover, our fine-grained P-chase microbenchmarks allow us to
obtain the L1 cache replacement policy.

Zhang and Owens quantitatively benchmarked the global/shared memory
throughput from the bandwidth perspective [134]. Our work also includes
a throughput study, but we are more interested to study the major factors
that affect the effective memory throughput. Moreover, we include the study
of memory access latencies which are also important factors for performance
optimization.

2.2 GPU DVFS Characterization

In [85], Mittal et al. surveyed the research works on analyzing and improving
energy efficiency of GPUs, including the GPU DVFS. Different from their
scope, in this work, we are motivated to investigate the current status of the
GPU DVFS study. We aim at the impact of GPU DVFS on the performance
or power consumption, especially with recent NVIDIA GPU products.

There have been a number of recent studies on the impact of GPU DVFS,
which are conducted through either measurement or simulation. The measure-
ment studies refer to those scaling the voltage or frequency of GPUs in reality,
and in this thesis, we mainly focus on the NVIDIA GPUs. The simulation
studies refer to those scaling on simulators, like GPUWattch, or those lacking
practical experimental results. Most of the measurement studies applied the
GPU frequency scaling only, due to the limited support of GPU voltage scaling
tools. The simulation studies discuss various scaling approaches, including the
GPU core number scaling, per-core DVFS, etc., benefitting from the more flex-
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ible scaling interfaces. Both the measurement and simulation results suggest
that the GPU DVFS is effective in conserving energy.

2.2.1 Measurement Studies

Jiao et al. scaled the core frequency and the memory frequency of a NVIDIA
Tesla GTX280 GPU with three typical applications: the compute-intensive
dense matrix multiply, the memory-intensive dense matrix transpose, and the
hybrid fast Fourier transform (FFT ) [52]. The three applications showed dif-
ferent performance and energy efficiency curves with the same core-memory
frequency settings: the dense matrix multiply was insensitive to memory fre-
quency scaling, FFT benefited from low core frequency and high memory
frequency, while dense matrix transpose needed both high core and memory
frequency. They also found that the energy efficiency was largely determined
by the instructions per cycle (IPC) and the ratio of the amount of global
memory transactions over the amount of computation transactions.

Ma et al. designed an online management system that integrated the GPU
dynamic core and memory frequency scaling and the CPU-GPU workload di-
vision [74]. On their testbed, NVIDIA GeForce8800, the GPU dynamic fre-
quency scaling alone saved about 6% of system energy and 14.5% of GPU
energy.

Ge et al. applied fine-grained GPU core frequency and coarse-grained GPU
memory frequency on a Kepler K20c GPU, and compared its effect to the CPU
frequency scaling [33]. They found that for dense matrix multiply, both the
GPU power and the GPU performance were linear to the GPU core frequency,
and the GPU energy consumption was insensitive to frequency scaling. For
their three tested applications, the highest GPU frequency always resulted in
best energy efficiency, differing from the CPU DVFS.

In our previous work, we scaled the core voltage, the core frequency and
the memory frequency, of the Fermi GTX560Ti GPU, with a set of 37 GPU
applications [78]. We found that the effect of GPU DVFS differed, depend-
ing on the application characteristics. The optimal solution to consume the
least energy was a combination of appropriate GPU memory frequency and
core voltage/frequency. We achieved an average of 20% of energy consump-
tion decrease with only 4% of performance loss. Scaling down the GPU core
voltage/frequency alone was efficient to conserve energy for most of the appli-
cations.

Abe et al. combined the GPU core frequency, the GPU memory frequency
and the CPU core frequency scaling together, on the NVIDIA Fermi GTX480
GPU [2]. They performed the frequency scaling with dense matrix multiply of
various matrix sizes. They could save as much as 28% of the system energy
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with a small matrix size, low GPU memory frequency and high GPU core
frequency. They then extensively scaled the GPU core and memory frequency
of 4 GPU products, including the Tesla GTX285, Fermi GTX460/GTX480,
and Kepler GTX680, with 33 popular applications [1]. They set both of the
core and memory frequency to low, medium and high values, and searched for
the optimal core-memory frequency combination that offered the best power
efficiency. Surprisingly, they found that, for the Kepler GTX680, the default
frequency configuration was never optimal, while the opposite for the Tesla
GTX285. They could reduce as much as 75% of system energy within 30% of
performance loss, for a compute-intensive workload on the Kepler GPU. Their
results suggested that DVFS was even more appealing for recent GPUs.

You and Chung designed a performance-guaranteed DVFS algorithm for
the Mali-400MP GPU on a SoC platform [132]. They found that the GPU
utilization ratio was not tightly correlated to the GPU performance, and the
on-demand DVFS provided by the SoC system was inadequate by wasting a
certain amount of power.

Jiao et al. studied the GPU core and memory frequency scaling for two
concurrent kernels on the Kepler GTX640 GPU [51]. They took 28 kernels
from the CUDA SDK and Rodinia benchmark and measured their energy
efficiency (GFlops/Watt) with a total of 36 core-memory frequency settings.
According to their results, the default frequency setting was optimal for only
2 kernels in terms of energy efficiency, and 26 kernels benefitted from low
memory frequency setting.

The above measurement studies offer the ground truth that the GPU DVFS
is effective in saving energy, and, meanwhile, does not sacrifice much perfor-
mance. For recent Kepler GPUs, DVFS is even more promising in energy-
efficient computing.

2.2.2 Simulation Studies

In [60], Lee et al. simulated the GPU DVFS, as well as the core number scaling
in GPGPUSim, based on the 32nm prediction technology model [136], with
the objective to improve the throughput. Their scaling provided an average of
20% higher throughput.

Leng et al. developed GPUWattch, which could simulate the cycle-level
GPU core voltage/frequency scaling, based on the Fermi GTX480 GPU [61].
They configured the various GPU voltage/frequency settings according to the
45nm prediction technology model [13, 136], and simulated both slow off-chip
and prompt on-chip DVFS. They gained an average of 13.2% energy saving
with off-chip DVFS and 14.4% energy saving with on-chip DVFS, both within
3% performance loss. For either scaling scheme, they found that the memory-
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bounded kernels benefited a lot but the purely compute-bounded kernels did
not take much advantage of the DVFS.

Sethia et al. designed a dynamic runtime GPU core number, core and mem-
ory frequency scaling system, to either conserve the energy or improve the per-
formance [116]. They categorized the GPU applications into 3 types: compute-
intensive, memory-intensive, and cache sensitive, according to GPUWattch
characterizations. For each application category and scaling objective, they
designed different scaling strategies. Their system reduced 15% energy in the
energy-saving mode.

Sen et al. applied the fine-grained per-core DVFS in GPUWattch, in view of
the execution time and the workload of different GPU cores were diverse [115].
They found the per-core DVFS had potential to save more power than the
overall DVFS.

Motivated by the fact that scaling down the core voltage was vital to con-
serve energy, Gopireddy et al. designed a new architecture that enabled a
lower operating voltage in the energy-efficiency mode other than the normal
voltage in the high-performance mode [37]. Their simulation results showed
that the new hardware could reduce as much as 48% of energy consumption,
compared to the conventional hardware with normal DVFS.

In summary, the GPU DVFS is proved to be effective in energy conservation
for a variety of applications, but the impact on different applications are very
diverse. Researchers need to design specific scaling algorithm based on the
application characteristics. On the other hand, scaling down the voltage is a
key factor for energy conservation, but is unfortunately not yet well supported
by most of the GPU manufactories.

2.3 GPU DVFS Runtime Power Modeling

In this section, we survey the runtime GPU power modeling work. We classify
the studies into either empirical or statistical, where the former one relies on
the binary code analysis and the latter one relies on the program performance
counters. The empirical method is a bottom-up approach and requires break-
up of GPU micro-architectures, while the statistical method treats the GPU
hardware as a black box and seeks statistical relationships between the GPU
power and the runtime performance counters.

2.3.1 Empirical Methods

The empirical power modelling method was first presented by Isci and Mar-
garet to measure Pentium4 power consumptions [48]. It manually decomposed
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a whole board into separate hardware components. For each component, they
estimated the maximum power consumption and computed the access rate.
The total power consumption was the summation of these components. Equa-
tion (2.1) shows the mathematical form of the empirical power model, where
𝑃1, 𝑃2, ..., 𝑃𝑛 are the maximum power consumption of the 𝑛 sub-components,
𝑟1, 𝑟2, ..., 𝑟𝑛 are the access rates of the sub-components, and 𝑃0 is a constant
parameter.

𝑃 = 𝑃0 + 𝑃1 * 𝑟1 + 𝑃2 * 𝑟2 + ... + 𝑃𝑛 * 𝑟𝑛 (2.1)

Hong and Kim utilized this method for a GTX280 GPU [43]. They esti-
mated the access rates based on the dynamic number of instructions and the
execution cycles of separate GPU units, where the number of instructions were
based on the binary PTX code analysis, and the execution cycles were based
on the pipeline analysis. They then designed a suite of micro-benchmarks to
search for 𝑃1, ..., 𝑃𝑛, that gave the minimum error between the measured power
and the computed power. With the above two approaches, they got the base-
line runtime GPU power consumption. They also built a power/temperature
increase model, to account for the fact that the GPU runtime power increased
as the chip temperature rose. The final GPU power consumption was the sum
of the baseline power consumption and the increment. They achieved 2.5%
of prediction error evaluating the micro-benchmarks, and 9.2% of error evalu-
ating the integrated GPGPU kernels. Besides, the model also considered the
influence of the active SM numbers, and the authors used the model to study
the GPU energy conservation with fewer SMs. The authors also extended the
study to the Fermi GPU, by involving the cache-stressed micro-benchmarks
and adjusting the model parameters [41].

Leng et al. packed Hong and Kim’s power modelling to GPGPUSim, to
form GPUWattch, which could estimate the runtime GPU power with differ-
ent voltage/frequemcy settings at cycle-level [61]. The authors refined Hong
and Kim’s model with a large amount of micro-benchmarks, to overcome the
power uncertainties brought by the new Fermi hardware. The prediction error
was 15% for the micro-benchmarks, and 9.9% for the general GPU kernels,
on the Fermi GTX480 GPU. Besides, the model could capture the runtime
power phase behaviours. They validated the model frequently, at a rate of 2
mega-samples per second. GPUWattch provided a convenient online scalable
simulation platform, and was widely used by rencet DVFS studies.

Both Hong and Leng’s models had outstanding performance and were
widely adopted by the following researchers [22, 88, 115, 116]. However, there
were some researchers pointing out that the models were product-specific, that
it was very difficult to tune the parameters when applying them on other
GPUs [1]. Sen and Wood derived a simple power model, that mainly relied on
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Table 2.2: Summary of statistical GPU power modeling studies
Study Year Device Method Input variables Benchmarks Software

[75] 2009 NVIDIA
8800GT

SVR 5 busy signals 10 OpenGL
benchmarks

NVIDIA
PerfKit [95]

[87] 2010 NVIDIA Tesla
GTX285

SLR 13 CUDA perfor-
mance counters

41 kernels in
CUDA SDK
and Rodinia

NVIDIA
CUDA
Profiler [90]

[21] 2011 NVIDIA Tesla
GTX280

RF 22 GPGPUSim
characteristics

52 kernels in
CUDA SDK,
Rodinia and
Parboil

GPGPUSim

[133] 2011 AMD
RadeonTM

HD5870

RF 23 Steam Profiler
counters

78 OpenCL
kernels in ATI
Stream SDK [5]

ATI Stream
Pro-
filer [108]

[54] 2013 NVIDIA Fermi
GTX480

SLR 12 CUDA perfor-
mance counters

20 OpenCL
applications in
CUDA SDK
and Rodinia

NVIDIA
CUDA
Profiler

[35] 2013 A cluster with 4
NVIDIA Tesla
M2050 cards

Transformed
SLR, GAM

8 CUDA perfor-
mance counters

4 scientific
CUDA applica-
tions

NVIDIA
CUDA
Profiler

[1] 2014 NVIDIA Tesla
GTX285;
Fermi GTX460,
GTX480; Ke-
pler GTX680

SLR 10 performance
counters, 3
core frequencies
and 3 memory
frequencies

33 kernels in
CUDA SDK,
Rodinia and
Parboil

NVIDIA
CUDA
Profiler

[119] 2013 NVIDIA Fermi
C2075

BP-ANN 10 CUDA perfor-
mance events

20 kernels in
CUDA SDK

NVIDIA
CUDA
Profiler,
NVML

[128] 2015 AMD
RadeonTM

HD 7970

K-means,
ANN

22 CodeXL
performance
counters

108 OpenCL
kernels in Ro-
dinia, Parboil,
etc

AMD
CodeXL [6]

the processing time of each core [115]. Their model achieved high qualitative
similarity with GPUWattch. In [110], Rhoo et al. also stated that the power
estimation by the simple IPC-based model [3] had more than 90% agreement
with that by GPUWattch. These observations may suggest that GPUWattch
is overqualified in the power modelling.

2.3.2 Statistical Methods

Some researchers build statistical models for the GPU runtime power con-
sumption. They use some software to monitor the runtime signals of the
GPU-accelerated applications, and fit/train the power based on the signals.
This approach treats the GPU micro-architecture as a black box, and seeks
for relationships between the GPU runtime power consumption and micro-
architecture events. We summarize the related studies in Table 2.2, including
their target devices, statistical methods, studied benchmarks, average predic-
tion error, etc. We need to point out the prediction errors listed in the table
are incomparable due to the researchers use different types or numbers of
benchmarks, and different GPU boards.

In Table 2.2, SVR, SLR, RF and GAM stand for the support vector re-
gression, square linear regression, random forest and generalized addictive
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Figure 2.1: An example of ANN. Each circle represents a node. A number of
vertically aligned nodes form a layer. If an ANN has many nodes or layers,
the topology would be very complicated and the computation/traing process
would consume much time.

models, respectively. These traditional statistical models fit the linear rela-
tionship tightly. They give the contribution of each input variable directly.
Equation (2.2) gives the general form of the traditional regression model,
where 𝑥1, 𝑥2, ..., 𝑥𝑛 are the 𝑛 input variables, 𝑃 is the power consumption, and
𝑎0, 𝑎1, ...𝑎𝑛 are the output contributions. The mathematical representation is
similar with that of the empirical methods.

𝑃 = 𝑎0 + 𝑎1 * 𝑥1 + 𝑎2 * 𝑥2 + ... + 𝑎𝑛 * 𝑥𝑛 (2.2)

Some modern techniques, such as back prorogation artificial neural network
(BP-ANN) and K-means clustering are also applied in literature. Figure 2.1
demonstrates an ANN, where 𝑥1, 𝑥2, ..., 𝑥𝑛 denote the 𝑛 input variables and
𝑃 denotes the power consumption. Every arrow in the figure represents a
model parameter. The researchers configure the ANN structure and train it
with a set of training data (the inputs), and after the training the system
will obtain all model parameters that can achieve a certain level of prediction
accuracy. Compared to the traditional models, the neural network addresses
the nonlinear dependency of the input variables. We discuss the two modelling
approaches separately.

Ma et. al applied the supported vector regression to build GPU power
model based on five signals [75]. Carried out in an early year, the software,
variables and benchmarks in [75] were based on graphics applications, while
others in Table 2.2 were on general-purpose GPU applications. In [87], Na-
gasaka et al. found that except the constant part (70% of contribution), the
instruction count and the global memory accesses contribute the GPU runtime
power the most. In [21], Chen et al. simulated the runtime GPU character-
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istics in the cycle-level GPU simulator, GPGPUSim, which could decode the
kernels to separate hardware instructions. Their random forest model sug-
gested that the register, single-precision floating-point, global memory, integer
and arithmetic logic instructions were the most influential variables. Zhang et
al. applied similar techniques to an AMD GPU [133]. Karami et al. measured
the power consumption of a Fermi GPU with OpenCL applications. They used
the principle component analysis to pick out only a part of the performance
counters as the input [54]. Ghosh et al. extended the study to multi-GPU
system [35]. They applied some nonlinear transformations on the collected
instruction counts, such as logarithm, division, etc, and found that the trans-
formed SLR worked better than the traditional SLR, which might suggest some
nonlinear relationships between the power and the input variables. The above
regression models all highlight the contribution of the computation instruction
counts and the memory (especially register and global memory) instructions.

Abe et al. built DVFS regression models for the NVIDIA Tesla, Fermi
and Kepler GPUs [1]. Particularly, they regarded the 3 different core/memory
frequency settings as the model inputs. They also chose 10 most relevant
performance counters who gave the best fitting results. The prediction error
varied from 15% to 23.5%, depending on the generations of GPU, and the
newer hardware had larger prediction error.

Song et al. trained the GPU runtime power with a BP-ANN of two hidden
layers [119]. Their model achieved better prediction accuracy than that of SLR
in [87]. Wu et al. extensively studied the GPU power and performance, with
different settings of GPU frequency, memory bandwidth and core number [128].
They applied K-means clustering and ANN. In the ANN modelling process,
they first used K-means to cluster the kernels to groups with similar scaling
behaviours. Then for each group, they trained an ANN with two hidden layers.
The average power prediction error over all frequency/unit configurations was
10%.

In general, the traditional regression based methods are easier to imple-
ment, but they fail to capture the data nonlinearity. For the recent generations
of GPUs, the prediction errors of the regression models tend to be large. On
the contrary, the advanced neural network approaches suit the complicated
data dependencies better, but require a great larger amount of training data,
and the output models are of high complexity. For the power modeling work
with frequency scaling, the prediction accuracy is relatively low, which might
call for more effective modelling methods.
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2.4 GPU DVFS Performance Modelling

In this section, we introduce the GPU performance modelling studies, where
a number of them consider the GPU frequency changes. We classify them
into two categories. The pipeline analysis is a bottom-up empirical method
which requires the knowledge of GPU execution principles, while the statistical
methods rely on the GPU performance counters.

2.4.1 Pipeline Analysis

Many GPU performance modelling studies were based on the GPU pipeline
analysis [22, 41–43, 88, 119]. They assembled the GPU execution pipeline and
analyzed the memory/computation parallelism. We list some popular metrics
the researchers used to evaluate the pipeline parallelism as below.
MWP (memory warp parallelism [22, 42]): the maximum number of warps

that can access the memory simultaneously on one SM during the mem-
ory waiting period, where the memory waiting period refers to the mem-
ory latency between the execution time and the data ready time, of a
memory request by a warp.

CWP (computation warp parallelism [42]): the number of warps one SM can
execute during the memory waiting period plus one.

LCP (load critical path [88]): the longest sequence of dependent memory
loads of the pipeline, and the memory loads can be overlapped with
computations.

We also give an example of the GPU pipeline in Figure 2.2. The demonstrated
pipeline is stalled due to the limited MWP. In real applications, the pipeline
involves more types of instructions and various pipeline stalls.

Hong et al. used MWP and CWP to approximate the GPU execution
pipeline in [42]. They computed MWP and CWP according to the global
memory latency, memory bandwidth, the warp numbers, etc. They then di-
vided the pipeline status into three categories: CWP>MWP, MWP>CWP
and CWP=MWP (caused by insufficiency of concurrent warps). For each
category, they derived the rough total execution cycles. In [41], the authors
refined the model by considering the cache access, shared memory bank con-
flict and other related issues. Their model was widely adopted by the following
researchers.

Chen et al. presented a much simpler MWP computation method in [22],
based on the average memory access latency, which included both the cache
hit and cache miss cases. The parameters of their model were obtained by the
PTX code analysis in GPGPUSim.

Song et al. proposed comprehensive pipeline analysis by assembling the
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Figure 2.2: A demonstration of GPU pipeline, where MWP=2. C1 and C2 are
two different compute instructions. M1 is a memory instruction. The compute
instruction C2 depends on the data returned by both the current warp and its
subsequent warp. The instructions are launched every clock cycle. The time
waiting period is 6 cycles, and a computation instruction takes 2 cycles. CWP
equals the time waiting period over the length of a computation instruction
and then plus 1, i.e., CWP=6/2+1=4 in this figure.

full execution process in [119]. They drew the complete execution pipeline for
their 12 tested GPU kernels. Their average prediction error rate was as low
as 6.7%. However, for this method, the low prediction error was at the cost of
being very application-specific and hardware-specific.

Baghsorkhi et al. built a performance model based on the GPU work flow
graph, which was a graphic abstraction of the GPU execution pipeline [10].
They estimated the GPU execution time by calculating the total weight of the
work flow graph. In their model, the memory latency was alterable, according
to different warp executing patterns. The advantage of this model is that it
could predict the execution time of diverse warp scheduling patterns in one
run.

Nath et al. built a GPU performance model considering the core frequency
scaling [88]. They divided the whole GPU executing pipeline into portions
either sensitive or insensitive to GPU core frequency scaling, and studied how
the sensitive portion changed to frequency. This model achieved impressive
high accuracy for all the frequency settings. In addition, it unambiguously
highlighted the nonlinear effect of GPU frequency on performance. They also
proposed a simplified model by approximating LCP length with memory load
stall cycles, and the simplified model showed competitive prediction accuracy.

2.4.2 Statistical Methods

Abe et al. built statistical linear regression performance models with respect
to the core and memory frequency scaling, on four NVIDIA GPUs across the
Tesla, Fermi and Kepler platforms [1]. They chose variables from the CUDA
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Table 2.3: Performance modelling considering frequency scaling
Study Formula
[1] 𝑡 = 𝑎1 + 𝑎2/𝑓

𝐺𝑐 + 𝑎3/𝑓
𝐺𝑚

[88] 𝑡 = max(𝑎1, 𝑎2/𝑓
𝐺𝑐) + max(𝑎3, 𝑎4/𝑓

𝐺𝑐)
[128] ANN model

performance counters, just as they did for the power modelling. However, their
prediction errors were large, varying from 33.5% to 67.9%. This may be due
to a lack of data sampling, that they only performed the experiments with 3
different core/memory frequencies.

Wu et al. trained a performance model for an AMD GPU, with respect
to varying both the core and memory frequency [128]. They used K-means
clustering and the ANN modelling. They received an average of 15% of per-
formance prediction error across the frequency ranges. So far as we know, this
is the only statistical GPU performance modelling involving advanced ANN
techniques.

Ardalani et al. used machine learning approaches to train GPU perfor-
mance models [7]. Their modelling included two techniques: the forward
feature selection stepwise regression and the bootstrap aggregating. Differ-
ent from the linear regression, their regression automatically applied certain
transformations on the input variables, so that the output model could capture
some nonlinearity. The authors trained the model with a Maxwell GPU, re-
ceiving 27% of prediction error. They then validated the model with a Kepler
GPU, and the prediction error only increased a bit, to 36%. This uptodate
model showed some robustness across different generations of GPU platforms.

In Table 2.3, we summarize the formulas to describe the impact of frequency
scaling on the GPU execution time in literature. 𝑓 𝑐 and 𝑓𝑚 refer to the GPU
core frequency and memory frequency, respectively. 𝑡 denotes the execution
time, and 𝑎1,...,𝑎4 denote the coefficients defined by both the hardware and the
application characteristics. This in turn supports the diverse DVFS effects for
different GPU applications. Among the models, [88] shows the best accuracy
yet it considers the core frequency scaling only. The other two models con-
sider both the core and memory frequency scaling, but the overall prediction
accuracy is low. Even the advanced modern ANN techniques do not improve
much accuracy.

2.5 Scheduling Algorithms

The task scheduling problem has long been studied technically and theoreti-
cally. There are a lot of works in the field. Many researchers have surveyed
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the field from different perspectives [4]. Albers reviewed the energy efficient
algorithmic solutions, including the speed scaling [4]. In this section, we only
mention some of the most relevant works.

2.5.1 Scheduling on CPU Platforms

The speed scaling scheduling problem requires the processor to first choose a
task to execute and then choose an appropriate executing speed. This problem
has long been studied technically and theoretically. Some early speed scaling
works focus on multiple tasks on a single processor. One extensive work was
carried out by Yao et al. [131]. They assumed the processor speed was continu-
ously scalable and there were no upper bound or lower bound for the processor
speed, so that they did not need to consider the scheduling feasibility. The
task preemption was allowed with no cost and the processor speed could be
adjusted at anytime. Under these circumstances, they proposed an offline so-
lution (denoted by YDS) with no restriction on the power consumption except
convexity. The YDS algorithm was theoretically optimal in terms of minimiz-
ing the energy consumption without missing the task deadline. According to
YDS, the optimal processor speed was defined by the amount of total workload
over a certain time period. Irani et al. studied the speed scaling together with
the sleep state algorithmically [47]. They proposed an offline solution within a
factor of two of the optimal algorithm. In these studies, the authors assumed
the energy consumption was determined by the processor speed only.

Aydin et al. proved that minimizing the energy consumption on the real-
time multiprocessor system was NP-hard in strong sense [9]. They also proved
that when the workload was evenly distributed among the multiprocessors, the
energy could be minimized. In addition, the EDF-WF algorithm dominated
other three typical heuristic algorithms, i.e., EDF-BF, EDF-FF and EDF-NF,
because it was the most load-balanced.

2.5.2 Scheduling on CPU-GPU Hybrid Platforms

Gharaibeh et al. verified that the CPU-GPU hybrid cluster could perform
better performance and energy efficiency than the typical CPU cluster, using
extreme large real-world graphic applications [34].

Hamano et al. studied the energy efficient task scheduling on CPU-GPU
hybrid platforms with the goal of minimizing the energy-delay product (EDP)
[39]. In their model, a task could be executed either on a single CPU node, or
a GPU-accelerated node with an acceleration factor of speedup. Their sched-
ule algorithm first assigned all the tasks to the CPU nodes, and then moved
the tasks to the GPU-accelerated nodes according to the largest acceleration

25



factor -first heuristic. They simulated the algorithm with 1000 tasks and 10
CPUs/GPUs, and achieved similar performance with that of the optimal so-
lution.

Liu et al. integrated the CPU DVFS and the GPU task migration on a
heterogeneous cluster [71]. In their model, a task could be divided into a
CPU-subtask and a GPU-subtask, and the execution of the two subtasks was
asynchronous. The CPU voltage was scaled for better CPU-GPU load-balance.

Liu et al. studied the power-efficient online scheduling algorithm on the
CPU-GPU heterogeneous cluster [67]. In their model, the task was allowed
to execute on either a CPU processor or a GPU processor. In their off-line
task scheduling, they used the longest processing time (LPT) first-fit heuristic.
They conducted real experiments on a CPU-GPU platform, but because of the
difficulty to get the GPU power consumption of different voltage/frequency
states, they calculated the data instead. Their experimental results suggested
that their algorithm could conserve as much as 40% of energy consumption
compared with the earliest-response-first (ERF) scheme.

In the above work, the authors all assumed that the processor execution
speed was linearly proportional to the processor voltage/frequency (despite the
findings in [88]), and the energy consumption was monotonically increasing in
the scaling interval. Following these assumptions, the appropriate voltage/fre-
quency level was determined by the processor workload [8]. Distinguish from
their model, our energy function may be non-monotonic in the scaling interval,
that the optimal voltage/frequency is more related to task properties rather
than processor workload.

Paul et al. designed runtime energy management algorithms for an AMD
APU platform [107]. In their two-step strategy, they first fitted the offline fre-
quency sensitivity models (defined as the difference of execution time over the
difference of the frequency) based on linear regression, then they monitored
the CPU/GPU online frequency sensitivity changes and scaled up or down the
CPU/GPU frequencies accordingly. They applied 3 GPU frequency states and
8 CPU power states. Their algorithms also stressed the CPU power state se-
lection. They received significant improvements in energy efficiency compared
to the AMD’s default bidirectional application power management (BAPM)
algorithm.

Workload Partition

Luk et al. studied the adaptive CPU-GPU workload partition [73]. They
found that distributing all the workload of a job to either a CPU node or a
GPU node on a CPU-GPU platform was not optimal in terms of the energy
consumption or execution time. There existed an optimal ratio of the amount
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of the GPU workload over the amount of CPU workload. They designed a
automatic compiling system that could adaptively mapping the tasks to the
CPU-GPU hybrid platform according to the optimal ratio. The system re-
ceived considerable reduction in both execution time and energy consumption.

Barik et al. worked on the energy efficient dynamic CPU-GPU workload
partition [15, 53]. They derive power consumption models through off-line
benchmark characterization and performance models through online lightweight
code profiling. They then searched (in the partition range with certain incre-
ments) online for the optimized partition that minimized the target. Their
algorithm achieved 96% and 93% of the optimal EDP (energy-delay product)
on a desktop and a tablet, respectively.

Jiao et al. studied the energy efficient concurrent GPU kernel execution,
which scheduled the subtasks of two different GPU applications according to
an optimal ratio (kernel slicing), along with the GPU DVFS on the NVIDIA
Kepler GTX640 platform [51]. It is notable that in this work, they applied
the neural network modelling technique to predict the optimal operating GPU
core/memory frequency as well as the energy efficiency (GFlops/Watt). Their
kernel slicing and the frequency scaling algorithm achieved 13.8-34.5% of im-
provements in terms of energy efficiency.
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Chapter 3

Dissecting the GPU Memory
Hierarchy

In this chapter, we investigate the GPU memory hierarchy of three recent gen-
erations of NVIDIA GPUs: Fermi, Kepler and Maxwell. We investigate them
using a series of microbenchmarks targeting their cache mechanism, memory
throughput, and memory latency. In particular, we propose a fine-grained
pointer chasing (P-chase) microbenchmark, which reveals that many of the
characteristics of a GPU cache differ from those of a CPU. All our experi-
mental results are based on many rounds of experiments and are reproducible.
Our work illuminates the currently mysterious architecture of GPU memory.
In addition, by comparing the properties of three generations of GPU memory
hierarchy, we can clearly perceive the evolution of GPU memory designs. The
Kepler device is designed to maximize compute performance by aggressively
integrating many emerging technologies, whereas the latest Maxwell device
is more conservative and aims at energy efficiency rather than pure compute
performance.

3.1 Cache Structures

The greatest difference between recent GPUs and the old Tesla GPUs lies
in their cache systems. In this section, we first present a novel fine-grained
P-chase method, and then explore two kinds of cache: the data cache and
the TLB. We focus on the architectures of the Fermi/Maxwell L1 data cache,
Fermi/Kepler/Maxwell texture memory L1 cache, read-only data cache, L2
cache and TLBs.
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Figure 3.1: An example of a 12-word 2-way set-associative cache. Assume each
word has 4 bytes, each cache line can store 2 words (𝑏 = 2), and the data array
is sequentially accessed. The cache lines are grouped into 3 separate cache sets
(𝑇 = 3), each of which has 2 cache lines (i.e., Way 1 and Way 2), and we say
its cache associativity is 2 (𝑎 = 2).

3.1.1 Why Not Typical P-chase?

By exploiting the principle of locality, cache memory is used to back up a
piece of main memory for faster data access and plays a major role in modern
computer architectures. Most existing GPU microbenchmark studies on cache
architecture assume a classical set-associative cache model with the least re-
cently used (LRU) replacement policy, the same as that of a conventional CPU
cache [112, 113]. The cache size (𝐶) is much smaller than main memory size.
Data is loaded from main memory to cache with the basic unit of a cache line.
The number of words in a cache line is referred to as the line size (𝑏). For
the classical LRU set-associative cache, the cache memory is divided into 𝑇

cache sets, each of which consists of 𝑎 cache lines. Fig. 3.1 shows an example
of a 12-word set-associative cache and its memory mapping. There are three
essential assumptions for this kind of cache model:

Assumption 1. All cache sets have the same size, and the cache parameters
satisfy 𝑇 * 𝑎 * 𝑏 = 𝐶. If any three of the four parameters are known, the
remaining one can be found.

Assumption 2. In the memory address, the bits that identify the cache set
are immediately followed by the bits that identify the offset (the intra-cache
line location of data).

Assumption 3. The cache replacement policy is LRU.

Assumption 1 implies that all cache sets have the same number of cache
lines. Assumption 2 indicates that the data mapping from the main memory
to the cache follows a predictable, regular pattern. For instance, in Fig. 3.1,
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data indices:

access pattern:

1, 2, ... 12,

M M ... M

13, 1, 2, ... , 6, 7, 8, ... , 12,

M M H ... H M H ... H

pattern cycle: 𝑃0

index cycle: 𝐼0

𝐼0, 𝐼0, ...

𝑃0 𝑃0 ...

Figure 3.2: Periodic memory access pattern of a classical LRU set-associative
cache. M means cache miss and H means cache hit.

Table 3.1: Notations for cache and P-chase parameters
Notation Description Notation Description

𝐶 cache size 𝑁 array size
𝑏 cache line size 𝑠 stride size
𝑎 cache associativity 𝑘 iterations
𝑇 number of cache sets 𝑟 cache miss rate

two out of every six consecutive words are mapped to one cache set, and they
may appear in either of the two cache lines in the set. Assumption 3 implies
that if we perform sequential loading of a piece of data, the memory access is
periodic. Taking the cache model in Fig. 3.1 as an example, we initialize an
array with 13 words and read it one word by one word. Fig. 3.2 shows the
full memory access process and its access pattern (a cache miss or a cache hit
generated by visiting one array element). As the array size is one word larger
than the cache size, the cache miss occurs. With the exception of the first 12
data accesses, which are cold cache misses, those data accesses to the 1st, 7th
and 13th array elements are cache misses while the rest are cache hits. The
13-25th memory accesses form a pattern 𝑃0, which recurs until the end of the
data loading process. The period of this memory access pattern is 13, which
equals the array length.

The P-chase microbenchmark is a successful method for obtaining cache
parameters [11, 76, 82, 106, 112, 113, 126, 127]. The core idea of P-chase is to
traverse an array whose elements are initialized as the indices for the next
memory access. The distance between two consecutively accessed array el-
ements is called stride and is usually fixed in an experiment. The memory
access latency is highly dependent on the stride due to the cache effect. By
measuring the average memory access latency of a great number of memory ac-
cesses, the cache parameters can be deduced from the array size and the stride
size. Listing 1 and Listing 2 give the array initialization and the kernel func-
tion of P-chase. In Listing 2, j=A[j ] is repeatedly executed over 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠 of
times, so that the array 𝐴 is sequentially traversed with a fixed stride. Before
the timing, we load the array elements for a number of times to eliminate the
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cold instruction cache misses. The average memory access latency, 𝑡𝑣𝑎𝑙𝑢𝑒, is
calculated by dividing the total clock cycles by iterations. We denote the array
size, stride size, and 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠 by 𝑁 , 𝑠 and 𝑘, respectively. We summarize
the notations in Table 3.1.

1 for ( i =0; i<array_s ize ; i++){
2 A[ i ]=( i+s t r i d e )%array_s ize ;
3 }

Listing 1: P-chase: array initialization

1 start_time = c lock ( ) ;
2 for ( i t =0; i t <i t e r a t i o n s ; i t++){
3 j=A[ j ] ;
4 }
5 end_time=c lock ( ) ;
6 // c a l c u l a t e average memory la t ency
7 tva lue=(end_time−start_time ) / i t e r a t i o n s ;

Listing 2: P-chase: kernel function

Based on Assumptions 1-3, the output of P-chase, i.e., the average memory
access latency, 𝑡𝑎𝑣𝑔, satisfies

𝑡𝑎𝑣𝑔 = 𝑡0 * (1− 𝑟) + (𝑡0 + 𝑡𝑚) * 𝑟 = 𝑡0 + 𝑡𝑚 * 𝑟

where 𝑟 denotes the cache miss rate, 𝑡0 denotes the cache access latency and
𝑡𝑚 denotes the cache miss penalty. Because 𝑡0 and 𝑡𝑚 are hardware-dependent
constants, the typical P-chase method actually relies on the cache miss rate,
𝑟.

It has been believed that the cache parameters can be deduced from the
𝑡𝑣𝑎𝑙𝑢𝑒-𝑠 graph (Saavedra1992) or the 𝑡𝑣𝑎𝑙𝑢𝑒-𝑁 graph (Wong2010). As men-
tioned, under Assumptions 1-3, the memory access, or the cache miss patterns
are periodic. Moreover, both Saavedra1992 and Wong2010 suggest that not
only the cache miss patterns are predictable, but also the possible values of 𝑟
are predictable.

In particular, Saavedra1992 suggests to run the experiments for multiple
times, each with a different stride. Both array size 𝑁 and stride size 𝑠 are
usually set to be power-of-two. If 𝑁 is much larger than the cache size 𝐶, and
𝑠 is smaller than cache line size 𝑏, there is a cache miss when loading the data
mapped to the beginning address of a cache line, i.e., the cache miss rate is
𝑠/𝑏. If 𝑠 ≥ 𝑏 but not exceeding 𝑁/𝑎, every data loading is a cache miss. When
𝑠 continues growing, the loaded data can fit into the cache so that there is no
cache miss. To summarize, the cache miss rate satisfies Eq. (3.1) for all (𝑁, 𝑠)

pairs.
𝑟 ∈ {0, 𝑠/𝑏, 1}, 𝑁 >> 𝐶 (3.1)

Wong2010 suggests visiting arrays of various sizes with a fixed stride, which
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Figure 3.3: 𝑡𝑣𝑎𝑙𝑢𝑒-𝑠 of the Kepler
texture L1 data cache.
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Figure 3.4: 𝑡𝑣𝑎𝑙𝑢𝑒-𝑁 of the Kepler
texture L1 data cache (8-byte stride).

is chosen carefully and should be around cache line size. If we choose 𝑠 = 𝑏,
then every time we increase array size by 𝑏, there are much more cache misses.
The cache miss rate satisfies Eq. (3.2) for all (𝑁, 𝑠) pairs.

𝑟 ∈ {0, 1

𝑇
, ...,

𝑘

𝑇
, ..., 1}, 𝑁 ∈ [𝐶,𝐶 + 𝑇 * 𝑏], 𝑠 = 𝑏 (3.2)

Fig. 3.3 and Fig. 3.4 show the experimental results when we apply Saave-
dra1992 and Wong2010 on the texture L1 cache on GTX780. Surprisingly, we
obtain different results from the two methods. In Fig. 3.3, the 𝑁=12KB line
suggests that 𝐶 = 12 KB. The 𝑁=48KB line at 𝑙𝑜𝑔2(𝑠) = 5 suggests 𝑏 = 32

bytes, and at 𝑙𝑜𝑔2(𝑠) = 11 suggests 𝑎 = 𝑁/𝑠 = 24 so that 𝑇 = 𝐶/(𝑎𝑏) = 16.
In Fig. 3.4, there are 4 plateaus between the minimum and maximum memory
latency, which indicates there are 4 cache ways in a cache set. The cache line
size equals the width of every plateau. Overall, it suggests that 𝐶 = 12 KB,
𝑏 = 128 bytes, 𝑇 = 4, and 𝑎 = 𝐶/(𝑏𝑇 ) = 24. Here we face a contradiction:
Fig. 3.3 and Fig. 3.4 are based on the same hardware, yet they lead to different
cache parameters. This motivates us to seek the underlying causes.

Both Saavedra1992 and Wong2010 methods are based on Assumptions 1-
3 so that the cache miss rates satisfy Eqs. (3.1) and (3.2). However, our
experimental results reveal that Assumptions 1-3 seldom hold for different
types of GPU cache, consequently Eqs. (3.1) and (3.2) are ineffective. Thus,
the typical P-chase results become inappropriate to expose the GPU cache
structure. For example, if Assumptions 1 and 2 hold but Assumption 3 does
not, and the cache replacement policy is random, then the measured 𝑡𝑎𝑣𝑔 can
vary even for a given (𝑁, 𝑠) pair. The value of 𝑟 also varies and may not belong
to those listed in (1) or (2). Hence, 𝑡𝑎𝑣𝑔 alone fails to serve as an indicator of
GPU cache architecture.

Motivated by the above observation, we designed a microbenchmark that
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utilizes GPU shared memory to display the latency of every single memory ac-
cess. We refer to it as fine-grained P-chase microbenchmark because it provides
the most detailed information on the data access process.

3.1.2 Our Methodology: Fine-grained P-Chase

The core idea of our fine-grained P-chase is to record and analyze every sin-
gle data access latency in a kernel with a single thread and single CTA. Such
method is difficult to be used for CPU cache because of the challenge of record-
ing every data access latency without interfering the normal data access. How-
ever, we can exploit GPU shared memory to store a sequence of data access
latencies, based on which we can deduce the cache structure and parameters.
The shared memory access is prompt and does not affect the data cache. List-
ing 3 gives the kernel code of our single-thread fine-grained P-chase. Notice
that before the measurement, we need to visit the data in an initial iteration,
aiming to load the data into L2 cache. Doing so can avoid the cold instruc-
tion cache miss and the interference from possible hardware pre-fetching. The
core statement in line 8, j = my_array [j ], is the same as in the conventional
P-chase. The difference lies in the location of the timing function. We put the
timing statements inside a long loop, as shown in lines 7 and 11. The clock()
function provided by CUDA is implemented by reading a special register, the
value of which is incremented every clock cycle. We measure the overhead of
clock() as the difference between two consecutive clock() calls in a single kernel
thread. Based on our experimental results, the overhead of clock() is 14, 16,
and 6 cycles on Fermi, Kepler, and Maxwell platforms, respectively.

1 __global__ void KernelFunction ( . . . ) {
2 // de c l a r e shared memory space
3 __shared__ unsigned int s_tvalue [ ] ;
4 __shared__ unsigned int s_index [ ] ;
5 preheat the data ;
6 for ( i t =0; i t <i t e r a t i o n s ; i t++) {
7 start_time=c lock ( ) ;
8 j=my_array [ j ] ;
9 // s t o r e the array index

10 s_index [ i t ]= j ;
11 end_time=c lock ( ) ;
12 // s t o r e the a c c e s s l a t ency
13 s_tvalue [ i t ]=end_time−start_time ;
14 }
15 }

Listing 3: Fine-grained P-chase kernel (single thread, single CTA)

Although the idea of fine-grained P-chase is simple, we need to address the
following major challenge: due to instruction-level parallelism (ILP), function
clock() may overlap with its previous instruction and even return before the

33



Get cache size from user manual 

or footprint experiment

Overflow the cache with 

one element

Get the cache line size 

from cache miss pattern

Increase array size. Every 

increment equals cache line size

Get the first cache set

Get the last cache set

...

Get the second cache set
Get: 

Cache associativity

Memory mapping

stage 1

stage 2

Also get cache 

replacement policy

Figure 3.5: Flowchart of applying fine-grained P-chase.

previous instruction finishes. E.g., if we put the second clock() (line 11) im-
mediately after statement j = my_array [j ] (line 8), it may lead to incorrect
memory latency measurements because the second clock() could return before
line 8 finishes. We overcome this problem by introducing a new statement,
s_index [it ] = j (line 10), that has data dependency on line 8, to ensure that
the memory access completes when line 11 is issued. We use a separate pro-
gram to measure the overhead of the code segment of lines 10-11, which is 20,
32, 16 cycles on Fermi, Kepler, and Maxwell, respectively. We can then deduce
the latency of line 8 alone.

Our fine-grained P-chase microbenchmark outputs two arrays, s_tvalue[]
and s_index [], the lengths of which are equal to the value of 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠. The
former contains the data access latencies and the latter contains the accessed
data indices. With these two arrays, we can reproduce the entire memory
loading process and obtain all of the data access latencies rather than the
average.

We work out a procedure to find the cache parameters using our fine-
grained P-chase microbenchmark with different (𝑁, 𝑠) configurations. Fig. 3.5
shows the flowchart of our two-stage procedure. We could use brute-force 𝑁

testing to get the cache size. Then in the first stage, we overflow the cache
with one element, getting the cache line size. We can also find whether the
cache replacement policy is LRU or not in this stage. In the second stage,
we gradually overflow the cache with the granularity of a cache line, until all
the data accesses become cache miss. We can deduce the cache associativity
and the memory addressing from the second stage. We further elaborate our
method as follows. Notice that the basic unit of (𝑁, 𝑠) is the length of an array
element.

1. Determine cache size 𝐶. We set 𝑠 to 1. We then initialize 𝑁 with a
small value and increase it gradually until the first cache miss appears.
𝐶 equals the maximum 𝑁 where all memory accesses are cache hits.

2. Determine cache line size 𝑏. We set 𝑠 to 1. We begin with 𝑁 = 𝐶+1 and
increase 𝑁 gradually again. When 𝑁 < 𝐶 + 𝑏+ 1, the numbers of cache
misses are close. When 𝑁 is increased to 𝐶 + 𝑏 + 1, there is a sudden
increase on the number of cache misses, despite that we only increase 𝑁
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Figure 3.6: The texture L1 cache structure of the Fermi and Kepler device and
the memory address.

by 1. Accordingly we can find 𝑏. Based on the memory access patterns,
we can also have a general idea on the cache replacement policy.

3. Determine number of cache sets 𝑇 . We set 𝑠 to 𝑏. We then start with
𝑁 = 𝐶 and increase 𝑁 at the granularity of 𝑏. Every increment causes
cache misses of a new cache set. When 𝑁 > 𝐶 + (𝑇 − 1)𝑏, all cache sets
are missed. We can then deduce 𝑇 from cache miss patterns accordingly.

4. Determine cache replacement policy. As mentioned before, if the cache
replacement policy is LRU, then the memory access process should be
periodic and all the cache ways in the cache set are missed. If memory
access process is aperiodic, then the replacement policy cannot be LRU.
Under this circumstance, we set 𝑁 = 𝐶 + 𝑏, 𝑠 = 𝑏 with a considerable
large 𝑘 (𝑘 >> 𝑁/𝑠) so that we can traverse the array multiple times.
All cache misses are from one cache set. Every cache miss is caused by
its former cache replacement because we overflow the cache by only one
cache line. We have the accessed data indices thus we can reproduce the
full memory access process and find how the cache lines are updated.

Applying the above method, we sketch the structures of texture L1 cache,
read-only data cache, L1/L2 TLBs, and on-chip L1 data cache in the following
sections. We also present some preliminary results of the off-chip L2 data
cache.

3.1.3 Texture L1 Cache and Read-only Data Cache

We apply our P-chase microbenchmark on the texture L1 cache with the two-
stage methodology. We bind an unsigned integer array to the linear texture,
and fetch it with tex1Dfetch(). In the first stage, we find out the cache size
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𝐶, which is 12 KB; and then set 𝑠 to 1 element (i.e., 4 bytes) and overflow
the cache gradually to get the cache line size, which is 32 bytes. In the second
stage, we increase 𝑁 from 12 KB to 12.5 KB with 𝑠 = 32 bytes. Our results
suggest a 12 KB set-associative cache with a special memory address format,
as shown in Fig. 3.6, on Fermi and Kepler devices, and a 24 KB cache with
similar organization on Maxwell device.

On the Fermi and Kepler GPUs, the 12 KB texture L1 cache is divided to 4
cache sets and can store up to 384 cache lines. Each cache set contains 96 cache
lines and each cache line contains 8 words (i.e., 32 bytes). Each consecutive 32
words (i.e., 128 bytes) is mapped onto 4 successive cache sets. In particular,
the 7-8th bits of the memory address determine the corresponding cache set,
whereas the 5-6th bits do so in the traditional set-associative cache design. This
mapping is optimized for 2D spatial locality in graphic processing [38,103]. To
take advantage of this mapping, in generalized applications, threads within a
warp need to visit adjacent memory addresses, otherwise there would be more
cache misses. The Maxwell texture L1 cache has a similar structure except it
contains 768 cache lines.

Devices with a compute capability of 3.5 or above have an on-chip per-SM
read-only data cache, which is an improvement on the texture memory cache
[99]. The read-only data cache is loaded by calling __𝑙𝑑𝑔(𝑐𝑜𝑛𝑠𝑡 __𝑟𝑒𝑠𝑡𝑟𝑖𝑐𝑡𝑒𝑑__*
𝑎𝑑𝑑𝑟𝑒𝑠𝑠). On our GTX780, we find a 12 KB read-only data cache, the same
as the texture L1 cache. We overflow the read-only data cache with a single
4-byte element and find that the cache line size is 32 bytes and the replacement
policy is LRU. We then examine it with 𝑠 = 32 bytes and 𝑁 varying from 12
KB to 60 KB. When the array is larger than 12.5 KB, each data access results
in a cache miss. We infer that the read-only cache structure is the same as
the texture L1 cache: 4 cache sets, with a 32-byte cache line and 96 lines in
each set. Similarly, 128 successive bytes are mapped onto the same set, but
the data mapping is not bits-defined. On the GTX980, the structure of the
read-only data cache is also the same as that of the texture L1 cache except
for the rather random data mapping.

3.1.4 Translation Look-Aside Buffer

Previous studies show that the GTX280 has two levels of TLB to support
GPU virtual memory addressing on the GTX280 [106,127], where the L1 TLB
is 16-way fully associative and the L2 TLB is 8-way set-associative. We apply
our fine-grained P-chase method to investigate the TLB of three recent GPU
architectures and find them have the same 16-way fully associative L1 TLB,
and the page size is 2 MB. We plot the cache miss rate of the L2 TLB in
Fig. 3.7 based on our microbenchmark results. The traditional LRU cache
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Figure 3.9: L1 data cache structure (16 KB).

with equal sets triggers the same number of cache misses each time, thus the
expected cache miss rate increases linearly. In contrast, our measured miss
rate increases piecewise linearly. When 𝑁 equals 132 MB, we observe 17
missed entries; varying 𝑁 from 134 MB to 144 MB with 𝑠 = 2 MB causes 8
more missed entries each time. Considering that cache misses are triggered set
by set, the only explanation for the piecewise linear increase is that the first
cache set has more cache ways than others. In addition, we deduce that the
replacement policy is LRU, as the number of cache ways is equal to the number
of missed cache entries. This gives us the conjectured L2 TLB structure as
shown in Fig. 3.8: 1 large set with 17 entries and 6 small sets with 8 entries
each.

3.1.5 L1 Data Cache

On the Fermi and Kepler devices, the L1 data cache and shared memory are
physically implemented together. On the Maxwell devices, the L1 data cache
is unified with the texture cache.

The Fermi L1 data cache can be either 16 KB or 48 KB. We only report
the 16 KB case here for brevity. We vary the array size from 15 KB to 24 KB
with 𝑠 = 4 bytes or 𝑠 = 128 bytes, and observe the memory access patterns.
Fig. 3.9 gives the Fermi 16 KB L1 cache structure based on our experimental
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results. The 16 KB L1 cache has 128 cache lines mapped onto four cache
ways. For each cache way, 32 cache sets are divided into 8 major sets. Each
major set contains 16 cache lines. The data mapping is also unconventional.
The 12-13th bits in the memory address define the cache way, the 9-11th bits
define the major set, and the 0-6th bits define the memory offset inside the
cache line.

One distinctive feature of the Fermi L1 cache is that its replacement policy
is not LRU, as pointed out by Meltzer et al. in [82]. In our experimental results,
the memory access process does not reveal periodicity. We demonstrate part of
the memory access process with 𝑁 = 16.125 KB (i.e., 129 data lines), 𝑠 = 128

bytes in Fig. 3.10. Because we overflow the cache with only one line, all cache
misses are from a single cache set. In our experiment, cache misses occur when
accessing data line 3, 35, 68, 100 and 129, which therefore belong to the first
cache set. When we read the 129th data line, it sometimes leads to a cache
miss and sometimes a cache hit. This cannot happen in the conventional LRU
cache model. We find that among the four cache ways, cache way 2 is three
times more likely to be replaced than the other three cache ways. It is updated
once every two cache misses. The replacement probabilities of the four cache
ways are 1

6
, 1
2
, 1
6

and 1
6
, respectively.

For sequential data loading in our experiment, this non-LRU cache reduces
the number of cache misses compared with the conventional cache; for example,
in Fig. 3.10, the listed memory accesses should all be cache misses if the LRU
replacement policy were used.

3.1.6 L2 Data Cache

The GTX560Ti, GTX780 and GTX980 report the maximum L2 cache size
as 512 KB, 1536 KB and 2048 KB, respectively. Our fine-grained P-chase
microbenchmark method is restricted by the shared memory size. At least 64
KB of shared memory is required for a single CTA to store one round of the
smallest Fermi L2 cache accesses, much more than our hardware device can
offer. However, our fine-grained P-chase can still find the following interesting
results.

1. The replacement policy of the L2 cache is not LRU, either, because our
experimental results show that the memory access processes are aperiodic
again.

2. The L2 cache line size is 32 bytes by observing the memory access pattern
of overflowing the cache and visiting array element one by one. The data
mapping is sophisticated and not conventional bits-defined, either, since
the cache miss pattern is very irregular.

3. We detect a hardware-level pre-fetching mechanism from the DRAM to
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Way1 Way2 Way3 Way4
3 35 68 100 1291𝑠𝑡 cache set:

read 129: 3 129 68 100 miss
read 3: 3 129 68 100 hit
read 35: 3 129 35 100 miss
read 68: 3 68 35 100 miss
read 100: 3 68 35 100 hit
read 129: 129 68 35 100 miss
read 3: 129 3 35 100 miss
read 35: 129 3 35 100 hit
read 68: 129 3 35 68 miss
read 100: 129 100 35 68 miss
read 129: 129 100 35 68 hit
read 3: 129 100 3 68 miss
read 35: 129 35 3 68 miss

Figure 3.10: Aperiodic memory access of the Fermi L1 data cache. In the
figure, the numbers are the data line indices. In the second row, “read 129"
stands for loading the 129th data line, and “miss" is the memory access sta-
tus given by the output memory latency array. The highlighted data blocks
represent the replaced cache ways according to the output index array when
cache misses occur.

the L2 data cache on all three platforms. For example, when we visit
an array with uniform stride P-chase, we only observe a long latency for
the first data item; the latencies of the following data items all match
the L2 cache latency. The pre-fetching size is about 2/3 of the L2 cache
size and the pre-fetching is sequential. This is deduced from that if we
load an array smaller than 2/3 of the L2 data cache size, there is no cold
cache miss patterns.

To summarize, in this section, we study the various GPU caches of three
generations of GPUs. We propose a novel fine-grained P-Chase microbench-
mark that provides the most detailed measurements. We list the derived pa-
rameters of various GPU caches in Table 3.2. According to our experimental
results, the GPU caches are quite different from those of a CPU: they have
unequal cache sets and a special replacement policy or data mapping. None
of the GPU caches use the traditional bits-defined memory addressing stated
in Assumption 2. To the best of our knowledge, most of these characteristics
have been ignored in previous micro-benchmark GPU studies.
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Table 3.2: Parameters of common GPU Caches

Parameters
Default

Fermi L1
data cache

Fermi/
Kepler/
Maxwell
L1 TLB

Fermi/
Kepler/
Maxwell
L2 TLB

Fermi/
Kepler

texture L1
cache/
Kepler

read-only
data cache

Maxwell
L1 data/

texture L1
cache/

read-only
data cache

𝐶 16 KB 32 MB 130 MB 12 KB 24 KB
𝑏 128 byte 2 MB 2 MB 32 byte 32 byte
𝑇 32 1 7 4 4

LRU no no yes yes yes

Table 3.3: Theoretical and achieved bandwidth of global memory
Device GTX560Ti GTX780 GTX980

𝑓𝑚𝑒𝑚 (MHz) 1050 1502 1753
Bus width (bits) 256 384 256

Theoretical bandwidth (GB/s) 134.40 288.38 224.38
Maximum throughput (GB/s) 109.38 215.92 156.25

Efficiency (%) 81.38 74.87 69.64

3.2 Global Memory

In CUDA terms, global memory access involves accessing the DRAM, L1 and
L2 data caches, TLBs and page tables. It is the most frequently accessed
memory space in GPU programming. In this section, we use a series of mi-
crobenchmarks to quantitatively study the global memory throughputs and
data access latencies on recent GPU platforms.

3.2.1 Global Memory Throughput

Although GPUs are designed with high memory bandwidth, their peak perfor-
mance can rarely be achieved in reality. The theoretical bandwidth is calcu-
lated as 𝑓𝑚𝑒𝑚 * bus width * DDR_factor, where 𝑓𝑚𝑒𝑚 is the memory frequency,
and the DDR_factor is 4 on all three target platforms. Table 3.3 lists the the-
oretical peak bandwidth and our measured maximum throughput of the three
devices.

The global memory throughput is affected by many factors. According to
Little’s law, it requires as many memory requests on the fly as possible to fully
utilize the bandwidth. We perform a plain memory copy on our three devices
with large, fixed amounts of data. We measure the total elapsed time on the
CPU. The throughput is calculated as 2 * 𝑑𝑎𝑡𝑎𝑠𝑖𝑧𝑒/𝑡𝑖𝑚𝑒. For each group of
experiments, we vary the CTA number, the CTA size (number of threads in
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Figure 3.11: Achieved throughput of global memory copy against the number
of CTAs, CTA size and ILP.

each CTA) and the ILP [125]. The ILP is defined as the number of 4-byte words
that each thread copies at one time. Note that we allocate a number of CTAs to
an SM, but these CTAs do not always execute in parallel because the number
of activate threads in each SM is limited. Each thread executes the data
copying for hundreds of times to ensure there are sufficient memory requests.
We plot the achieved throughput in Fig. 3.11, where 𝑇 stands for the number
of threads per CTA. In general, the throughput converges to its maximum
when the ILP/CTA size and the number of CTAs are large. We find that the
throughput is limited by the number of active warps: when the size and the
number of CTAs are both small, throughput increases almost linearly. The
ILP also influences the throughput. Fig. 3.11 shows that for all three devices,
the throughput of a larger ILP saturates faster. The GTX560Ti relies on ILP
the most, because its SM can launch the fewest warps/CTAs, and a larger
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ILP helps to handle more memory requests. The GTX780 has the highest
throughput as it benefits from the highest bus width, but its convergence
speed is the slowest, i.e., it requires the most memory requests to hide the
pipeline latency. Considering that such a large amount of parallel memory
requests is hardly ever reached in real applications, the higher bus width is
somewhat wasteful. This could be part of the reason that NVIDIA reduced
the bus width back to 256 bits in Maxwell devices.

3.2.2 Global Memory Latency

In this section, we report the global memory latencies of various data access
patterns. The global memory access latency is the whole time accessing a
data located in DRAM/L2 or L1 cache, including the latency of page table
look-ups. We apply our fine-grained P-chase with a novel self-defined data
initialization so that we can collect as many memory latencies as possible in one
experiment. We manually set the values of the array elements to create non-
uniform stride accesses, rather than executing Listing 1. We are motivated by
the convenience of Saavedra1992 method that a single 𝑡𝑣𝑎𝑙𝑢𝑒-𝑠 graph can show
memory latencies of different memory access patterns. Fig. 3.12 illustrates the
difference of the data access process between the conventional P-chase and our
non-uniform stride fine-grained P-chase.

We measure the global memory latencies with the L1 data cache of the
GTX980 and GTX560Ti turned both on and off through the command options.
By default, the Maxwell L1 cache is turned off and the Fermi L1 cache is turned
on.

Fig. 3.13 shows the global memory latency cycles of six access patterns
(noted as P1-P6). In our fine-grained P-chase initialization, we first set a
very large 𝑠1 = 32 MB to construct the TLB/page table miss and cache miss
(P5&P6). We then set 𝑠2 = 1 MB to construct the L1 TLB hit but cache
miss (P4). After a total of 65 data accesses, 65 data lines are loaded into the
cache. We then visit the cached data lines with 𝑠1 again for several times, to
construct cache hit but TLB miss (P2&P3). At last, we set 𝑠3 = 1 element
and repeatedly load the data in a cache line so that every memory access is
a cache hit (P1). The latency values in Fig. 3.13 are based on the average
of ten times of experiments. The data cache represents the L1 cache with the
GTX980 and GTX560Ti L1 data cache turned on, otherwise it represents the
L2 cache. We list some of our findings as follows.

1. The Maxwell and Kepler devices have a unique memory access pattern
(P6) for page table context switching. When a kernel is launched, only
memory page entries of 512 MB are activated. If the thread visits an
inactivate page entry, the hardware needs a rather long time to switch
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Figure 3.12: Comparison between normal P-chase array access and our non-
uniform stride array access. The numbers inside the square blocks are the array
indices. The arrows indicate the values of the array elements, for example, the
0th data block pointing to the 2nd block means that we initialize the 0th array
element with 2. In Fig. (a), the array is initialized with a single stride 𝑠 = 2
that it forms a single memory access pattern: loading every one of two array
elements. The measured memory latency is also of this single pattern. In Fig.
(b), the array is initialized with various stride, 𝑠1, 𝑠2 and 𝑠3, likewise, we can
get the memory latencies of various patterns.
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Figure 3.13: Global memory access latency spectrum.
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between page tables. This phenomena is also reported in [82] as page
table “miss".

2. The Maxwell L1 data cache addressing does not go through the TLBs
or page tables. On the GTX980, there is no TLB miss pattern (i.e., P2
and P3) when the L1 data cache is hit. Once the L1 cache is missed, the
access latency increases from tens of cycles to hundreds or even thousands
of cycles.

3. The TLBs are off-chip. Fig. 3.13 shows that on the GTX560Ti, if the
data are cached in L1, the L1 TLB miss penalty is 288 cycles. If data are
cached in L2, the L1 TLB miss penalty is 27 cycles. Because the latter
penalty is much smaller, we infer that the physical memory locations of
the L1 TLB and L2 data cache are close. The physical memory locations
of the L1 TLB and L2 TLB are also close, which means that the L1/L2
TLB and L2 data cache are shared off-chip by all SMs.

4. The GTX780 generally has the shortest global memory latencies, almost
half that of the Fermi, with an access pattern of P2-P5. By default,
the GTX980 has similar latencies to those of the GTX780 for P1-P4.
However, for P5 (caused by the cold cache misses), the access latency is
about 3.5 times longer than on the Kepler and twice as long as on the
Fermi. The page table context switching of the GTX980 is also much
more expensive than that of the GTX780.

To summarize, the Maxwell device has long global memory access latencies
for cold cache misses and page table context switching. Except for these rare
access patterns, its access latency cycles are close to those of the Kepler device.
In our experiment, because the GTX980 has higher 𝑓𝑚𝑒𝑚 than the GTX780,
it actually offers the shortest global memory access time (P2-P4).

3.3 Shared Memory

The shared memory is designed with high bandwidth and very short memory
latency, and each SM has a dedicated shared memory space. In CUDA pro-
gramming, different CTAs assigned to the same SM have to share the same
physical memory space. On the Fermi and Kepler platforms, the shared mem-
ory is physically integrated with the L1 cache. On the Maxwell platform, it
occupies a separate memory space. Storing data in shared memory is a rec-
ognized optimization strategy for GPU-accelerated applications [64, 96, 135].
Programmers move the data into and out of shared memory from global mem-
ory before and after arithmetic execution, to avoid the frequent occurrence of
long global memory access latencies.

In this section, we micro-benchmark the throughput and latency of shared

44



Table 3.4: Theoretical and achieved throughput of shared memory
Device GTX560Ti GTX780 GTX980

𝑊𝑏𝑎𝑛𝑘 (byte/cycle) 2 8 4
𝑓𝑐𝑜𝑟𝑒 (GHz) 0.950 1.006 1.279
𝑊𝑆𝑀 (GB/s) 60.80 257.54 163.84
𝑊 ′

𝑆𝑀 (GB/s) 34.90 83.81 137.41
Efficiency (%) 57.4 32.5 83.9
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Figure 3.14: Achieved shared memory peak throughput per SM.

memory. In particular, we discuss the effects of the bank conflict on shared
memory access latency. We report a dramatic improvement in performance
for the Maxwell device.

3.3.1 Shared Memory Throughput

On all three GPU platforms, the shared memory is organized as 32 memory
banks [104]. The bank width of the Fermi and Maxwell devices is 4 bytes, while
that of the Kepler device is 8 bytes. Each bank has a bandwidth of 𝑊𝑏𝑎𝑛𝑘,
as shown in Table 3.4. The theoretical peak throughput of each SM (𝑊𝑆𝑀)
is calculated as 𝑓𝑐𝑜𝑟𝑒 *𝑊𝑏𝑎𝑛𝑘 * 32. Our microbenchmark results indicate that
although the bandwidth of shared memory is considerable, the real achieved
throughput could be much lower. This is most obvious on our Fermi and
Kepler devices.

The microbenchmark is designed as follows. We copy a number of integers
from one shared memory region to another with various grid configurations and
ILP levels. Each thread copies ILP of 4-byte data and consumes 8*ILP bytes
of shared memory. For each SM, we measure the total elapsed clock cycles
with the __syncthreads() and clock() for all its active warps. The overhead of
a pair of __syncthreads() and clock() is measured as 78, 37, and 36 cycles for
Fermi, Kepler, and Maxwell platforms, respectively. The achieved throughput
per SM is calculated as 2 * 𝑓𝑐𝑜𝑟𝑒 * sizeof(int) * (number of active threads per
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Figure 3.15: Shared memory throughput per SM vs. ILP.

SM) * ILP / (total latency of each SM). We run the microbenchmark with
CTA size = {32, 64, 128, 256, 512, 1024}, CTAs per SM ={1, 2, 3, 4, 5, 6},
and ILP={1, 2, 4, 6, 8}, subject to the constraint of shared memory size per
SM. Usually a large value of ILP results in less active warps per SM. The peak
throughput 𝑊 ′

𝑆𝑀 denotes the respective maximum throughput of the above
combinations. Two key factors that affect the throughput are the number of
active warps per SM and the ILP level.

We plot the achieved shared memory peak throughput per SM against the
number of active warps in Fig. 3.14. In general the peak shared memory
throughput grows with the increase of active warps, until it reaches some
threshold. The peak shared memory throughput of the GTX560Ti occurs
when the CTA size = 512, CTAs per SM = 1 and ILP = 4, i.e., 16 active
warps per SM. The peak throughput is 34.90 GB/s, which is about 58.7% of
the theoretical bandwidth. The GTX780 reaches its peak throughput when
the CTA size = 1024, CTAs per SM = 1 and ILP = 6, i.e., 32 active warps per
SM. The peak throughput is 83.81 GB/s, which is only 32.5% of the theoretical
bandwidth. The GTX980 reaches its peak throughput when the CTA size =
256, CTAs per SM = 2 and ILP = 8, i.e., 16 active warps per SM. The peak
throughput is 137.41 GB/s, about 83.9% of the theoretical bandwidth. The
Maxwell device shows the best use of its shared memory bandwidth, and the
Kepler device shows the worst.

Fig. 3.15 shows the achieved shared memory throughputs for different com-
binations of ILP and number of active warps per SM. Notice that on GTX560Ti
and GTX780, when there are 32 active warps, the maximum ILP is 6 due to
limited shared memory size. On the GTX560Ti, the achieved throughput
grows with the increase of ILP until it reaches 4. On the GTX780, for low SM
occupancy (i.e., 1 to 4 active warps), ILP = 4 gives the highest throughput;
while for higher SM occupancy (i.e., 8 to 32 active warps), ILP = 6 or 8 give
the highest throughput. GTX980 exhibits similar behavior as GTX780: high
ILP is required to achieve high throughput for high SM occupancy.

According to Little’s Law, we roughly have: number of active warps * ILP
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= latency cycles * throughput. Applying the latency values in Section 6.2,
the GTX780 requires about 94 active warps if ILP = 1, but the Kepler device
allows 64 warps at most to be executed concurrently [104]. The gap between
the number of required active warps and the number of allowed concurrent
warps is particularly obvious on the GTX780. We consider this to be the
main reason the achieved throughput of the GTX780 is poor compared with
its designed value. For the Maxwell device, due to the significantly reduced
access latency, we observe a higher shared memory throughput.

3.3.2 Shared Memory Latency

We first use the P-chase kernel in Listing 4 with single thread and single CTA
to measure the shared memory latencies without bank conflict. The shared
memory latencies on Fermi, Kepler and Maxwell devices are 50, 47 and 28
cycles, respectively. However, the shared memory access latency will grow
when bank conflicts occur. In this section, we focus on the effect of bank
conflicts on shared memory access latency.

1 for ( i =0; i <= i t e r a t i o n s ; i++ ) {
2 data=threadIdx . x* s t r i d e ;
3 i f ( i==1) sum = 0 ; //omit co ld miss
4 start_time = c lock ( ) ;
5 repeat64 ( data=sdata [ data ] ; ) ;
6 //64 t imes o f s t r i d e a c c e s s
7 end_time = c lock ( ) ;
8 sum += ( end_time − start_time ) ;
9 }

Listing 4: Kernel function of shared memory stride access

The shared memory space is divided into 32 banks. Successive words are
allocated to successive banks. If two threads in the same warp access memory
spaces in the same bank, a 2-way bank conflict occurs. Listing 4 is also used to
measure the shared memory access latency with bank conflicts. Different from
the previous case, we launch a warp of threads with a single CTA to access
stride memory. We multiply the thread id with an integer, stride, to get a
shared memory address. We perform the memory access 64 times and record
the total time consumption. We then calculate the average memory latency
for each memory access.

Fig. 3.16 illustrates a 2-way bank conflict caused by stride memory access
on the Fermi architecture. For example, word 0 and word 32 are mapped onto
the same bank. If the stride is 2, threads 0 and 16 will visit words 0 and
32, respectively, which causes a 2-way bank conflict. The number of potential
bank conflicts equals the greatest common divisor of the stride number and
32. There is no bank conflict for odd strides. Fermi and Maxwell devices
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Figure 3.16: 2-way shared memory bank conflict (stride=2).

Table 3.5: Shared memory access latency with bank conflicts
Bank conflict 2-way 4-way 8-way 16-way 32-way

GTX980 30 34 42 58 90
GTX780 82 96 158 257 484

GTX560Ti 87 162 311 611 1209

have the same number of potential bank conflicts because they have the same
architecture.

Kepler outperforms Fermi in terms of avoiding shared memory bank con-
flicts by doubling the bank width [84]. The bank width of Kepler device is
8 bytes, yet it offers two configurable modes to programmers: 4-byte mode
and 8-byte mode. In the 8-byte mode, 64 successive integers are mapped onto
32 successive banks, whereas in the 4-byte mode, 32 successive integers are
mapped onto 32 successive banks. Fig. 3.17 illustrates the data mapping of
the two modes. A bank conflict only occurs when two or more threads access
different bank rows.

Fig. 3.18 shows the Kepler shared memory latencies with even strides for
the 4-byte and 8-byte modes. When the stride is 2, there is no bank conflict
in either mode, whereas there is a 2-way bank conflict on Fermi. When the
stride is 4, both modes show a 2-way bank conflict. When the stride is 6 (Fig.
3.17), there is a 2-way bank conflict for the 4-byte mode but no bank conflict
for the 8-byte mode. For the 4-byte mode, half of the shared memory banks
are visited. Thread 𝑖 and thread 𝑖+ 16 access separate rows in the same bank
(𝑖 = 0, ..., 15). For the 8-byte mode, 32 threads visit 32 different banks with
no conflict. Similarly, the 8-byte mode is superior to the 4-byte mode for other
even strides if their number is not to the power of two.

We list our measured shared memory access latencies according to the
number of potential bank conflicts in Table 3.5. The memory access latency
increases almost linearly with the number of potential bank conflicts. This
confirms that the data access instructions are sequentially executed in case of
a bank conflict. For the Fermi and Kepler devices, where there is a 32-way
bank conflict, it takes much longer to access shared memory than regular global
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Fig. 18. Kepler shared memory bank conflict (stride = 6).

0 2 4 6 8 10 12 14 16 18 20 22 24 26 28 30 32 34 36 38 40 42 44 46 48 50 52 54 56 58 60 62 64

0

100

200

300

400

500

Stride

M
em

or
y

la
te

nc
y

(c
lo

ck
cy

cl
es

)

4-byte mode

8-byte mode

Fig. 19. Latency of Kepler Shared Memory with bank conflict: 4-byte mode v.s. 8-byte mode.

mode, 32 successive integers are mapped onto 32 successive
banks. Fig. 18 illustrates the data mapping of the two modes.
A bank conflict only occurs when two or more threads
access different bank rows. Fig. 19 shows the Kepler shared
memory latencies with even strides for the 4-byte and 8-
byte modes. When the stride is 2, there is no bank conflict
in either mode, whereas there is a 2-way bank conflict on
Fermi. When the stride is 4, both modes show a 2-way bank
conflict. When the stride is 6 (Fig. 18), there is a 2-way bank
conflict for the 4-byte mode but no bank conflict for the 8-
byte mode. For the 4-byte mode, half of the shared memory
banks are visited. Thread i and thread i+16 access separate
rows in the same bank (i = 0, ..., 15). For the 8-byte mode,
32 threads visit 32 different banks with no conflict. Similarly,
the 8-byte mode is superior to the 4-byte mode for other
even strides if their number is not to the power of two.

We list the shared memory access latencies according
to the number of potential bank conflicts in Table 8. The
memory access latency increases almost linearly with the
number of potential bank conflicts. This confirms that the

TABLE 8
Shared Memory Access Latency with Bank Conflicts

Bank conflict 2-way 4-way 8-way 16-way 32-way
GTX980 30 34 42 58 90
GTX780 82 96 158 257 484

GTX560Ti 87 162 311 611 1209

data access instructions are sequentially executed in case of
a bank conflict. For the Fermi and Kepler devices, where
there is a 32-way bank conflict, it takes much longer to
access shared memory than regular global memory (TLB
hit, cache miss). Surprisingly, the effect of a bank conflict
on shared memory access latency on the Maxwell device
is trivial. Even the longest shared memory access latency
is shorter than the global memory cache hit latency. We
infer that NVIDIA has evolved some optimization at the
hardware level.

In summary, although the shared memory does indeed
have short access latency, it can be rather long if there

Figure 3.17: Kepler shared memory bank conflict (stride = 6).
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Figure 3.18: Latency of Kepler Shared Memory with bank conflict: 4-byte
mode v.s. 8-byte mode.

memory (TLB hit, cache miss). Surprisingly, the effect of a bank conflict on
shared memory access latency on the Maxwell device is mild. Even the longest
shared memory access latency is still at the same level as L1 data cache latency.

In summary, although the shared memory has very short access latency, it
can be rather long if there are many ways of bank conflicts. This is most obvi-
ous on the Fermi hardware. The Kepler device tries to solve it by doubling the
bank width of shared memory. Compared with the Fermi, the Kepler’s 4-byte
mode shared memory halves the chance of bank conflict, and the 8-byte mode
reduces it further. However, we also find that the Kepler’s shared memory is
inefficient in terms of throughput. The Maxwell device has the best shared
memory performance. With the same architecture as the Fermi device, the
Maxwell hardware shows a 2x size, 2x memory access speedup and achieves
the highest throughput. Most importantly, the Maxwell device’s shared mem-
ory has been optimized to avoid the long latency caused by bank conflicts. As
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many GPU-accelerated applications rely on shared memory performance, this
improvement certainly leads to faster and more efficient GPU computations.

3.4 Summary

In this study, we microbenchmarked the cache characteristics, memory through-
put, and memory latencies of three recent generations of NVIDIA GPUs:
Fermi, Kepler and Maxwell. We perceive an evolution of the NVIDIA GPU
memory hierarchy. The memory capacity is significantly enhanced in both Ke-
pler and Maxwell as compared with Fermi. The Kepler device is performance-
oriented and incorporates several aggressive elements in its design, such as
increasing the bus width of DRAM and doubling the bank width of shared
memory. These designs have some side-effects. The theoretical bandwidths of
both global memory and shared memory are difficult to saturate, and hard-
ware resources are imbalanced with a low utilization rate. The Maxwell device
has a more efficient and conservative design. It has a reduced bus width and
bank width, and the on-chip cache architectures are adjusted, including dou-
bling the shared memory size and the read-only data cache size. Furthermore,
it sharply decreases the shared memory latency caused under bank conflicts.
With its optimized memory hierarchy, the Maxwell device not only retains
good performance but is also more economical.
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Chapter 4

Benchmarking and Modelling the
GPU DVFS

In this chapter, we first conduct real GPU DVFS measurement experiments
on the NVIDIA Fermi platform. We aim to answer two question: can GPU
DVFS save energy in practice? How to save GPU energy via DVFS? We
conduct extensive experiments on a set of 37 GPU applications to investi-
gate the impact of GPU voltage/frequency scaling on the whole system energy
consumption. The measurement results can serve as the GPU DVFS bench-
marks. We then propose first-order analytical GPU-specific DVFS power and
performance models based on measurements. Our model is convenient for the
following task scheduling analysis.

4.1 Experimental Methodology

A GPU board has four scalable variables: core frequency, core voltage, DRAM
I/O frequency, and DRAM voltage, denoted as 𝑓𝐺𝑐, 𝑉 𝐺𝑐, 𝑓𝐺𝑚 and 𝑉 𝐺𝑚, re-
spectively. We use 𝐸 to denote the entire system energy consumption. Our
target is observing how 𝐸 varies to 𝑓𝐺𝑐, 𝑉 𝐺𝑐, 𝑓𝐺𝑚 and 𝑉 𝐺𝑚. In this work, we
only focus on GPU voltage/frequency scaling effect thus we do not apply CPU
DVFS. During an application executing process, the GPU voltage/frequency
keeps the same.

Some software are available to adjust GPU voltages and frequencies [86,
105]. In order to achieve the widest range of GPU core voltage, we first use
NVIDIA Inspector 1.9.7.1 to do coarse adjustment; and then we use After-
burner 2.3.0 to do fine adjustment. We also trace GPU temperature and some
other runtime information via TechPowerUp’s GPU-Z [124].

We perform our experiments on a personal computer equipped with a
graphic card MSI N560GTX-Ti Hawk. We choose this card because our scaling
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Table 4.1: Platform configuration
CPU Intel CoreTM i5-750 (4 core)
Clock rate 2.67 GHz
RAM Kingston DDR3 1333MHz 2GB
MainBoard ASUS P7P55D PRO
Harddisk Seagate ST31000528AS 1TB
Power Supply MaxPower GPX850
GPU NVIDIA GeForce GTX 560 Ti
Shading clock rate 1900 MHz
Memory interface 1 G GDDR5
Memory clock rate 2100 MHz
GPU driver 306.97
CUDA runtime version 4.1

Table 4.2: Geforce GTX 560 Ti scaling interval
Category Default Adjustable range
𝑉 𝐺𝑐 (V) 1.049 [0.849, 1.149]
𝑓𝐺𝑐 (MHz) 950 [480, 1000]
𝑉 𝐺𝑚 (V) 1.50 [1.40, 1.58]
𝑓𝐺𝑚 (MHz) 2100 [1050, 2300]

tool Afterburner supports up to Geforce GTX 500 family GPUs at the time
we started this research. Our system specification is given in Table 4.1. The
measured idle system power is about 85 W in which 29 W is contributed by
the graphic card. Table 4.2 lists the obtained scaling interval of our graphic
card.

We measure the whole system power consumption by a commercial power
meter, Watts Up? Pro, which takes a power sample every second, denoted
as 𝑃𝑖 for the 𝑖th sample. This meter has independent power supply, so it
nearly has no influence on our system power consumption. We estimate the
average power consumption of a program, 𝑃 , by 𝑃 =

∑︀
𝑖 𝑃𝑖/𝑁 , in which 𝑁 is

the number of samples obtained during the execution of the application. We
obtain the application execution time, 𝑡, by function gettimeofday(). Then we
estimate the whole system energy consumption 𝐸 by 𝐸 = 𝑃 × 𝑡.

The system energy consumption of GPU factory default configuration is
represented as �̂�. For the same application, the minimum and maximum en-
ergy consumption under different voltage/frequency settings are denoted as
𝐸min and 𝐸max. We use two metrics �̂� and 𝑅max to evaluate energy conserva-
tion:

�̂� = 1− 𝐸min/�̂� (4.1)

which quantizes how much energy could be saved compared to default config-
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Figure 4.1: Idle power of different
𝑉 𝐺𝑐/𝑉 𝐺𝑚 on the Fermi platform.
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uration;
𝑅max = 1− 𝐸min/𝐸max (4.2)

which indicates the maximum energy saving capability. Due to limited space,
we do not present the ratio of reduced energy over GPU energy, which is much
larger than �̂� and 𝑅max.

Our benchmark suit consists of 37 GPU applications taken from CUDA
SDK 4.1 and Rodinia. Because of the RLC effect [61], programs should execute
for a relatively long time to get accurate measurements. We revise the source
codes of these GPU applications so that each program would last for more
than half a minute. We use control variate method to explore the impact
of GPU voltage/frequency scaling on system energy consumption. Namely
for each group of experiments, we fix part of the four variables, and observe
system energy’s response to remaining variables. The detailed configurations
are given in the following section.

4.2 Experimental Results

4.2.1 System Idle Power

GPU idle power is a non-negligible component of the whole system power
consumption. We demonstrate the effect of DVFS on system idle power in
Figure 4.1. It is well known that the GPU idle power is irrelevant to 𝑓𝑐𝑜𝑟𝑒

or 𝑓𝑚𝑒𝑚, which is also confirmed by our experiments. We measure the system
idle power with different combinations of {𝑉𝑚𝑒𝑚, 𝑉𝑐𝑜𝑟𝑒}. The system idle power
varies from 89 W to 78 W, where the idle GPU power alone drops from 29 W
to 22 W. This variation is mainly caused by scaling 𝑉𝑐𝑜𝑟𝑒. The impact of 𝑉𝑚𝑒𝑚

on system idle power is very marginal, mostly within 1 W.
The whole system power reduction gained from 𝑉𝑐𝑜𝑟𝑒 scaling when executing

our benchmarks can be as much as 140 W, in which idle power reduction
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Figure 4.3: Benchmarks benefit from low 𝑓𝐺𝑐 on the Fermi platform.

contributes about 8%. This proves that DVFS effect mostly lies on runtime
power conservation.

4.2.2 Core Scaling

The GPU core scaling refers to the adjustment of 𝑉 𝐺𝑐 and/or 𝑓𝐺𝑐. We first
fix 𝑉 𝐺𝑐 and explore the impact of 𝑓𝐺𝑐 on 𝐸. We do experiments under two
different core voltages: 1.049 V and 0.849 V. For each core voltage, we change
𝑓𝐺𝑐 from 480 MHz to 880 MHz incrementally.

For CPUs, it is generally believed that with a fixed voltage, using high
processor frequencies would reduce total energy because of shorter execution
time. However, we find that it is not always true for GPUs. Among our
37 testing benchmarks, 5 actually benefit from lower core frequencies. They
are: BackProp, NN (nearest neighbourhood), ConjugateGradient, Kmeans and
ScalarProd. These applications have frequent CPU-GPU data transactions,
and core frequency scaling almost has no impact on their execution time.
Figure 4.3 gives their normalized energy (baseline is chosen as the energy
consumption at 𝑓𝐺𝑐 = 880 MHz). Up to 10% of energy can be saved by
scaling down 𝑓𝐺𝑐. It is interesting to see that for Kmeans, scaling down 𝑓𝐺𝑐

can save energy when 𝑉 𝐺𝑐 = 1.049 V, but this situation does not hold anymore
when 𝑉 𝐺𝑐 = 0.849 V. It is an interesting research problem to find the optimal
𝑓𝐺𝑐 that can save the most energy for such special applications.

But for the other 32 benchmark applications, energy consumption suffers
a lot under low 𝑓𝐺𝑐. A majority of applications become much slower when
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Figure 4.4: Average energy savings of tested 𝑉 𝐺𝑐 on the Fermi platform.

running at low core voltages, and hence they consume much more energy. Since
for most of applications, scaling down 𝑓𝐺𝑐 will increase energy consumption, we
use the maximum stable core frequency, 𝑓𝐺𝑐*, of each 𝑉 𝐺𝑐 to do the subsequent
voltage scaling experiments.

We obtain 𝑓𝐺𝑐* by fixing 𝑉 𝐺𝑐 and running pressure tests by increasing
𝑓𝐺𝑐 until GPU turns to be unstable. Figure 4.2 illustrates the relationship
between 𝑓𝐺𝑐* and 𝑉 𝐺𝑐. When core voltage changes from 0.849 V to 1.099 V,
𝑓𝐺𝑐* increases accordingly. The (𝑓𝐺𝑐*, 𝑉 𝐺𝑐) pairs construct a space in which
GPU hardware has the best compute capacity. Notice that the default GPU
core frequency setting (i.e., 950MHz) is relatively conservative.

We do core voltage scaling experiments within above space. The aver-
age energy savings (�̂�) and performance decrease (as compared to the default
setting) of 37 benchmarks is shown in Figure 4.4. Notice that negative per-
formance decrease means better performance due to higher core frequencies.
We gain an average of 2% of speedup at default 𝑉 𝐺𝑐 since we have scaled up
default 𝑓𝐺𝑐 (950 MHz) to 𝑓𝐺𝑐* (995 MHz).

For all benchmarks, low 𝑉 𝐺𝑐 is significantly effective to conserve energy.
In particular, an average of 18.91% energy is reduced with 3.45% performance
decrease at 𝑉 𝐺𝑐 = 0.849 V, 𝑓𝐺𝑐 = 880 MHz. �̂� decreases almost linearly as
𝑉 𝐺𝑐 increases.

Figure 4.5 summarizes �̂� and 𝑅max of all benchmarks. Applications that
can save the most energy include CFD, FastWalshTransform, convolutionFFT2D
etc. These applications are both memory intensive and computation intensive.
The average �̂� is 19.28% while average 𝑅max is 24.40%. In the best case (CFD),
up to 32.62% of energy can be reduced.

We also find that the GPU runtime temperature is closely related to energy
conservation. Low temperature means less energy is converted into heat, so
that electricity can be used more efficiently. We record the difference between
GPU chip peak temperature during program execution and temperature in
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Figure 4.5: Core voltage and frequency scaling effects on the Fermi platform.
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Figure 4.6: Memory frequency scaling effects on the Fermi platform.

Table 4.3: Runtime temperature of ScalarProd
𝑉 𝐺𝑐 (V) 0.849 0.949 1.012 1.049 1.099
Temp inc (∘C) 18 24 27 30 32

idle state. We find that for the same application, the increase of temperature
at high voltage is much bigger than that of low voltage. Table 4.3 is a runtime
chip temperature example of ScalarProd. The execution time of ScalarProd is
insensitive to 𝑓𝐺𝑐 or 𝑉 𝐺𝑐 scaling. The large difference between the increase of
chip temperature at different voltages is mainly caused by 𝑉 𝐺𝑐 variation.

4.2.3 Memory Scaling

We continue our experiments by adjusting 𝑉 𝐺𝑚 and 𝑓𝐺𝑚. We find that scaling
𝑉 𝐺𝑚 does not have obvious influence on whole system energy. This can be
explained by two reasons. First, 𝑉 𝐺𝑚 only offers a narrow adjusting range,
and increasing 𝑉 𝐺𝑚 doesn’t lead to higher stable 𝑓𝐺𝑚. Second, GPU DRAM
just accounts for a small part of the whole GPU board power consumption [41].
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As a result, we focus on the experiments of memory frequency scaling.
We test all our benchmarks with 𝑓𝐺𝑚 varying from 1500 MHz to 2300 MHz

where 𝑉 𝐺𝑚 = 1.50 V, 𝑉 𝐺𝑐 = 1.049 V, 𝑓𝐺𝑐 = 990 MHz. The memory scaling
results show strong individual characteristic. Figure 4.6 plots the optimal
𝑓𝐺𝑚 that can achieve minimum energy consumption for 37 benchmarks. The
computation intensive kernels, like MatrixMulDrv etc, benefit from low 𝑓𝐺𝑚,
while memory intensive kernels, like ConvolutionFFT2D etc, can save energy
with high 𝑓𝐺𝑚. Default 𝑓𝐺𝑚 is the optimal setting for eight kernels.

Figure 4.6 also shows 𝑅max and �̂� of all benchmarks. 𝑓𝐺𝑚 affects energy
mainly by changing the execution time. Applications with large 𝑅max, like
SobolQRNG, EstimatePiInlineQ, Reduction etc. last much longer with low
𝑓𝐺𝑚. Such programs have large thread divergence. Both memory parallelism
and computation parallelism are low, so that memory access latency cannot
be hidden effectively.

In summary, the average 𝑅max and average �̂� are 10.20% and 3.52% respec-
tively. The average energy saving is lower than that of core scaling because
many kernels work quite well under the default memory frequency. In fact,
memory frequency scaling can save energy significantly for some applications.
In the best case (SobolQRNG), up to 28.65% energy can be reduced by memory
frequency scaling.

4.3 Modelling the GPU DVFS

We summarize the experimental findings as follows.
1. Scaling GPU memory voltage nearly has no influence on the system

energy, because the GPU memory voltage has a narrow adjustable range
and the GPU memory power consumption only accounts for a small
part of the whole system. Thus in the modelling, to simplify the GPU
power and performance modeling, we do not consider the GPU memory
voltage scaling, either. On the other hand, scaling the memory frequency
influences the task execution time significantly and the runtime power
considerably.

2. The GPU maximum core frequency is proportional to the core voltage
(𝑉 𝐺𝑐), but the frequently referred model in literature, i.e. 𝑓𝐺𝑐 = 𝛽𝑉 𝐺𝑐,
does not hold. We denote the 𝑓𝐺𝑐

max-𝑉 𝐺𝑐 relationship as 𝑓𝐺𝑐
max = 𝑔1(𝑉

𝐺𝑐).
We derive a specialized 𝑔1(𝑉

𝐺𝑐) function for our Fermi testbed based on
the measurement results, where 𝑔1(𝑉

𝐺𝑐) is sublinear.
3. The system energy consumption is influenced by both the GPU core and

memory frequency. They affect the system energy mostly in the applica-
tion execution time. According to our experiments, different applications
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show different degrees of sensitivity to even one kind of frequency scaling.
Based on the above findings, we consider the GPU power consumption

(𝑃𝐺) and the application execution time (𝑡) as the functions of three adjustable
variables: 𝑓𝐺𝑐, 𝑉 𝐺𝑐 and 𝑓𝐺𝑚.

In reality, the voltage/frequency scalable range of different GPU products
may vary. Without lose of generosity, we compute the normalized value of 𝑓𝐺𝑐,
𝑉 𝐺𝑐 and 𝑓𝐺𝑚 instead of the real value.

We model the GPU runtime power in Equation (4.3), where 𝑃𝐺0 is the
summation of the power consumption unrelated to the GPU voltage/frequency
scaling; 𝑉 𝐺𝑐, 𝑓𝐺𝑐, 𝑓𝐺𝑚 denote the GPU core voltage, GPU core frequency, and
GPU memory frequency respectively. 𝛾 and 𝑐𝐺 are constant coefficients that
depend on the hardware and the application characteristics, indicating the
sensitivity to memory frequency scaling and the core voltage/frequency scaling
respectively [43].

𝑃𝐺 = P(𝑉 𝐺𝑐, 𝑓𝐺𝑐, 𝑓𝐺𝑚) = 𝑃𝐺0 + 𝛾𝑓𝐺𝑚 + 𝑐𝐺(𝑉 𝐺𝑐)2𝑓𝐺𝑐 (4.3)

Performance modeling of GPU DVFS is rather complex [88]. In this work,
we seek a first-order model with concise mathematical form. We formulate
the performance of GPU-accelerated applications as shown in Equation (4.4)
[1]. In Equation (4.4), 𝐷 represents the component that is sensitive to GPU
frequency scaling, and 𝑡0 represents the other component in task execution
time. 𝛿 is a constant factor that indicates the sensitivity of this application to
GPU core frequency scaling. We can always adjust the value of 𝐷 and 𝛿 to
model the sensitivity to GPU memory frequency scaling as 1− 𝛿.

𝑡 = T (𝑉 𝐺𝑐, 𝑓𝐺𝑚, 𝑓𝐺𝑚) = 𝐷(
𝛿

𝑓𝐺𝑐
+

1− 𝛿

𝑓𝐺𝑚
) + 𝑡0 (4.4)

In [1], the authors propose a similar performance model. In addition, they
set the GPU core/memory frequency to be low, medium and high values and
measured the application’s execution time with these 9 core-memory frequency
pairs. They fitted the DVFS performance model according to the same equa-
tion. On the Fermi GTX480, they received a prediction error of 39.3%. We
infer the accuracy can be improved by a better frequency sampling, where the
low and medium GPU core/memory frequencies they studied are quite close.
Though the prediction error is relatively large, this DVFS performance model
has the following advantages :

1. To the best of our knowledge, this is the only GPU specified performance
model having a mathematical form and considering varying both 𝑓𝐺𝑚

and 𝑓𝐺𝑐. Previous GPU DVFS studies mostly considered varying 𝑓𝐺𝑐

only and used the traditional inverse proportional 𝑡 = 𝐷/𝑓 model for

58



the CPUs [67,71].
2. The model takes the GPU execution overhead, 𝑡0, into account. On

the GPU-CPU heterogeneous platform, there is usually a long overhead
before and after the task invocation, and the overhead sometimes can
not be ignored compared with the task execution time.

3. With 𝛿, 𝑡0 and 𝐷 set to different values, the model is capable of simulating
the various DVFS effects of a variety of applications.

In literature, a popular taxonomy is dividing the applications into three cat-
egories: compute intensive, memory intensive, and both compute and memory
intensive [52, 78, 116], where their execution time are dominated by the GPU
core frequency, memory frequency and the ratio of memory frequency over core
frequency, respectively. Our model can imply these features to a extent.

With the above GPU DVFS power and performance model, the GPU en-
ergy (𝐸𝐺) consumed to process one task is formulated as Equation (4.5).

𝐸𝐺 =

∫︁ 𝑡

0

𝑃𝐺𝑑𝜏 = 𝑃𝐺 × 𝑡 (4.5)

In reality, the GPU runtime power consumption changes over time. There
are power phases and the runtime power increases to the chip temperature
[43, 78]. For simplicity, we use the average runtime power consumption (𝑃𝐺)
to calculate the energy, instead of the real runtime power consumption (𝑃𝐺).

4.4 Summary

In this chapter, we conduct real-world firsthand DVFS measurement experi-
ments on the NVIDIA Fermi GPUs. The experimental results suggest that
both the core and memory frequency influence the energy consumption signif-
icantly, and scaling down the core voltage is vital to conserve energy.

We also derive first-order GPU-specific DVFS power and performance mod-
els. In the next chapter, we will demonstrate the analytical optimal DVFS
setting is to use low core voltage, its maximum allowed core frequency, and
an appropriate memory frequency, by applying the mathematical optimiza-
tion on the proposed models. The analytical solution highly agrees with our
measurement.
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Chapter 5

Energy Efficient Offline Task
Scheduling with GPU DVFS

In this chapter, we study the energy efficient task mapping on GPU-accelerated
heterogeneous clusters with deadline constraints. Our major objective is to
minimize the total energy consumption of executing a sequence of given tasks,
while guaranteeing task completion deadlines. This requires both appropriate
GPU voltage/frequency configuration and task scheduling. Such problem is of
practical significance and plays an important role in the resource management
of data centers [16].

Some researchers have studied the energy-efficient mapping algorithm for
heterogeneous GPU-accelerated clusters. However, most of them focus on the
CPU-GPU workload partition or the CPU DVFS rather than GPU DVFS [15,
39,44,67,71]. [67] considers the GPU DVFS but it uses the CPU performance
models for the GPUs. Our work differs by applying the GPU-specific power
and performance models and concentrating on GPU DVFS. To the best of our
knowledge, this work is the first to propose the analytical optimal GPU DVFS
setting.

5.1 System Modelling and Problem Formulation

5.1.1 CPU-GPU Heterogenous Cluster Modeling

Figure 5.1 shows the model of CPU-GPU cluster considered in this work. In
the cluster, there are 𝑚 servers, each with multiple pairs of CPU-GPU. In this
work, we assume that the cluster has only one type of CPU/GPU, but different
servers may have different number of pairs of CPU-GPU. We also assume that
each task can be assigned to only one CPU-GPU pair, and one CPU-GPU
pair can only execute one task at a moment. In practice, the number of CPU
cores in a server should be no less than the number of GPUs. The energy
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Figure 5.1: Our studied heterogeneous CPU-GPU cluster with 𝑚 nodes.

consumption of the additional CPU cores, if any, can be modeled as static
energy if they are idle, or be handled by existing CPU energy management
techniques if they are used to run CPU jobs.

A CPU-GPU pair can be in one of three states: runtime (or busy), idle, and
off. A runtime CPU-GPU pair consumes both dynamic and static power; an
idle CPU-GPU pair consumes only relatively low static power; and a turned-off
CPU-GPU pair consumes no power. A CPU-GPU pair can be turned off by
shutting down the server, which can only happen if there is no job assigned to
any of its CPU-GPU pair. If any CPU-GPU pair is busy, the other CPU-GPU
pairs on the same server without workload have to remain at idle state.

Since the power consumption of a single CPU core is much less than that of
a GPU, we put the average CPU runtime power into 𝑃𝐺0 in Equation (4.3) for
each GPU-CPU pair. Naturally the CPU will be kept active if the associated
GPU is active, which means that the GPU and CPU share the same execution
time to process a task. Following the GPU DVFS power and performance
models proposed in the previous chapter, the runtime energy consumption
(𝐸𝐽) of a CPU-GPU pair to process one single task can be reformulated as
Equation (5.1).

𝐸𝐽 = (𝑃 0 + 𝛾𝑓𝐺𝑚 + 𝑐𝐺(𝑉 𝐺𝑐)2𝑓𝐺𝑐)× (𝐷(
𝛿

𝑓𝐺𝑐
+

1− 𝛿

𝑓𝐺𝑚
) + 𝑡0) (5.1)

5.1.2 Problem Formulation

We formulate the energy-efficient task scheduling problem as followed. Table
5.1 lists the important notations.
Provided that:

1. A heterogeneous cluster that consists of 𝑚 servers, S = {𝑆1, 𝑆2, ..., 𝑆𝑚},
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Table 5.1: Summary of important notations for the offline task scheduling
Symbol Description

𝐽𝑖 The 𝑖-th task.
𝑑𝑖 The required deadline of 𝐽𝑖. We assume 𝑑 ≥ 𝑡⋆.
𝑎𝑖 The arrival time of 𝐽𝑖. Assume 𝑎𝑖 = 0 in this chapter.
P𝑖 The power consumption function of 𝐽𝑖.
T𝑖 The performance function of 𝐽𝑖.
𝑆𝑗 The 𝑗-th server.
𝑙𝑗 The number of CPU-GPU pairs on 𝑆𝑗.

𝑃 𝑖𝑑𝑙𝑒 The idle power consumption of a CPU-GPU pair.
𝜅𝑖 The time the cluster begins executing 𝐽𝑖.
𝜇𝑖 The time the cluster ends executing 𝐽𝑖.
𝑀 The number of servers actually occupied. 𝑀 ≤ 𝑚.

𝜇𝑘𝑗
The processing time of the 𝑘-th CPU-GPU pair on the 𝑗-th
server.

𝐹𝑗

The longest processing time of all the CPU-GPU pairs on the
𝑗-th server; 𝐹𝑗 = max

𝑘
{𝜇𝑘𝑗}.

and the 𝑗-th server, 𝑆𝑗, has 𝑙𝑗 CPU-GPU pairs. The CPUs and GPUs
are identical in the cluster;

2. A task set of 𝑛 independent tasks J = {𝐽1, 𝐽2, ..., 𝐽𝑛} arriving over time,
where the 𝑖-th task 𝐽𝑖 is represented by a tuple 𝐽𝑖 = {𝑎𝑖, 𝑑𝑖,P𝑖,T𝑖},
where 𝑎𝑖 denotes the arrival time and 𝑑𝑖 denotes the task deadline. Ev-
ery task is non-preemptive that once the processing starts, it cannot be
stopped until the task is completed.

Our objective is to minimize the total energy, 𝐸𝑡𝑜𝑡𝑎𝑙, while satisfying the
deadline constraints:

min . 𝐸𝑡𝑜𝑡𝑎𝑙

s.t. 𝜇𝑖 ≤ 𝑑𝑖, ∀𝑖. (5.2)

where 𝜇𝑖 denotes the time that job 𝐽𝑖 finishes.
Besides, we assume that during the execution of a task, the voltage/fre-

quency setting remains the same. We guarantee the scheduling feasibility by
assuming sufficient servers. We make these two assumptions throughout this
work. Then for every 𝐽𝑖 in the task set, we need to compute its GPU volt-
age/frequency configuration as {𝑉 𝐺𝑐

𝑖 , 𝑓𝐺𝑐
𝑖 , 𝑓𝐺𝑚

𝑖 }, and its mapping {𝜅𝑖, 𝜑(𝐽𝑖)}
where 𝜅𝑖 denotes the time the cluster begins executing 𝐽𝑖 according to the
scheduling algorithm, and 𝜑(𝐽𝑖) denotes the assignment of 𝐽𝑖. 𝜑(𝐽𝑖) = 𝑆𝐽𝑖

𝑘𝑗

indicates that 𝐽𝑖 is mapped onto the 𝑘-th CPU-GPU pair on the 𝑗-th server.
Figure 5.2 shows an example of our task scheduling solution where every

server just has one CPU-GPU pair. There are totally five tasks and three
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Figure 5.2: An example of task scheduling. 𝑡1-𝑡5 are the executing time of
tasks 𝐽1-𝐽5. 𝑆1-𝑆3 are three servers. 𝜅1-𝜅5 and 𝜇1-𝜇5 are the start time and
the end time of the task executing, respectively.

servers. Server 𝑆1 is assigned with only one task while 𝑆2 and 𝑆3 are assigned
with two tasks. When the server completes all assigned tasks, it is turned off
and consumes no energy. The total energy consumption equals all the energy
the five tasks consume.

For the general case, 𝐸𝑡𝑜𝑡𝑎𝑙 is shown as Equation (5.3). 𝐸𝑟𝑢𝑛 represents
the runtime energy to process the tasks and 𝐸𝑖𝑑𝑙𝑒 represents the total energy
consumed by all the CPU-GPU pairs at idle states before the task completion.
𝐹𝑗 denotes the longest processing time of all the CPU-GPU pairs on the j-th
server. To minimize the total energy, we need to minimize both the runtime
energy and the idle energy.

𝐸𝑡𝑜𝑡𝑎𝑙 =
𝑛∑︁

𝑖=1

(𝑃𝐽𝑖𝑡𝐽𝑖)⏟  ⏞  
𝐸𝑟𝑢𝑛

+𝑃 𝑖𝑑𝑙𝑒

𝑀∑︁
𝑗=1

𝑙𝑗∑︁
𝑘=1

(𝐹𝑗 − 𝜇𝑘𝑗)⏟  ⏞  
𝐸𝑖𝑑𝑙𝑒

(5.3)

5.1.3 Complexity Analysis

We discuss our problem with two cases: 𝑙𝑗 = 1 and 𝑙𝑗 ̸= 1. If 𝑙𝑗 = 1, each
server has only one CPU-GPU pair. The servers can be turned off as soon
as the tasks are completed so that 𝐸𝑖𝑑𝑙𝑒 in Equation (5.3) is eliminated. Our
problem is simplified to find the optimal voltage/frequency setting of every
task without missing its deadline. Under this circumstance, the minimized
energy is independent of the schedule algorithm: we can construct a one-to-
one task-to-server mapping in the simplest way because of the sufficient server
resource.

The energy efficient task scheduling problem is computationally difficult
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with 𝑙𝑗 ̸= 1. We prove it to be NP-hard by reducing the classical NP problem
to it.

Theorem 1. The task scheduling problem with the objective of minimizing
the energy consumption while meeting all task deadlines under the off-line
model is NP-hard.

𝐸𝑡𝑜𝑡𝑎𝑙 = 𝐸𝑟𝑢𝑛 + 𝑃 𝑖𝑑𝑙𝑒

𝑀∑︁
𝑗=1

𝐹𝑗 − 𝑃 𝑖𝑑𝑙𝑒

𝑀∑︁
𝑗=1

𝑙𝑗∑︁
𝑘=1

𝜇𝑘𝑗

= 𝐸𝑟𝑢𝑛 + 𝑃 𝑖𝑑𝑙𝑒

𝑀∑︁
𝑗=1

𝐹𝑗 − 𝑃 𝑖𝑑𝑙𝑒

𝑛∑︁
𝑖=1

𝑡𝐽𝑖

= (𝐸𝑟𝑢𝑛 − 𝑃 𝑖𝑑𝑙𝑒

𝑛∑︁
𝑖=1

𝑡𝐽𝑖) + 𝑃 𝑖𝑑𝑙𝑒

𝑀∑︁
𝑗=1

𝐹𝑗 (5.4)

Proof. We prove the NP hardness with an additional assumption that all the
tasks are insensitive to the GPU voltage/frequency scaling, which can be ob-
tained by assuming 𝑃𝐺 = 𝑃𝐺0 in Equation (4.3) and 𝑡 = 𝑡0 in Equation (4.4).
Then the task processing time and the runtime power consumption of the tasks
are fixed, so that (𝐸𝑟𝑢𝑛−𝑃 𝑖𝑑𝑙𝑒

∑︀𝑛
𝑖=1 𝑡𝐽𝑖) in Equation (5.4) is a constant. There-

fore minimizing 𝐸𝑡𝑜𝑡𝑎𝑙 is equivalent to minimizing
∑︀𝑀

𝑗=1𝐹𝑗, where 𝑀 denotes
the number of servers actually occupied.

We consider a special case: 𝑚 = 1 and very large common deadline that
can always be met. Since the deadline is large, we can also assume 𝑙1 < 𝑛.
Our problem is transformed into assigning 𝑛 independent tasks to 𝑙1 identi-
cal CPU-GPU pairs such that the longest processing time (make-span) of all
the CPU-GPU pairs is as small as possible, which is identical to the NP-hard
multiprocessor scheduling problem [45]. The other way around, the multipro-
cessor scheduling problem is equivalent to our problem when 𝑚 = 1, the task
deadlines can always be met and the task length/power consumption does not
rely on DVFS.

To summarize, because a simplified version of our problem can be translated
into a classical NP problem, our problem is also of NP hardness.

5.2 DVFS Energy Minimization for CPU-GPU
Hybrid Clusters

5.2.1 Solution for a Single Task

We first consider the following problem: for a single task, given its relevant
power/performance parameters, what is the optimal voltage/frequency setting
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that minimizes the runtime energy regardless of its deadline?
Equation (5.5) shows the mathematical formulation of the problem, where

𝑉 𝐺𝑐 and 𝑓𝐺𝑐 are correlated.

arg min𝐸𝐽 = arg min{(𝑃 0 + 𝛾𝑓𝐺𝑚 + 𝑐𝐺(𝑉 𝐺𝑐)2𝑓𝐺𝑐)

× (𝐷(
𝛿

𝑓𝐺𝑐
+

1− 𝛿

𝑓𝐺𝑚
) + 𝑡0)}

𝑠.𝑡. 𝑉 𝐺𝑐
min ≤ 𝑉 𝐺𝑐 ≤ 𝑉 𝐺𝑐

max, 𝑓𝐺𝑚
min ≤ 𝑓𝐺𝑚 ≤ 𝑓𝐺𝑚

max,

𝑓𝐺𝑐
min ≤ 𝑓𝐺𝑐 ≤ 𝑔1(𝑉

𝐺𝑐) (5.5)

When we examine the solution space of this optimization problem, we can
find that 𝑓𝐺𝑚 is independent of 𝑉 𝐺𝑐 and 𝑓𝐺𝑐. Therefore we can analyze core
scaling and memory frequency scaling separately.

We first consider GPU core voltage and frequency scaling. For a fixed
memory frequency, 𝑓𝐺𝑚

𝑜 , the solution to Equation (5.5) satisfies Theorem 2.

Theorem 2. With a fixed memory frequency, the minimum runtime energy
is obtained when the GPU core frequency is maximized corresponding to the
GPU core voltage, i.e.,

𝐸𝐽min(𝑓𝐺𝑚
𝑜 ) = arg min

𝑉 𝐺𝑐

𝐸𝐽(𝑉 𝐺𝑐, 𝑔1(𝑉
𝐺𝑐), 𝑓𝐺𝑚

𝑜 ).

Theorem 2 transforms a two-variable optimization problem into a single-
variable optimization problem. It implies that when we scale the GPU core
alone to conserve energy, we only need to find an appropriate core voltage and
set the core frequency to the maximum allowed value.

Proof. We have the first-order partial derivatives as: 𝜕𝐸𝐽

𝜕𝑉 𝐺𝑐 = 2𝑉 𝐺𝑐𝑐𝐺𝑓𝐺𝑐(𝑡0 +

𝐷𝛿+𝐷(1−𝛿)/𝑓𝐺𝑚
𝑜 ) ; 𝜕𝐸𝐽

𝜕𝑓𝐺𝑐 = 𝑐𝐺𝑉 𝐺𝑐2(𝑡0+𝐷(1−𝛿)/𝑓𝐺𝑚
𝑜 )−𝐷𝛿(𝑃 0+𝛾𝑓𝐺𝑚

𝑜 )/𝑓𝐺𝑐2.
Because 𝜕𝐸𝐽

𝜕𝑉 𝐺𝑐 > 0, 𝐸𝐽 cannot attain its minimum on the interior of the domain,
and 𝐸𝐽 is a monotonically increasing function of 𝑉 𝐺𝑐. The minimum is on the
boundary of 𝑔1(𝑉 𝐺𝑐). 𝑓𝐺𝑐 can be eliminated such that finding the minimum
of 𝐸𝐽 is only related to 𝑉 𝐺𝑐.

We also give a graphical proof of Theorem 2. In Figure 5.3, we plot the
contour curves of 𝐸𝐽 , 𝑔1(𝑉

𝐺𝑐) and 𝜕𝐸𝐽/𝜕𝑓
𝐺𝑐 = 0 together. As the figure

shows, the optimal solution is along the red curve of 𝑔1(𝑉 𝐺𝑐), where 𝑔1(𝑉
𝐺𝑐)

is tangent to the contour curve of 𝐸𝐽 = 𝐸𝐽min.

We then consider GPU memory frequency scaling alone. If the core volt-
age and frequency settings are fixed as 𝑉 𝐺𝑐

𝑜 and 𝑓𝐺𝑐
𝑜 , we can easily com-

pute the optimal memory frequency by setting 𝑑𝐸𝐽/𝑑𝑓
𝐺𝑐 = 0. We denote
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Figure 5.3: When memory frequency is fixed, the minimum energy depends
on the core voltage only. The data are obtained with 𝑃 = 100 + 50𝑓𝐺𝑚 +
150𝑉 𝐺𝑐2𝑓𝐺𝑐; 𝑡 = 25(0.5/𝑓𝐺𝑐 + 0.5/𝑓𝐺𝑚) + 5; 𝑔1(𝑉

𝐺𝑐) =
√︀

(𝑉 𝐺𝑐 − 0.5)/2 + 0.5
and 𝑓𝐺𝑚

𝑜 = 𝑓𝐺𝑚
max = 1.2. Note that although we use a specific function for

demonstration, the finding holds for other general functions of our GPU DVFS
modeling scheme.

𝑔2 =
√︁

(𝑃 0 + 𝑐𝑉 𝐺𝑐
𝑜

2𝑓𝐺𝑐
𝑜 )𝐷(1− 𝛿)/(𝛾(𝑡0 + 𝐷𝛿/𝑓𝐺𝑐

𝑜 )), that the optimal memory

frequency ( ˆ𝑓𝐺𝑚) satisfies ˆ𝑓𝐺𝑚 = max{𝑓𝐺𝑚
max, 𝑔2, 𝑓

𝐺𝑚
min}.

Note that the analytical optimal solution for core scaling or memory scaling
alone coincides with the that of the piratical GPU DVFS experiments. We
consider our analytical solution to be quite reasonable.

Based on the above analysis, the original three-variable problem is trans-
formed into a two-variable optimization problem. In our later performance
evaluation, we apply the iterative gradient searching method to find the opti-
mal solution. Reducing the problem dimension is vital to speed up the compu-
tation. We now move on to the problem with task deadline considered: what
is the optimal voltage/frequency setting for a task considering the deadline?

We denote the previous optimal solution of Equation (5.5) as { ˆ𝑓𝐺𝑐, ˆ𝑓𝐺𝑚, ˆ𝑉 𝐺𝑐}.
We refer to the execution time obtained by substituting { ˆ𝑓𝐺𝑐, ˆ𝑓𝐺𝑚, ˆ𝑉 𝐺𝑐} into
Equation (4.4) as the optimal execution time (𝑡), and the one without GPU
DVFS as the default execution time. The optimal execution time is possibly
longer than the default execution time.

Definition 1 (Task priority). We define the task priority according to its
optimal execution time. If 𝑑− 𝑎 < 𝑡, the task is deadline-prior, otherwise the
task is energy-prior.

Apparently, if a task is deadline-prior, we cannot simply apply the original
solution for Equation (5.5). This is because scaling down the frequency too
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much will make the task execute for a very long period that could violate
the deadline constraint. For a deadline-prior task, we need to scale up the
voltage/frequency compared to the original optimal setting.

The updated voltage/frequency setting for a deadline-prior task makes the
updated execution time (𝑡′) equal to its allowed time period, i.e., 𝑡′ = 𝑑−𝑎. We
prove that the optimal solution for Equation (5.5) is on the boundary of the do-
main. Intuitively, for the deadline-prior task, the additional constraint 𝑓𝐺𝑚 ≥
𝐷(1−𝛿)

𝑑−𝑡0− 𝐷𝛿

𝑓𝐺𝑐

shrinks the domain. The updated solution { ˆ𝑓𝐺𝑐
′
, ˆ𝑓𝐺𝑚

′
, ˆ𝑉 𝐺𝑐

′
, 𝑡′} is

defined by both 𝑓𝐺𝑐 = 𝐷𝛿

𝑑−𝑡0−𝐷(1−𝛿)

𝑓𝐺𝑚

and 𝑓𝐺𝑐 = 𝑔1(𝑉
𝐺𝑐). So for the deadline-

prior task, 𝐸𝐽min = arg min
𝑓𝐺𝑚

𝐸𝐽(𝑉 𝐺𝑐
𝑜 , 𝑓𝐺𝑐

𝑜 , 𝑓𝐺𝑚), where 𝑡(𝑓𝐺𝑐
𝑜 , 𝑓𝐺𝑚) = 𝑑− 𝑎 and

𝑓𝐺𝑐
𝑜 = 𝑔1(𝑉

𝐺𝑐
𝑜 ). This is a single-variable optimization problem and can be

solved quickly.
In the complexity analysis, we interpret that our problem is analogous

to the multiprocessor scheduling problem once the task length is fixed. We
achieve this goal by setting the GPU voltage/frequency equal to the optimal
solution. We name this step as voltage/frequency configuration. It is easy to
find that after this step, 𝐸𝑟𝑢𝑛 in Equation (5.3) is minimized.

Algorithm 1 Voltage/frequency configuration
Input: The task set J with the property table.
Output: 𝑛1, J with the optimized voltage/frequency.

1: 𝑛1 ←− 0; //𝑛1: the number of deadline-prior tasks
2: for 𝑖 = 1 to 𝑛 do
3: compute { ˆ𝑉 𝐺𝑐

𝑖 , ˆ𝑓𝐺𝑐
𝑖 , ˆ𝑓𝐺𝑚

𝑖 , 𝑡𝑖};
4: if 𝑡𝑖 > 𝑑𝑖 then
5: // 𝐽𝑖 is deadline-prior, update the configuration
6: compute { ˆ𝑉 𝐺𝑐

𝑖

′
, ˆ𝑓𝐺𝑐

𝑖

′
, ˆ𝑓𝐺𝑚

𝑖

′
, 𝑡𝑖

′};
7: 𝑛1 ←− 𝑛1 + 1;
8: end if
9: end for

5.2.2 Solution for Multiple Tasks

If we apply the derived optimal solution for each deadline-prior and energy-
prior task in the task set, we obtain a fixed computed task length 𝑡/𝑡′, and a
minimized 𝐸𝑟𝑢𝑛. In this section, we consider the problem: given the optimal
computed task length of each task, how to schedule a number of tasks on the
CPU-GPU cluster? In previous subsection, we derive the optimal solution for
a single task that is either deadline-prior or energy-prior. In this section, we
consider the problem: given the optimal voltage/frequency setting of each task,
how to assign a number of tasks to the cluster?
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Table 5.2: An example of a task property table
Task 𝑃 0 𝑃 ⋆ 𝑡0 𝑡⋆ 𝛿 𝑑 𝑃 𝑡
𝐽1 100 300 5 30 0 50 125.23 25.83
𝐽2 100 300 5 30 1.0 36 176.31 36
𝐽3 100 300 5 30 0.5 60 135.20 35.44
𝐽4 100 300 5 30 0.8 100 141.39 39.10
𝐽5 100 300 5 30 0.2 300 127.60 30.86

After executing Algorithm 1, we get the number of the deadline-prior tasks
in the tasks set (𝑛1) and the task length of each task (𝑡𝑖). Apparently, we
need to assign the deadline-prior tasks with appropriate configuration to the
cluster as earlier as possible, otherwise the task deadlines would be missed.
The deadline-prior tasks would occupy 𝑛1 CPU-GPU pairs.

For the remaining energy-prior tasks, we sort them in deadline-increasing
order and assign them sequentially, which is named as the earliest-deadline-
first (EDF) scheduling. The EDF algorithm is proved to be optimal in terms
of feasibility [68].

The task mapping follows a simple principle that always tries to assign the
task with the derived optimized task length to the CPU-GPU pair with the
lightest workload. The objective is mainly minimizing 𝐸𝑟𝑢𝑛. We define another
parameter, 𝜃, to strike a better balance between the objective of minimizing
𝐸𝑟𝑢𝑛 and minimizing 𝐸𝑖𝑑𝑙𝑒.

Definition 2 (Task deferral threshold). Given 𝑡𝑖 as the optimal execution time
with minimized runtime energy of 𝐽𝑖, instead of fixing the task execution time
as 𝑡𝑖, we allow it to vary in the interval of [𝜃𝑡𝑖, 𝑡𝑖], 0 < 𝜃 ≤ 1 by readjusting
the frequency setting, in order to further reduce the total energy.

𝜃 describes how much we can sacrifice the runtime energy for shorter make-
span and less occupied servers. It allows proper voltage/frequency readjust-
ments during the process of task scheduling. When a 𝜃-readjustment is applied,
we allow the non-optimal voltage/frequency setting for the energy-prior task in
order to make usage of the currently alive servers with idle CPU-GPU pair(s).
This behaviour transfers a number of energy-prior tasks into deadline-prior
tasks. By default, 𝜃 = 1 and no readjustment is allowed. By varying the value
of 𝜃, we actually control the maximum allowed portion of such transforma-
tion we can make in a task set. As 𝜃 is designed to further reduce the idle
energy, intuitively 𝜃 < 1 is effective only when 𝑙 > 1 and the idle energy is
non-negligible.

Example: We demonstrate the effectiveness of 𝜃 parameter with an artifi-
cial test set listed in Table 5.2. The five tasks have the same default execution
time as 𝑡 = 5 + 25( 𝛿

𝑓𝐺𝑐 + 1−𝛿
𝑓𝐺𝑚 ). The idle power consumption of a CPU-GPU
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pair is 30 W. Every two CPU-GPU pairs are grouped into one server. We
assume 𝜃 = 0.9 and 𝛾 = 0. After executing Algorithm 1, we get the optimal
execution time of each task, as the last column in Table 5.2 shows. Of the
five tasks, 𝐽2 is deadline-prior and need to be assigned as soon as possible.
We note the CPU-GPU pairs as 𝑆11, 𝑆12, 𝑆21, ..., etc. Firstly we assign 𝐽2 to
𝑆11. Then we sort other tasks according to EDF: {𝐽1, 𝐽3, 𝐽4, 𝐽5} and decide
the scheduling for them one by one. 𝐽1 cannot be assigned to 𝑆11 so that we
schedule it to 𝑆12. In the second step, because 𝑆12 has the shorter process-
ing time, we try to assign 𝐽3 to 𝑆12. The remaining time before the deadline
of 𝐽3 is 𝑑3 − 𝑡1 = 34.17, which is shorter than 𝑡3. We then consider the 𝜃

readjustment with an allowable interval of 𝑡3 ∈ [31.90, 35.44]. The minimum
execution time of 𝐽3 is 25.83. The remaining time fits into the interval so that
we can re-adjust the runtime voltage/frequency to make the execution time
equal 34.17. Likewise, we assign 𝐽4 to 𝑆11 and 𝐽5 to 𝑆12 to have the final
mapping: 𝑆11(𝐽2, 𝐽4), 𝑆12(𝐽1, 𝐽3, 𝐽5). With the same task set but 𝜃 = 1, we
would get another mapping: 𝑆11(𝐽2), 𝑆12(𝐽1, 𝐽4), 𝑆21(𝐽3, 𝐽5). The latter one
would consume more energy. 𝜃 = 0.9 is more effective in saving the system
energy.

We describe our EDL 𝜃-readjustment scheduling algorithm in Algorithm 2.
Lines 15-16 consider the relationship between 𝜃𝑡 and 𝑡min, where 𝑡min denotes
the minimum execution time of a task, due to the natural fact that an execution
time shorter than 𝑡min is unreachable. When the 𝜃 readjustment is effective,
as listed in lines 17-19, we need to configure the voltage/frequency setting
again. The problem is similar to the deadline-constrained optimization where
𝑑𝑟 − 𝜇𝑆𝑃𝑇 can be regarded as the new task deadline.

By executing Algorithm 1 and Algorithm 2, we are able to assign 𝑛 tasks
to 𝑚1 CPU-GPU pairs. In the last step, we execute Algorithm 3 to group 𝑚1

identical CPU-GPU pairs into servers. We sort the CPU-GPU pairs based on
their execution time and cluster them accordingly. This grouping method ends
in the minimum total idle time period.

To summarize, we solve the problem by dividing the solution into three
phases. In the first phase, we compute an optimal voltage/frequency setting
for each task so that 𝐸𝑟𝑢𝑛 in Equation (5.3) is minimized. In the second
phase, we pack the tasks to different servers of which the task lengths are
decided by the optimal setting. We also introduce the 𝜃 parameter to discard
the minimum 𝐸𝑟𝑢𝑛 for reducing 𝐸𝑖𝑑𝑙𝑒 when appropriately. Finally we cluster
the CPU-GPU pairs to get the final task-to-server scheduling scheme and the
total energy consumption.
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Algorithm 2 The EDL 𝜃-readjustment scheduling algorithm
Input: 𝑛1, J with the optimized voltage/frequency, 𝜃.
Output: 𝑚1, {𝑓𝐺𝑐

𝑖 , 𝑉 𝐺𝑐
𝑖 , 𝑓𝐺𝑚

𝑖 , 𝜅𝑖, 𝜇𝑖} and the mapping of 𝐽𝑖, 𝑚1 CPU-GPU
pairs with workloads.

1: for all deadline-prior tasks do
2: Schedule each of them to a CPU-GPU pair;
3: end for

4: 𝑛2 ←− 𝑛− 𝑛1; //𝑛2: the number of energy-prior tasks
5: for all energy-prior tasks do
6: {𝐽1, ..., 𝐽𝑟, ..., 𝐽𝑛2} ←− sort them in EDF order;
7: end for

8: 𝑚1 ←− 𝑛1;
// 𝑚1: the number of occupied CPU-GPU pairs

9: for 𝑟 = 1 to 𝑛2 do
10: 𝜇𝑆𝑃𝑇 ←− min{𝜇1, ..., 𝜇𝑚1};
11: // Find the CPU-GPU pair, 𝑆𝑆𝑃𝑇 , with the shortest processing time
12: if 𝑑𝑟 − 𝜇𝑆𝑃𝑇 ≥ 𝑡𝑟 then
13: Assign 𝐽𝑟 to 𝑆𝑆𝑃𝑇 ;
14: else
15: 𝑡𝜃 ←− max{𝜃𝑡𝑟, 𝑡𝑟min};
16: // 𝑡𝑟min: the minimum execution time of 𝐽𝑟
17: if 𝑑𝑟 − 𝜇𝑆𝑃𝑇 ≥ 𝑡𝜃 then
18: { ˆ𝑉 𝐺𝑐

𝑖

′
, ˆ𝑓𝐺𝑐

𝑖

′
, ˆ𝑓𝐺𝑚

𝑖

′
} ←− 𝑡𝑖

′
= 𝑑𝑟 − 𝜇𝑆𝑃𝑇 ;

19: // 𝜃-readjustment DVFS is allowed for 𝐽𝑟, reconfigure 𝐽𝑟
20: Assign 𝐽𝑟 to 𝑆𝑆𝑃𝑇 ;
21: else
22: Assign 𝐽𝑟 to a new CPU-GPU pair;
23: 𝑚1 ←− 𝑚1 + 1;
24: end if
25: end if
26: end for

5.3 Performance Evaluation

In this section, we evaluate the performance of our EDL scheduling algorithm.
We compare it to the typical EDF-BF/WF algorithm [9] and the LPT-FF al-
gorithm [67]. We modify the typical algorithms to fit our model. To make the
other three algorithm support DVFS, in the fist step, we apply the voltage/fre-
quency scaling according to Algorithm 1 for each task, so each task would get
an optimized fixed task length. In the second step, we firstly schedule the
deadline-prior tasks to the servers, and then schedule the energy-prior tasks
according to the EDF-BF, EDF-WF and LPT-FF algorithms. Ultimately, we
compute the overall energy consumption and the occupied servers according
to Algorithm 3. The overall workflow is similar to our EDL algorithm.
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Algorithm 3 Sever mapping
Input: 𝑚1, the task mapping.
Output: 𝐸𝑡𝑜𝑡𝑎𝑙, 𝑆𝐽𝑖

𝑘𝑗 of 𝐽𝑖.

1: for all 𝑚1 occupied CPU-GPU pairs do
2: Sort in 𝜇-descending order;
3: 𝑀,𝐸𝑡𝑜𝑡𝑎𝑙 ←− Group them into 𝑀 separate servers according to 𝑙𝑗;
4: end for

We conduct the scheduling algorithms first without GPU DVFS and then
with it. We refer to the energy consumption without DVFS and 𝑙 = 1 (𝐸𝑖𝑑𝑙𝑒 =

0) as the baseline. We compare the energy consumption with DVFS to the
baseline energy and compute the energy saving. We also evaluate the number
of occupied servers. The larger energy saving and the fewer servers indicate
better algorithm performance.

5.3.1 Simulation Configuration

The GPU Scaling Interval

In previous chapter, we scaled both of the GPU core and memory voltage/fre-
quency of a Fermi product, GTX560Ti, to investigate the impact of DVFS
on the GPU energy conservation. The measured allowable normalized scaling
intervals of the product’s core voltage, core frequency and memory frequency
are as [0.81, 1.05], [0.51, 1.05] and [0.50, 1.10], respectively. We consider this
work from a perspective of discussing the potential of DVFS, thus we allow a
wider scaling interval. We manually define the scaling interval of 𝑉 𝐺𝑐/𝑓𝐺𝑚 as
[0.5, 1.2].

Besides, 𝑉 𝐺𝑐 and 𝑓𝐺𝑐 are related to each other. As observed, 𝑔1 satisfies:
1) 𝜕𝑔1(𝑉 𝐺𝑐)

𝜕𝑉 𝐺𝑐 > 0, 2) 𝜕2𝑔1(𝑉 𝐺𝑐)

𝜕𝑉 𝐺𝑐2
< 0. In addition, because we use the normalized

donation, 𝑔1 must satisfy: 3) 𝑔1(1) = 1. We fit the 𝑓𝐺𝑐
max = 𝑔1(𝑉

𝐺𝑐) relationship
according to the measurement data to have 𝑔1(𝑥) =

√︀
(𝑥− 0.5)/2 + 0.5.

To conclude, we define an analytically scaling interval: 𝑓𝐺𝑚 ∈ [0.5, 1.2],
𝑉 𝐺𝑐 ∈ [0.5, 1.2], and 𝑓𝐺𝑐(𝑉 𝐺𝑐) ∈ [0.5, 𝑔1(𝑉

𝐺𝑐)] where 𝑓𝐺𝑐
max ≈ 1.09. The GPU

voltage/frequency in the interval is continuously adjustable. In this analytical
interval, the power consumption P is strictly convex.

Cluster Configuration

We apply the parameters of the experimental platform in previous chapter
for a simulated single CPU-GPU pair. Namely for each identical CPU-GPU
pair, it has 𝑃 𝑖𝑑𝑙𝑒 = 85 W, and (𝑉 𝐺𝑐, 𝑓𝐺𝑐, 𝑓𝐺𝑚) = (1, 1, 1) indicates the GPU
configuration of (1.05 V, 995 MHz, 2100 MHz).
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In addition, we assume there are at maximum 2048 such pairs, and every
1/2/4/8/16 CPU-GPU pairs are grouped into a server.

Task Set Generator

The simulated task property is also based on real data. In the previous chater,
we measured the runtime system power consumption and the performance,
with 9 samples of the GPU core (voltage and frequency) scaling and 5 sam-
ples of the GPU memory (frequency) scaling, of a set of GPU-accelerated
applications. We use these 14 samples to fit the power consumption to get
{𝑃 0

𝑖 , 𝛾𝑖, 𝑃
⋆
𝑖 } of a task, and the performance to obtain {𝑡0𝑖 , 𝑡⋆𝑖 , 𝛿𝑖} for each task.

The latter one is based on a 2-dimensional polynomial fitting, which requires
a large amount of samples. Our 14 samples is too few that not all applications
generate reasonable fitting results. We only utilize 9 applications with good
fitting results to construct an application library, where 𝛾𝑖/𝑃

⋆
𝑖 ∈ [0.1, 0.2],

𝑃 0
𝑖 /𝑃

⋆
𝑖 ∈ [0.20, 0.41], 𝛿𝑖 ∈ [0.07, 0.91] and 𝑡0𝑖 /𝑡

⋆
𝑖 ∈ [0.06, 0.89].

We quantize the workload of the task set by the task set utilization (𝑈J),
which is defined as the summation of the task utilizations over the number
of processors. We calculate the task set utilization based on 1024 CPU-GPU
pairs, i.e, 𝑈J = 1 represents that the summation of the utilization of all the
tasks is 1024. We use 1024 pairs as the baseline rather than 2048 pairs, for
ease of discussing the mapping feasibility. For example, if a task set with
𝑈J = 1 occupies more than 1024 CPU-GPU pairs, then there is no feasible
solution for this task set with the corresponding scheduling algorithm. Since
we allow a maximum of 2048 CPU-GPU pairs, we can still compute the actual
occupied processor numbers. A general bound to guarantee the feasibility is
𝑈J ≤ 𝑚𝑙

2𝑚𝑙−1
[72].

Unless the total task utilization is greater than 𝑈J, at each time, we ran-
domly pick out a task from the library and generate an integer in [1, 10].
We multiply the integer with {𝑡0, 𝑡⋆} of the task to generate tasks of various
lengths. We then generate the task utilization which is randomly uniform dis-
tributed, thus the expectation of the task utilization is 0.5, i.e, 𝑢𝑖 = 0.5. The
task deadline is calculated based on the default execution time and the task
utilization. We modify the property of the last task to make the total task
utilization exactly equal 𝑈J. With the above methods, we are able to generate
a task set of 𝑛 tasks, with a total utilization of 𝑈J. For each 𝑈J and 𝑙, we
repeat our scheduling algorithm for 1000 times. The energy consumption and
the number of occupied servers are taken from the average values.
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Figure 5.4: The energy consumption of the non-DVFS scheduling algorithms
and the DVFS scheduling algorithms when 𝑙 = 1.
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Figure 5.5: The energy consumption of the non-DVFS scheduling algorithms.

5.3.2 Baseline Performance

We first investigate the performance of the four scheduling algorithms without
DVFS. We perform our EDL algorithm with 𝜃 = 1.

Figure 5.4a shows the baseline energy consumption of different task set
utilizations. For the figures in this chapter, legend EDF-SPT denotes our
EDL algorithm. The four solid lines in Figure 5.4a are overlapped, which also
proves that the baseline energy is independent of the scheduling algorithm.
The baseline energy increases linearly to the task set utilization.

For ease of comparison, we compute the normalized energy consumption of
other 𝑙 values (normalized to the baseline energy). The difference between the
normalized energy and the baseline is caused by the idle energy consumption.

73



0.2 0.4 0.6 0.8 1 1.2 1.4 1.6
0

200

400

600

800

1000

1200

1400

1600

1800

2000

Task set utilization

O
cc

up
ie

d 
se

rv
er

s

a. Non−DVFS, l=1

 

 

EDF−BF

EDF−WF

EDF−SPT

LPT−FF

0.2 0.4 0.6 0.8 1 1.2 1.4 1.6
0

200

400

600

800

1000

1200

1400

1600

1800

2000

Task set utilization

O
cc

up
ie

d 
se

rv
er

s

b. DVFS, l=1

 

 

0.2 0.4 0.6 0.8 1 1.2 1.4 1.6
0.8

0.85

0.9

0.95

1

1.05

1.1

1.15

Task set utilization

N
or

m
al

iz
ed

 o
cc

up
ie

d 
se

rv
er

s

c. DVFS/non−DVFS, l=1

 

EDF−BF

EDF−WF

EDF−SPT

LPT−FF

EDF−BF DVFS

EDF−WF DVFS

EDF−SPT DVFS

LPT−FF DVFS

Figure 5.6: Comparison between the number of occupied servers of non-DVFS
and DVFS scheduling algorithms when 𝑙 = 1.

Algorithms with less idle energy consumption and less servers show better per-
formance. Figure 5.5 shows the normalized energy of 𝑙 > 1. The idle energy
is non-trivial when the 𝑈J is small and 𝑙 is large. The LPT-FF scheduling
algorithm has the highest idle system energy. When 𝑙 = 16 and 𝑈J = 0.2,
LPT-FF consumes about 31% idle energy. When 𝑈J is large, the energy con-
sumptions converge to their baseline, where LPT-FF and EDF-WF show slow
convergence speed. Our EDL algorithm has the least idle system energy, and
the idle energy converges to zero fast.

Figure 5.6a shows the number of occupied servers of the schedule algorithms
when 𝑙 = 1. We sort them in occupied servers descending order, as: EDF-WF,
EDF-BF, LPT-FF and EDL. The number of occupied servers is also linearly
to the task set utilization. For 𝑙 > 1, the number of occupied servers have
similar trends, that our EDL scheduling algorithm consumes the least servers.

To summarize, our EDL algorithm without DVFS shows decent energy and
computation resource conservation with different server modes and various task
set utilization, which indicates that it is efficient in controlling the system idle
energy. The LPT-FF algorithm is poor in energy conservation but has decent
computation resource conservation.

5.3.3 DVFS Performance

We plot the number of occupied severs with 𝑙 = 1 in Figure 5.6b. It turns out
that EDF-BF DVFS algorithm occupies the most servers. Our EDL DVFS
algorithm still consumes the least server resource. Performance of EDF-WF
DVFS and LPT-FF DVFS are identical. We also compute the normalized
server numbers by dividing them by those of non-DVFS algorithms. We do
not demo the results of other 𝑙 values since they are almost the same with that
of 𝑙 = 1.

We first conduct the EDL DVFS algorithm with 𝜃 = 1. Analytically, the
energy saving of the DVFS-based scheduling algorithm has an upper bound,
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Figure 5.7: The energy savings of the DVFS-based algorithms compared to
the baseline energy consumption when 𝑙 > 1 .

which equals the average runtime energy saving of the benchmark applications.
Our benchmark-based simulation task set is a combination of both energy-
prior and deadline-prior tasks, and the deadline-prior tasks need to sacrifice
the energy saving for the deadline, so that the overall saving cannot exceed
the theoretical average energy savings of the 9 benchmark applications, which
is 38.3% in our case.

We plot the absolute DVFS-based energy consumption with the broken
lines in Figure 5.4a and the energy saving in Figure 5.4b when 𝑙 = 1. The
energy saving slightly varies around 36%, with a mean value of 36.1%. The
about 2% of energy saving loss compared to the theoretical upper bound is
caused by the deadline-prior tasks in the task set.

Figure 5.7 shows the energy savings of different server modes when 𝑙 > 1.
Overall speaking, large 𝑈J and small 𝑙 have higher energy savings/decrease.
The LPT-FF DVFS algorithm saves the least energy, while the other three
DVFS algorithms have similar performance. Especially for the energy saving,
the EDF-BF DVFS and EDF-WF DVFS algorithms are almost identical. Our
EDL DVFS algorithm is quit close with the EDF-BF/WF DVFS, but when 𝑙 is
large and 𝑈J is small, it saves slightly less energy, about 1.1% of energy saving
and 2.7% of energy decrease with 𝑙 = 16 and 𝑈J = 0.2, than the EDF-BF/WF
DVFS scheduling algorithm.
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Figure 5.8: Energy savings of EDL 𝜃-
readjustment DVFS algorithm.
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Figure 5.9: The distribution of the
best 𝜃.

Effectiveness of the Readjustment

We then conduct EDL DVFS algorithm with other 𝜃 values. The 𝜃 is designed
for reducing the system idle energy, so it is effective when 𝑙 > 1 only. We
measure the system energy consumption with 𝜃 = 0.8, 0.85, 0.9, 0.95, 1, each for
1000 times. We find the minimum energy consumption and the corresponding
best 𝜃 for each group of 𝑙 and 𝑈J. We compute the average energy savings of
the best 𝜃 and compare them to those of EDF-WF DVFS algorithm, which
proved to have the best energy saving [9]. Figure 5.8 shows the result. The
black lines denote the average energy savings of a specialized 𝜃, and the blue
lines denote the average energy savings of the best 𝜃. The average energy
savings of different 𝜃 are almost the same, which are no more than 1% smaller
than those of the EDF-WF DVFS algorithm. Selecting an appropriate 𝜃 makes
the energy saving even more close to that of the EDF-WF DVFS algorithm.
The difference is within 0.02% and sometimes the EDL 𝜃-readjustment DVFS
algorithms performs better, though overall EDF-WF DVFS is very slightly
more energy conservative.

Figure 5.9 shows the distribution of the best 𝜃, where we compute the
percentage of chance that each 𝜃 to be the best 𝜃. If the best 𝜃 is evenly
distributed, there would not be a generalized substation for 𝜃 = 1, which
is the case for small 𝑙. When 𝑙 is large and 𝑈J is small, default 𝜃 has poor
performance, because the idle power is non-negligible. For 𝑙 = 16 and 𝑈J = 0.6,
the 𝜃 readjustment has very obvious influence. Less than 30% of opportunity,
applying the default 𝜃 leads to the minimum energy consumption, and 𝜃 = 0.8

is quite effective to save the energy. According to the definition, 𝜃 controls the
portion of tasks transformed from energy-prior to deadline-prior. It is very
difficult to get the true optimal value. For a given task set, we may compute
the energy consumptions of our EDL algorithms with some empirical values of
𝜃 and apply the best one.
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Figure 5.10: The energy savings of the narrow scaling interval and the theo-
retical wide scaling interval with 𝑈J = 0.6 and 𝑙 > 1.

To summarize, our EDL 𝜃-readjustment DVFS algorithm occupies the least
number of servers. In addition, it achieves comparable energy saving to the
EDF-WF DVFS algorithm, which conserves the most energy. When using
an appropriate 𝜃, the performance difference between the two algorithms is
even smaller. The EDF-BF DVFS algorithm also achieves comparative energy
saving with EDF-WF DVFS, but it consumes the most server resources.

5.3.4 Performance Discussion

So far, we have simulated the performance of our EDL 𝜃-readjustment DVFS
algorithm based on the power/performance data of a real Fermi accelerated
platform and the task property data generated from 9 real applications. In-
tuitively, our DVFS scheduling problem is affected by many factors. In this
subsection we vary the parameters of the experimental settings, to study the
influence of the various factors. We limit our discussion to (1) the scaling in-
terval, (2) the task property and (3) the portion of idle power. For simplicity,
we demonstrate the impact with EDL 𝜃-readjustment DVFS algorithm and
𝑈J = 0.6 only.

Scaling Interval

Previously, we enlarge the scaling interval to a considerable extent: [0.5, 1.2].
In reality, the GPUs support a narrower adjustable range [94]. Based on our
observation, an achievable and frequently discussed normalized scaling interval
is [0.85, 1.05] for 𝑉 𝐺𝑐 and [0.5, 1.1] for 𝑓𝐺𝑚 [78, 116]. We modify the scaling
interval to this narrow range, and investigate the energy saving again. We use
the same 𝑔1(𝑉

𝐺𝑐) function derived in Appendix A to estimate 𝑓𝐺𝑐
max.

We consider 𝑙 > 1 only. Figure 5.10 shows the energy savings of the two
scaling intervals when 𝑈J = 0.6. The narrow scaling interval refers to 𝑉 𝐺𝑐 ∈
[0.85, 1.05] and 𝑓𝐺𝑚 ∈ [0.5, 1.1], while the wide scaling interval refers to 𝑉 𝐺𝑐 ∈
[0.5, 1.2] and 𝑓𝐺𝑚 ∈ [0.5, 1.2]. We achieve 34.7-35.9% of energy saving within
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Figure 5.11: Comparison between the wide and narrow scaling intervals with
𝑈J = 0.6. The 𝑥-axis stands for the task indices.

the wide interval, and 16-17.1% within the narrow interval. The scaling interval
significantly influences the DVFS efficiency.

We demonstrate the energy saving and the optimal memory/frequency set-
tings of our 9 tasks for the wide and narrow scaling intervals separately in
Figure 5.11. The 𝑥-axis stands for the 9 tasks. The values of the optimal
memory/voltage setting of the narrow scaling interval are always larger than
those of the wide scaling intervals. Besides, the optimal core voltage/frequency
of the narrow interval always equal the lower bound, whereas this does not
hold for the wide scaling interval. These end in a much smaller energy saving,
i.e. 17.6%, of the narrow scaling interval. The above experiment proves that
scaling down the GPU core voltage/frequency is especially advantageous to
conserve the energy.

Task Property

In literature, researchers often divide the GPU-accelerated applications into
three categories: computation intensive, memory intensive, and both inten-
sive, which benefit from low memory frequency, both low core and mem-
ory frequency, and low core frequency in terms of energy conserving, respec-
tively [33,52,116].

In Figure 5.11, we plot the optimal normalized core and memory frequency
of our 9 benchmark tasks. We use 𝑓𝐺𝑐 = 0.66 and 𝑓𝐺𝑚 = 0.9 as thresholds to
distinguish high/low frequency settings. For example, if a kernel has ˆ𝑓𝐺𝑚 <

0.9 and ˆ𝑓𝐺𝑐 < 0.66, it is memory intensive. According to this classification,
𝑥 ∈ {1, 3, 8} denotes the both intensive task, 𝑥 ∈ {2, 5, 7} denotes the memory
intensive task, and 𝑥 of other values denotes the compute intensive task. We
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Figure 5.13: The influence of the por-
tions of the idle power when 𝑈J = 0.6.

then generate the tasks of the same task set utilization but from different
categories, and compare their energy savings. We consider 𝜃 = 1 only.

The theoretical energy saving upper bound of both, memory and compute
intensive kernels are as 41.6%, 40.3% and 33.0%, respectively. Intuitively the
both intensive tasks should save the most energy. Figure 5.12 demonstrates the
average energy savings of the three task categories. For ease of comparison, we
use the baseline energy consumption where the task set consists of all the nine
kernels. The energy savings of both/memory intensive tasks (43.8-44.6%/35.3-
36.5%) are much higher than those of the compute intensive tasks (26.0-26.8%).
Note that the reported value of the energy saving of the both intensive kernels
exceeds its upper bound because we select a conservative baseline, and it does
not mean we break the limit.

In Chapter 4, we analyze that the performance of the kernels saving the
most energy shows low sensitivity to the GPU DVFS. In this chapter, we
find that the compute intensive kernels have larger 𝑡/𝑡⋆ than those of the
both/memory intensive kernels. On the other hand, larger difference between
the simulated energy saving and the theoretical bound indicates that more
energy are sacrificed for fulling the deadline. These observations coincide with
our previous analysis.

Idle Power

For the traditional CPU centers, the researchers proved that the larger the
idle power over the total power, the less effective the CPU DVFS is [30].
Apparently this is also true for our hybrid CPU-GPU cluster. We use the
following experiment to demonstrate it.

We have conducted experiments with an idle power of 85 Watts where 25
Watts is contributed by the GPU, and the total power ranges from 230 to 315
Watts for a single CPU-GPU pair. Here we consider an artificial case that each
identical node consists of 4 GPUs and 1 CPU so that 𝑃 𝑖𝑑𝑙𝑒 = 160 Watts. The
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new values of {𝑃 0
𝑖 , 𝑃

⋆
𝑖 } should be the old ones times 4 and then deduces 180.

We multiply 𝛾𝑖 by 4. We do no change the parameters related to performance.
This configuration reduces the portion of system idle power. For simplicity,
we consider 𝜃 = 1 only.

Figure 5.13 shows the energy decrease, which is defined as the energy con-
sumption with DVFS over that without DVFS, of the two cluster modes. The
cluster with larger ratio of idle power (1GPU-1CPU) reduces about 37.3.%
of energy, while the cluster with smaller ratio of idle power (4GPU-1CPU)
reduces about 49% of energy. Decreasing the portion of idle power improves
the effectiveness of DVFS. It also implies that we can connect more GPUs to
a CPU hard for the hybrid cluster to conserve more energy by applying the
GPU DVFS.

5.4 Summary

In this chapter, we apply mathematical optimization techniques to seek for the
analytical optimal voltage/frequency settings within certain interval to mini-
mize the energy consumption while meet the deadline for a single task. We
then pack multiple tasks to different servers according to our EDL heuristic al-
gorithm. According to the simulation based on real data, our method reduces
about 36% of system energy within the wide scaling interval and about 17%
within the scaling interval. Our EDL DVFS algorithm almost has the same
performance with EDF-WF DVFS algorithm in terms of energy conservation,
while occupying less servers. We also observe the algorithm performance with
various factors, such as the task property, the idle power consumption and the
server mode. Approaches to improve the energy conservation include expand-
ing the GPU scaling interval, launching more memory/both intensive tasks
and reducing the system idle power.
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Chapter 6

Energy Efficient Online Task
Scheduling

In the previous chapter, we propose the offline solution to the energy efficient
task scheduling on hybrid servers. In this chapter, we extend our study to
the online problem, where we combine the GPU DVFS and dynamic resource
sleep (DRS) [18,129] together to conserve the system energy. We develop our
offline EDL algorithm into the online version and find it still achieves good
performance. In particular, the proposed runtime 𝜃 DVFS readjustment is
more efficient in controlling the system idle energy consumption.

6.1 Problem Formulation

In the previous chapter, we assume the arrival time of the 𝑖-th task satisfies:
𝑎𝑖 = 0. For the online case, this assumption does not hold. At any time 𝑡, the
information of the task 𝐽𝑜 is unknown if 𝑎𝑜 > 𝑡. For simplicity, we guarantee
each task can be completed with the default configuration, i.e., 𝑎𝑖 + 𝑡*𝑖 ≤ 𝑑𝑖.

As introduced in the previous chapter, our CPU-GPU pairs are of three
power states: runtime, idle and off. The CPU-GPU pairs can be turned on
(transformed form the off state into other two states) or turned off (transformed
into the off state) dynamically. We did not consider the penalty of the power
state transformation for the offline problem because the transformations can
be avoided by appropriate scheduling algorithms. For the online problem, the
power state transformation may occur often, and there is high energy cost and
considerable time cost for the turning on behaviours. In this work we consider
the energy cost only. We use another parameter, ∆, to describe the energy
cost to turn on a single CPU-GPU pair. Note that the servers are also turned
on with a basic unit of 𝑙 CPU-GPU pairs, so that the penalty of turning on a
server is 𝑙∆.
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Table 6.1: Summary of important notations for the online task scheduling
Symbol Description

∆ The energy overhead of turning on a CPU-GPU pair.
𝜌 The threshold for turning off the servers.
𝜅𝑖 The time the cluster begins executing 𝐽𝑖.
𝜇𝑖 The time the cluster ends executing 𝐽𝑖.
𝑇 The time slot. 𝑇 is a unit number.

J(𝑇 ) The task set arrives at 𝑇 , which has 𝑛(𝑇 ) tasks.
𝑛(𝑇 ) The number of tasks in J(𝑇 ).
𝑀(𝑇 ) The number of occupied servers at 𝑇 . 𝑀(𝑇 ) < 𝑚.
𝑁𝑂𝐹𝐹 The number of offline tasks. 𝑁𝑂𝐹𝐹 = 𝑛(0).
𝑁𝑂𝑁 The number of online tasks. 𝑁𝑂𝑁 =

∑︀
𝑇 ̸=0 𝑛(𝑇 ).

𝐸𝑡𝑜𝑡𝑎𝑙 The total energy consumption of the cluster to complete all the
tasks.

𝐸𝑟𝑢𝑛 The energy consumed by processing the tasks alone.

𝐸𝑖𝑑𝑙𝑒 The energy consumed by the servers being idle during the task
executing process.

𝐸𝑜𝑣𝑒𝑟ℎ𝑒𝑎𝑑 The energy consumption caused by turning on the servers.

We formulate our online task scheduling problem considering GPU DVFS
as follows. We summarize the major notations in Table 6.1, for ease of refer-
ence.

Our CPU-GPU energy optimization problem arises from the following sys-
tem setting:

1. A CPU-GPU hybrid cluster that consists of 𝑚 servers, S = {𝑆1, 𝑆2, ..., 𝑆𝑚},
and the 𝑗-th server 𝑆𝑗, has 𝑙𝑗 CPU-GPU pairs;

2. A task set of 𝑛 independent tasks J = {𝐽1, 𝐽2, ..., 𝐽𝑛} arriving over time,
where the 𝑖-th task 𝐽𝑖 is represented by a tuple 𝐽𝑖 = {𝑎𝑖, 𝑑𝑖,P𝑖,T𝑖},
where 𝑎𝑖 denotes the arrival time and 𝑑𝑖 denotes the task deadline. Ev-
ery task is non-preemptive that once the processing starts, it cannot be
stopped until the task is completed.

Our objective is to schedule the tasks onto the servers that every task can
meet its deadline while minimizing the total energy, 𝐸𝑡𝑜𝑡𝑎𝑙, by the GPU DVFS
and DRS, i.e.

min . 𝐸𝑡𝑜𝑡𝑎𝑙

s.t. 𝜇𝑖 ≤ 𝑑𝑖, ∀𝑖. (6.1)

Analytically, the total energy consumption, 𝐸𝑡𝑜𝑡𝑎𝑙, can be decomposed into
three parts: 𝐸𝑟𝑢𝑛, 𝐸𝑖𝑑𝑙𝑒 and 𝐸𝑜𝑣𝑒𝑟ℎ𝑒𝑎𝑑, as Equation (6.2) shows. 𝐸𝑟𝑢𝑛 denotes
the energy consumption to process all the tasks, i.e., 𝐸𝑟𝑢𝑛 =

∑︀𝑛
𝑖=1𝐸𝐽𝑖 =∑︀𝑛

𝑖=1 𝑃𝐽𝑖(𝜇𝑖 − 𝜅𝑖). 𝐸𝑖𝑑𝑙𝑒 denotes the idle system energy. It equals the summa-
tion of the idle energy of all the CPU-GPU pairs, 𝐸𝑖𝑑𝑙𝑒 = 𝑃 𝑖𝑑𝑙𝑒

∑︀𝑚
𝑗=1

∑︀𝑙𝑗
𝑘=1 𝜂𝑘𝑗,
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where 𝜂𝑘𝑗 is the total idle period of the 𝑘-th CPU-GPU pair on the 𝑗-th server.
𝐸𝑜𝑣𝑒𝑟ℎ𝑒𝑎𝑑 denotes the overhead to turn on/off the servers. 𝐸𝑜𝑣𝑒𝑟ℎ𝑒𝑎𝑑 = 𝜔∆,
where 𝜔 is the total number of the turn-on behaviours in the cluster(counted
based on the unit of a CPU-GPU pair). 𝐸𝑟𝑢𝑛 is closely related to the GPU volt-
age/frequency setting while the others are more dependent on the scheduling
algorithm.

𝐸𝑡𝑜𝑡𝑎𝑙 = 𝐸𝑟𝑢𝑛 + 𝐸𝑖𝑑𝑙𝑒 + 𝐸𝑜𝑣𝑒𝑟ℎ𝑒𝑎𝑑

=
𝑛∑︁

𝑖=1

𝑃𝐽𝑖(𝜇𝑖 − 𝜅𝑖) + 𝑃 𝑖𝑑𝑙𝑒

𝑚∑︁
𝑗=1

𝑙𝑗∑︁
𝑘=1

𝜂𝑘𝑗 + 𝜔∆ (6.2)

Empirically, when a dynamic turning off mechanism is involved, 𝐸𝑟𝑢𝑛 should
be the majority of 𝐸𝑡𝑜𝑡𝑎𝑙. We elaborate in the next section that for a single
task, there exists an optimal solution in the DVFS scaling interval to minimize
𝐸𝑟𝑢𝑛.

6.2 Online EDL Algorithm

Algorithm 4 Online EDL scheduling framework
Input: J, S, 𝜃.
Output: 𝑀(𝑡), the corresponding runtime power state of the 𝑀(𝑡) occupied

servers, {𝑓𝐺𝑐
𝑖 , 𝑉 𝐺𝑐

𝑖 , 𝑓𝐺𝑚
𝑖 , 𝜅𝑖, 𝜇𝑖} and the mapping of 𝐽𝑖,∀𝑖.

1: Execute Algorithm 2 (the EDL 𝜃-readjustment algorithm) at 𝑇 = 0;

2: for all 𝑇 > 0 do
3: Process the tasks leaving at current time slot;
4: Turn off the idle servers when appropriate;
5: if there are arriving tasks then
6: Assign the tasks to the server according to Algorithm 2, and turn on

the servers if needed;
7: end if
8: end for

Algorithm 4 shows the framework of our online scheduling algorithm. At
𝑇 = 0, we process the initial set of offline tasks. Line 1 would output 𝑀(0)

occupied servers, and the task mapping solution for all the 𝑁𝑂𝐹𝐹 tasks. Ac-
cording to the analysis and the simulation in the previous chapter, our offline
EDL algorithm is efficient in saving both the energy and the number of occu-
pied servers, so that 𝑀(0) should be a competitive small value.

Our online scheduling has three major components: processing leaving
tasks, turning off the servers, and assigning the newly arrived tasks. We de-
scribe these components below.
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Algorithm 5 The EDL 𝜃-readjustment upon task arrival
Input: 𝑇 , 𝑀 ′(𝑇 ), J(𝑇 ), 𝑛(𝑇 ), 𝜃, 𝑙.
Output: the voltage/frequency setting and the mapping of J(𝑇 ), 𝑀(𝑇 ).

// 𝑀 ′(𝑇 ): the number of occupied servers after turning off the servers
in the previous part

1: for all tasks in J(𝑇 ) do
2: Find the optimal voltage/frequency setting with out missing the deadline

for each task;
3: {𝐽1, ..., 𝐽𝑟, ..., 𝐽𝑛(𝑇 )} ←− sort the tasks according to the computed opti-

mal length in EDF order;
4: end for

5: for 𝑟 = 1 to 𝑛(𝑇 ) do
6: 𝜇𝑆𝑃𝑇 ←− min{𝜇1, ..., 𝜇𝑀 ′(𝑇 )*𝑙};
7: // Find the CPU-GPU pair, 𝑆𝑆𝑃𝑇 , with the shortest processing time

8: if 𝑑𝑟 −max(𝑇, 𝜇𝑆𝑃𝑇 ) ≥ 𝑡𝑟 then
9: Assign 𝐽𝑟 to 𝑆𝑆𝑃𝑇 ;

10: else
11: 𝑡𝜃 ←− max{𝜃𝑡𝑟, 𝑡𝑟min};
12: // 𝑡𝑟min: the minimum execution time of 𝐽𝑟
13: if 𝑑𝑟 −max(𝑇, 𝜇𝑆𝑃𝑇 ) ≥ 𝑡𝜃 then
14: { ˆ𝑉 𝐺𝑐

𝑖

′
, ˆ𝑓𝐺𝑐

𝑖

′
, ˆ𝑓𝐺𝑚

𝑖

′
} ←− 𝑡𝑖

′
=𝑑𝑟 −max(𝑇, 𝜇𝑆𝑃𝑇 );

// 𝜃-DVFS is allowed for 𝐽𝑟, reconfigure 𝐽𝑟
15: Assign 𝐽𝑟 to 𝑆𝑆𝑃𝑇 ;
16: else
17: Assign 𝐽𝑟 to a new CPU-GPU pair;
18: Set the other CPU-GPU pairs on this server to idle;
19: 𝑀 ′(𝑇 )←−𝑀 ′(𝑇 ) + 1;
20: end if
21: end if
22: end for
23: 𝑀(𝑇 )←−𝑀 ′(𝑇 );

Processing leaving tasks. At each time slot, we identify the set of tasks with
⌈𝜇𝑖⌉ = 𝑇 . We set the corresponding CPU-GPU pairs to idle during the time
period of (𝜇𝑖, 𝑇 ). If a CPU-GPU pair still has tasks to process, we assign the
next task to it at time slot 𝑇 .

Turning off the servers. After processing the departured tasks, we dynam-
ically turn off the servers using the DRS technique. We do not turn off the
server immediately when there is no task to execute on it. Instead, we turn
it off after all the CPU-GPU pairs on this server have been idle for at least a
period of 𝜌. This strategy avoids frequent turn-on energy overhead in the case
of job arrivals in the near future, at the price of slightly increased idle energy
consumption.
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Assigning the newly arrived tasks. Algorithm 5 shows our assignment strat-
egy for task set J(𝑇 ). We divide the solution into two phases. In the first phase
(line 2), we compute the optimal voltage/frequency setting that minimizes the
runtime energy for each task. With this setting, we obtain a fixed task length
of each task. Then in the second phase (lines 5-23), we pack the tasks to
servers according to the obtained task lengths and the task deadlines. We
always try to assign a task to the CPU-GPU pair with the lightest workload
(lines 7-9). Note that in line 7 we need to find the larger value of 𝜇𝑆𝑃𝑇 and 𝑇 ,
in the case that the CPU-GPU pair has been idle. If the task cannot fit into
the selected pair, we check if a voltage/frequency readjustment is possible by
setting its task length equal to the remaining time before the deadline (line
14). In line 18, if the task cannot fit into any active CPU-GPU pairs even
with the readjustment, we assign it to a new CPU-GPU pair. We turn on the
server containing this CPU-GPU pair and set its other CPU-GPU pairs to idle
state.

The complexity of this algorithm is 𝑛(log 𝑛+ Φ +𝑚), where Φ denotes the
complexity of solving the optimization problem in the previous section.

6.3 Performance Evaluation

We compare our EDL algorithm to a classical bin-packing heuristic algorithm
described in Algorithm 6. The idea of bin-packing heuristic has been used
in [67], and we modify their algorithm to fit our system model. The complexity
of this algorithm is 𝑛(log 𝑛+ Φ +𝑛𝑚), larger than that of the EDL algorithm,
mainly caused by the frequent updates of the processor load.

6.3.1 Simulation Configuration

We use the same cluster configuration with that of offline simulation. The
differences between the offline simulation and the online simulation lies in the
arrival tasks and the DRS technique. We introduce them as followed.

Task Set Generator

Similar with that in previous section, the simulated task properties are also
based on real measurement results. We still use the task set utilization to
quantize the offline tasks and the online tasks. We assign the value of 𝑈J𝑂𝑁

to our task generator. We introduce the mechanism of the task generator in
the previous chapter. It outputs a task set of 𝑁𝑂𝑁 tasks, and the task set
utilization equals 𝑈J𝑂𝑁 .
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Algorithm 6 The bin-packing scheduling algorithm
Input: J, S.
Output: 𝑀(𝑡), the voltage/frequency setting and the mapping of J.

1: for all offline tasks do
2: {𝐽1, ..., 𝐽𝑟, ..., 𝐽𝑁𝑂𝐹𝐹 } ←− sort the offline tasks in earliest-deadline-first

order;
3: for 𝑟 = 1 to 𝑁𝑂𝐹𝐹 do
4: Compute the optimal { ˆ𝑓𝐺𝑐

𝑟 , ˆ𝑓𝐺𝑚
𝑟 , ˆ𝑉 𝐺𝑐

𝑟 , 𝑡𝑟} for 𝐽𝑟, and the optimal task
utilization 𝑢𝑟;

5: Assign 𝐽𝑟 to the CPU-GPU pairs according to the worst-fit heuristic,
where the utilization of a CPU-GPU pair is no larger than 1 [68];

6: end for
7: end for

8: for all 𝑇 > 0 do
9: Processing the tasks leaving at current time slot;

10: Turn off the idle servers when appropriate;
11: if J(𝑇 ) ̸= ∅ then
12: Sort J(𝑇 ) in EDF order;
13: for 𝑟 = 1 to 𝑛(𝑇 ) do
14: Compute the optimal { ˆ𝑓𝐺𝑐

𝑟 , ˆ𝑓𝐺𝑚
𝑟 , ˆ𝑉 𝐺𝑐

𝑟 , 𝑡𝑟} for 𝐽𝑟;
15: Assign 𝐽𝑟 to the CPU-GPU pairs according to the first-fit heuristic,

following the criteria in [67], and turn on the servers when needed;
16: end for
17: end if
18: end for

We simulate the task arrival in one day and choose the basic time unit as
one minute, i.e. 𝑖𝑇 ∈ [1, 1440]. We generate the number of arriving tasks at
each time slot, 𝑛(𝑖𝑇 ), 𝑖𝑇 ∈ [1, 1440] according to the Poisson distribution and
refine it to make

∑︀1440
𝑖𝑇=1 𝑛(𝑖𝑇 ) = 𝑁𝑂𝑁 . At each time slot 𝑖𝑇,∀𝑖𝑇 ∈ [1, 1440],

we pick the (
∑︀𝑖𝑇−1

𝑜=1 𝑛(𝑖𝑇 ) + 1)-th to
∑︀𝑖𝑇

𝑜=1 𝑛(𝑖𝑇 )-th task from the online task
set to construct the current arrival tasks.

After all the tasks in the task sets are completed, we compute the runtime
energy consumption, the penalty energy and the idle energy. The total energy
consumption is a summation of these values.

DRS Criterion

We choose 𝜌 =
⌊︀
∆/𝑃 𝑖𝑑𝑙𝑒

⌋︀
, which is deduced from the case that the task arriving

at next time slot would occupy the server and each server has only one CPU-
GPU pair (𝑃 𝑖𝑑𝑙𝑒𝜌 ≤ ∆). We set ∆ = 200 and 𝑃 𝑖𝑑𝑙𝑒 = 85, thus 𝜌 = 2. Note that
there might be other substitution of 𝜌 which provides better energy conserving
performance, but since this thesis is from the DVFS perspective, we do not go
deep into the discussion.
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Figure 6.1: An example of the online task scheduling process with 𝑙 = 1.

By turning off the servers in our simulation, we exchange the positions of
the servers needed to turn off and the last occupied servers. For example, we
need to turn off the 1-st (located at the 1-st position) and the 9-th (located
at the 9-th position) server and we totally use 10 servers. We first exchange
the position of the 9-th server and the 10-th server, this would transforms
the server sequence of {1, ..., 9, 10} into {1, ..., 10, 9}. Then we exchange the
position of the 1-st server and the 9-th server , which ends in a server sequence
of {10, ..., 1, 9}. After that we reduce the number of occupied servers by 2.

6.3.2 Baseline Performance

As proven in [40], there is no optimal solution for our online task scheduling
problem. In this work, we refer to the performance of the task scheduling
algorithms without GPU DVFS as the baseline performance. In particular, we
execute the EDL algorithm without runtime readjustment, i.e., 𝜃 = 1.

We demonstrates our online task scheduling process in Figure 6.1 and 6.2.
Note the arrival tasks in the figures refer to the online tasks only. These two
figures have the same online and offline task sets. The task arrivals of these
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Figure 6.2: An example of the online task scheduling process with 𝑙 = 16.

two figures are based on the same distribution, but their runtime number of
occupied number of servers are obviously different due to the different server
configurations. The servers with smaller 𝑙 are turned on or off much more
frequently, and the total energy consumption with smaller 𝑙 is slightly less.

We show the total energy decomposition in Figure 6.3, where the two high-
est bars denote the baseline energy consumption. The EDL algorithm leads
to less energy consumption for all the 𝑙 configurations. The runtime energy
consumption is independent of 𝑙 or the scheduling algorithm, with a constant
value of 11.03 GJ. The overhead energy is marginal in the whole energy port-
folio, varying from 8.32 to 8.78 MJ, and it slightly decreases as 𝑙 increases.
The idle energy consumption changes to the server configuration significantly,
varying from 0.03 to 1.13 GJ.

The larger idle energy consumption is mainly caused by those idle CPU-
GPU pairs that cannot be turned off even if no active task has been assigned
to them. When 𝑙 = 1, each CPU-GPU pair is idle for at most 𝜌 after task
processing, while when 𝑙 = 16, the idle period of a CPU-GPU pair is overall
much longer, that the CPU-GPU pairs on one server are idle for at least about
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Figure 6.3: Decomposition of the total energy consumption. In the figure,
‘EDL’ and ‘BIN’ denote our EDL readjustment algorithm and the bin-packing
algorithm without GPU DVFS, while ‘EDL-D’ and ‘BIN-D’ denote the algo-
rithms with GPU DVFS.
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Figure 6.4: Comparison between the energy consumption of the non-DVFS
and DVFS scheduling algorithms.

𝜌. Intuitively the more load balanced at runtime, the less idle system energy
is. When we examine the runtime task mapping status, the bin-packing first-
fit algorithm usually ends in a few CPU-GPU pairs of much heavier workload
than the other CPU-GPU pairs. This would cause more idle system energy
when 𝑙 is large.

6.3.3 DVFS Performance

We conduct DVFS experiments with 𝜃 = 1 and 𝜃 = 0.9 firstly, and then discuss
the readjustment with other values of 𝜃. For each group of experiments, we
use the same offline and online task sets as those of the baseline simulation.

Figure 6.3 shows the DVFS energy consumption with three lower bars. The
runtime energy consumption of the DVFS algorithms is still a constant. It re-
duces from 11.03 GJ to 7.05 GJ; about 36.8% of runtime energy is saved with
GPU DVFS. When 𝑙 = 1, the three algorithms have similar energy consump-
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tion, about 7.08-7.12 GJ, where the bin-packing DVFS algorithm is slightly
better. For other values of 𝑙, the EDL readjustment (𝜃 = 0.9) DVFS algo-
rithm has the least energy consumption, followed by the bin-packing DVFS
algorithm and the EDL DVFS (𝜃 = 1) algorithm. When 𝑙 = 16, the total
energy consumption of the three algorithms are as 8.51, 9.92, 10.57 GJ respec-
tively.

We further compare the idle energy and the turn-on overhead in Figure 6.4.
The DVFS algorithms lead to increases of idle system energy, especially for the
EDL DVFS algorithm without runtime adjustment. If runtime 𝜃-readjustment
is applied, the idle energy is effectively controlled. When 𝑙 = 16, the idle
energy of the EDL non-DVFS, DVFS without readjustment and DVFS 𝜃-
readjustment algorithms are as 1.13, 1.89, 1.45 GJ, respectively. For the bin-
packing algorithms, the difference between the DVFS and non-DVFS in idle
energy consumption is relatively small, as 0.22 GJ when 𝑙 = 16. The turn-on
overhead is still marginal in the whole energy portfolio. In general, the bin-
packing algorithm is more effective in controlling the turn-on overhead, which
means that the newly arriving tasks are more likely to be assigned to current
busy servers, while it is the opposite for the EDL DVFS algorithm without
readjustment.

To summarize, the EDL algorithm has better performance in the energy
conservation in both the baseline and the DVFS simulation, but a runtime
readjustment is needed when a server has many CPU-GPU pairs. A better
balance between the runtime energy and the idle energy & turn-on overhead
is more necessary when GPU DVFS is applied.

Effectiveness of the Readjustment

We confirmed that the 𝜃-readjustment is effective in controlling the idle energy
when GPU DVFS is applied in previous contents. We present the effectiveness
discussion in detail as following.

We conduct the EDL DVFS 𝜃-readjustment algorithm with five different
values of 𝜃. We plot the average idle energy, turn-on overhead, runtime energy
and the total energy in Figure 6.5. It is clear that experiments with smaller
𝜃 increase the runtime energy for reducing the idle energy. With 𝜃 ̸= 1, we
consume less total energy, less idle energy and less turn-on overhead, especially
for large 𝑙. For example, when 𝑙 = 16, applying 𝜃 = 0.95 reduces the total
energy consumption from 10.58 GJ to 8.51 GJ, and decreases the idle energy
from 3.5 GJ to 1.45 GJ. It is notable that when 𝜃 ̸= 1, the total energy, the
idle energy, and the turn-on overhead do not vary much to 𝜃 for the same 𝑙.
Much more energy is consumed when 𝜃 = 1, therefore a runtime readjustment
is quite necessary. For all the experiments, 𝜃 = 0.95 ends in the minimum
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Figure 6.5: The energy consumption with runtime readjustments.

total energy consumption only except 𝑙 = 8.
Figure 6.6 shows the energy reduction compared to the baseline total energy

consumption of the EDL algorithm of all the 𝜃 configurations. Theoretically
speaking, the energy reduction has an upper bound which is the average run-
time energy reduction of the set of benchmark applications, i.e., 38% in our
case. With appropriate 𝜃, our online EDL algorithm can conserve 30-36% of
energy, almost comparable to the theoretical upper limit. But as 𝑙 becomes
larger, the energy reduction gradually decreases. Besides, the energy conser-
vation of larger 𝑙 depends on the 𝜃-readjustment more strongly. The selection
of parameter 𝜃 depends on the ratio of the runtime energy over the idle energy.
Our simulation results show that setting 𝜃 to 0.95 can always lead to the best
results.
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6.3.4 Performance Discussion

The Distribution of Arrival Tasks
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Figure 6.7: An example of task scheduling with task arrival bursts.

In the previous section, we presented our simulation results where the ar-
rival of tasks follows Poisson distribution. Figure 6.1 shows an example of the
Poisson task arrival, that there is task arrival at each time slot and the arrival
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Table 6.2: The energy decrease of task arrival bursts
𝜃 0.8 0.85 0.9 0.95 1 Baseline

𝐸𝑖𝑑𝑙𝑒 (GJ) 1.84 1.99 2.30 2.53 2.79 1.84
𝐸𝑝𝑒𝑛𝑎𝑙𝑡𝑦 (MJ) 14.6 14.6 17.1 19.8 22.3 14.4
𝐸𝑟𝑢𝑛 (GJ) 7.09 7.07 7.03 7.02 7.02 10.99

Total energy decrease (%) 30.3 29.3 27.1 25.5 23.5 0

Table 6.3: The energy decrease of Poisson task arrival
𝜃 0.8 0.85 0.9 0.95 1 Baseline

𝐸𝑖𝑑𝑙𝑒 (GJ) 1.82 1.39 1.81 1.37 3.50 1.24
𝐸𝑝𝑒𝑛𝑎𝑙𝑡𝑦 (MJ) 9.79 9.79 10.37 9.98 19.39 8.45
𝐸𝑟𝑢𝑛 (GJ) 7.02 7.02 7.02 7.02 7.02 10.99

Total energy decrease (%) 27.6 31.1 27.8 31.4 13.9 0

tasks are even distributed.
In the online algorithm design area, the key point lies in predicting future

task arrivals and making decisions based on the prediction. Therefore the dis-
tribution of the arrival tasks influences the scheduling algorithms significantly.
We discuss the performance when there is task arrival bursts in this section.
For simplicity, we consider 𝑙 = 16 and conduct one set of experiments only.

We use the same online task set with a total of 3227 tasks for both the
baseline and the DVFS experiment. Figure 6.7 shows our simulated task arrival
bursts. We simulate the task bursts with 𝑛(480) = 1100, 𝑛(960) = 1100 and
𝑛(1440) = 1027, such that there are task arrivals only at three time slots.

We conduct our online scheduling algorithm with different values of 𝜃. Ta-
ble 6.2 and Table 6.3 list the energy consumption and the energy decrease, of
the task arrival bursts and Poisson task arrivals, respectively, with the same
task set. For both the baseline and DVFS performance, the simulated task ar-
rival bursts leads to more turn-on penalty and idle system energy, and there-
fore, more total energy. 𝜃 = 1 reduces the least total energy for both task
arrival modes. 𝜃 = 0.8 shows the most energy decrease for the task arrival
bursts, while 𝜃 = 0.95 does for the Poisson task arrival. The energy saving
decreases as the 𝜃 increases for the task arrival bursts, but not for the Pois-
son task arrival. Besides, the runtime energy changes to the 𝜃 readjustment
more clearly for the task arrival bursts. The above results imply that our 𝜃

readjustment is more effective when the online tasks are not evenly distributed.

6.4 Summary

In this chapter, we study the energy conserving on CPU-GPU hybrid clus-
ters. We propose the GPU-specific DVFS power and performance models, and
derive the appropriate GPU voltage/frequency setting through mathematical
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optimization. We also design a heuristic scheduling algorithm to assign multi-
ple tasks to the cluster, which uses the runtime DVFS readjustment to make
a good balance between the dynamic energy consumption and static energy
consumption. We find that for the online arriving tasks, the static energy
is non-negligible, that a better balance of the dynamic energy and the static
energy is quite necessary. Our algorithm has better energy saving than the
traditional bin-packing solution.
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Chapter 7

Conclusions and Future Work

In this thesis, we study the energy conserving techniques for GPU computing.
We propose four perspective approaches: leveraging the GPU memory hierar-
chy, applying GPU DVFS, offline task scheduling via GPU DVFS, and online
task scheduling with both GPU DVFS and DRS. We conclude the thesis as
follows.
∙ Chapter II. We survey the most up-to-date GPU DVFS technologies

and their influence on the executing time and power consumption, and
summarize the methodology and the performance of existing GPU DVFS
models.
∙ Chapter III. We design a GPU-specified memory microbenchmark to

explore the modern GPU memory hierarchies. We verify that the top
design goal of the modern GPUs has transformed from improving the
pure compute performance to the energy efficiency.
∙ Chapter IV. We apply the DVFS on a real GPU platform and observe

how much energy could be saved and with what patterns the GPUs could
save energy. Our measurement results could serve as the benchmarks of
the GPU DVFS study. We also model the GPU runtime power and
performance from the DVFS perspective.
∙ Chapter V. We derive the optimal GPU voltage/frequency setting for

a single task to conserve the most energy with the mathematical opti-
mization technique. In addition, we design an offline task scheduling
algorithm that is effective to save both the energy and the number of
occupied servers.
∙ Chapter VI. We extend our offline task scheduling algorithm to the online

version, and combine it with the DRS technique to further reduce energy.
The readjustment process of our algorithm is efficient in controlling the
increasing system idle energy.

To summarize, this work provides innovative study on the GPU architec-
ture/DVFS and the energy management of the GPU accelerated clusters. It
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is beneficial for the GPU hardware design, the GPU performance optimiza-
tion and the GPU energy management. We consider our study useful for both
analytical and practical fields.

However, we should also point out the limitations of our work. For the
GPU performance modelling, we use a model that has concise mathematical
form but the accuracy is relatively low [1]. More accurate GPU performance
models may involve advanced functions or theories, such as the piecewise linear
function, queuing theory and deep learning. Besides, in our task scheduling
problem, we assume that each task is assigned to one and only one proces-
sor. The real case is much more sophisticated. The tasks can be executed
on multiple processors in parallel, and each processor may compute multiple
tasks simultaneously. There is non-negligible communication time cost and
management energy cost. The energy-efficient task scheduling and the energy
conservation on such platforms are also interesting.

7.1 Future Research Directions

We list some future work directions and the related literature as follows.
CPU-GPU cooperative DVFS. In this thesis, we study the energy con-

servation by GPU DVFS only. In reality, the CPU can also be scaled to further
conserve energy. The problem of saving energy via cooperative DVFS is of
higher-dimension, which requires more complex algorithms. In addition, when
applying the cooperative CPU-GPU DVFS, we need to consider other energy
saving approaches, such as the CPU-GPU workload partition: how to assign
the workload of one task to the CPU and GPU processor in order to achieve
higher performance/energy efficiency [15,71,73]? Some researchers studied the
core number scaling as well as DVFS [61, 116], which adaptively turning off
the CPU cores or GPU SMs, or applying a fine-grained per-core/SM DVFS.
These approaches can be intergraded into our current study.

Power management via machine learning approaches. Very re-
cently, Google reported a successful 40% of cooling cost reduction of its Deep-
Mind datacenter by applying the deep learning methodologies [26, 32]. The
authors trained the energy-efficiency model based on a series of monitored
runtime signals and adjusted the related parameters to maintain high energy
efficiency. Jiao et al. also applied the deep neural network to predict the
runtime optimal GPU voltage/frequency setting [51, 107]. The above studies
bring large energy decreases and it is appealing to apply them on the hybrid
clusters.

More general task scheduling. In this thesis, we study the task schedul-
ing problem with the assumption that the number of occupied server is always
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smaller than that of the provided server, thus we do not need to scale up the
processor frequency for faster task executing. The voltage/frequency keep the
same during one task executing of our algorithm because we do not allow task
migration or preemption. We can extend our study to the more general cases,
such as: i) the given task set can occupy all the servers that the scheduling
feasibility should be taken into consideration; ii) virtual tasks which can be
migrated [4]; iii) other objectives other than minimizing energy, including op-
timizing the make-span [68], the energy efficiency [70], the cooling cost [14],
etc.
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